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Abstract

We propose a graphical signature for intrusion detection given alert sequences. By corre-

lating alerts with their temporal proximity, we build a probabilistic graph-based model to describe

a group of alerts that form an attack or normal behavior. Using the the models, we design a

pairwise measure based on manifold learning to measure the dissimilarities between different

groups of alerts. A large dissimilarity implies different behaviors between the two groups of

alerts. Such measure can therefore be combined with regular classification methods for intrusion

detection. The proposed method makes the following contributions: (a) it automatically identifies

groups of alerts that are frequent; (b) it summarizes them into a suspicious sequence of activity,

representing them with graph structures; and (c) it suggests a novel graph-based dissimilarity

measure. We evaluate our framework mainly on Acer 2007, a private dataset gathered from a

well-known Security Operation Center in Taiwan. The performance on the real data suggests that

the proposed method can achieve high detection performance in attack coverage and tolerant

the attack variations. No need for privacy information as the input makes the method easy to plug

into existing system such as an intrusion detector. Moreover, the graphical structures and the

representation from manifold learning naturally provide the visualized result suitable for further

analysis from domain experts.

Index Terms

Intrusion detection, Alert correlation, Correlation graph, Attack graph, Dissimilarity measure,

Markov chain, Data driven, Isomap, Manifold learning.

✦



2

1 INTRODUCTION

We propose a graphical signature for intrusion detection given alert sequences, and the

raw alert sequence is as shown in Figure 1. By correlating alerts with the temporal

proximity property, we build a probabilistic graph-based model to describe a group of

alerts that form an attack or normal behavior. Using one model, one for each group

of alerts, we design a pairwise measure based on manifold learning to measure the

dissimilarities between different groups of alerts. A large dissimilarity between two

groups of alerts implies different behavior, such as between a series of intrusive alerts

and a group of (false) alerts with normal behavior. The measure can be combined with

regular classification methods for intrusion detection. We evaluate our framework on

Acer 2007, a private dataset compiled by a well-known security operations center in Tai-

wan. The proposed method’s performance on the real data suggests that it can achieve

high detection accuracy [17]. Moreover, the graphical structures and the representation

based on manifold learning provide visualized results suitable for further analysis by

domain experts. Some case studies are also presented for illustration.

Intrusion detection generally needs signatures to distinguish between attacks and

normal traffic. Usually, signatures with a sequential form can be used to identify known

attacks; however, we find that this approach has two limitations. First, a great deal of

expert knowledge is needed to analyze the signature and summarize the attack patterns

accurately. Second, the signature may be too rigid and not general enough to deal with

attack variants or unknown attacks. Actually, the variations are often resulted from

the similar malicious behavior in different appearances in data sequence and increase

the difficulty in malicious behavior identification. In Figure 1(a), the benign patterns

consists of three different types of event that belongs to benign patterns. However,

the benign pattern would be variant due to the interjection from other unexpected

patterns. In Figure 1(b), the benign pattern and malicious pattern would come with the

similar types and ordering of events. However, there might exist the different temporal
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TABLE 1

Description of Alert Data which is generated from Network Intrusion Detection System.

Alert event correlation from Intrusion Detection System in order to reduce the false alarm

rate and find the abnormal events. (Traf. Enc. denotes the alert name “Telnet Traffic

Encrypted”)

Sequences of Attacks

Event Name Source Target Date Result

PortScan 10.0.0.3 10.0.0.225 6/20 True

PortSweep 10.0.0.3 10.0.0.225 6/20 True

PortScan 10.0.0.5 10.0.1.243 6/20 True

Open Port 10.0.0.3 10.0.0.225 6/20 True

Traf. Enc. 10.0.0.3 10.0.0.225 6/20 True

Observed Sequence (Attacks? or Normal?)

Event Name Source Target Date Result

SQL Injec. 10.0.0.3 10.0.0.225 6/21 ?

Open Port 10.0.0.3 10.0.0.225 6/21 ?

Traf. Enc. 10.0.0.3 10.0.0.225 6/21 ?

relations between the malicious and the benign. In this case, the ICMP spoofing attack

is generated from the Botnet (i.e., rBot) with intensive “ICMP Destination Unreachable,

Host Unreachable” events comparing with the benign behavior. To solve the problems,

we propose a probabilistic graph-based model that can analyze an attack or normal

behavior to extract hidden patterns from alert sequences if there is sufficient data for

training.

One of the most well-known graph-based techniques used for system checking or

intrusion detection by the information security community is model checking [26], [2],

which uses temporal logic to describe the relationships between events (or alerts in this

paper) in nearby time stamps. Like regular signature-based approaches, model checking

usually requires a large amount of expert knowledge to build a model for deployment

in real applications. In contrast, we employ a data-driven approach that can train the

model automatically given the data, without much help from experts. Moreover, as the

model solves the problem in a probabilistic manner, it can be generalized to a wide
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Fig. 1. The variation cases observed from real world environment, one is from normal

instance messaging application, and the other is result from the spoofing behavior

from Botnet (rBot). (a) The benign varied patterns interjected by instance message

(MSN) alert event and result in the benign pattern variation. (b) The variation of typical

malicious patterns result from the different event triggering behavior, and the temporal

relation is helpful for distinguishing the pattern between benign and malicious. (A: ICMP

PING CyberKit 2.2 Windows;B: ICMP PING;C: ICMP Destination Unreachable Host

Unreachable;D: CHAT MSN message)

range of applications.

We work on alert sequence inputs, such as the one generated from raw traffic by

snort1. Given the alert sequence, we try to solve the intrusion detection problem, which

we formally define as follows:

Problem 1 (Intrusion detection): Given an alert sequence s = (s1, s2, . . .), we need to

determine whether there exists an attack, which may be associated with a series of alerts.

The alert sequences and their label information are given, e.g., some of the sequences

are labeled as attacks and others are labeled as normal. We define this as an intrusion

detection problem.

To solve intrusion detection problems, in particular, we want to find a way to summarize

the attack pattern, preferably in graphical form.

1. http://www.snort.org/
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Given a thread2 of alerts, we use a graph called an alert correlation graph to describe

their temporal relationships and summarize the behavior hidden in the thread.

Definition 1: We define an alert correlation graph (ACG) as a graph G(V,E, θ) where V

denotes the node set of distinct alert types or alert class types (depending on the usage);

E denotes the set of edges linking the nodes and represents the correlation between the

nodes; and θ includes all the transition probabilities, which are the parameters of the

Markov model.

Attack Variety and Robust Detection: Given a set of alert sequences for intrusion

detection, we usually need to deal with some typical difficulties. In alerts generated by

intrusion detection systems (IDSs), different conditions result in different manifestations

of the same intrusion behavior; for example, the attacker may try to make the attack

stealthier by inserting an irrelevant stream into the thread, or by waiting for a period of

time after a series of attack steps. Based on ACG, which is a data driven method,

we can capture the temporal information and correlate alerts automatically; and by

learning from the data, the model can adapt to intrusions in different environments

(with different “background alerts”) to determine the true intention behind a series of

alerts. Moreover, the graph-based method provides an appropriate format to describe

so-called multi-step attacks, which are usually hard to recognize with common detectors.

Our model can correlate alerts that have the Markov property (conditional independence

P (st|s1, . . . , st−1) = P (st|st−1)) and summarize them in graphical form for subsequent

analysis.

Interleaving Alerts and Thread Separation: Another difficulty is that the tempo-

ral proximity of events or alerts is usually hard to measure as the alert sequence is

likely to be highly interleaved. Alerts from different hosts or different applications are

usually mixed together and the relationships between alerts in close proximity become

meaningless. To find closely related alerts in network traffic, we need to extract separate

threads from the traffic.

Definition 2 (Behavior Thread): A behavior thread or simply a thread is a subsequence

2. It will be defined in Definition 2. Informally, it means a subsequence of alerts that has high correlation between

consecutive alerts.
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t = (t1, t2, . . .) = (sn(1), sn(2), . . .) extracted from a possible interleaved alert sequence s if

the subsequence contains alerts that are (1) within a specified time interval W , and (2)

associated with some related hosts.

Informally, we say two hosts are related if they exhibit similar normal or malicious

behavior. Formally, two related hosts are those that are involved in an alert (source to

destination or vice versa), or both related to a third host. If one host in a group of related

hosts is compromised, the whole group would be vulnerable to intrusion or infection.

We propose a thread separation approach that considers the IP’s connection character-

istics between an alert’s source and target IP addresses. The approach is quite similar to

the method used to find equivalent IP addresses in [23] because we separate the behavior

sessions of alerts according to the equivalent class of IP addresses. Again, our approach

does not require predetermined rules or expert knowledge.

In our framework, for each alert thread, we first investigate alert transitions to deter-

mine the correlation we should use to build an alert correlation graph. Given two threads

and their associated graphs, we propose a novel dissimilarity measure to describe their

dissimilarity. Based on the pairwise dissimilarities, we employ a manifold learning [21],

[19] approach called Isomap [21] to find a representation for all alert threads. In the

representation, two threads are deemed similar to each other if their correlation graphs

are similar, or if they are both close to a third sequence. In this way, an alert thread can

be classified robustly in the representation space.

We demonstrate the effectiveness of our model on a real dataset3, Acer07, a private

alert dataset compiled by the Security Operation Center of Acer’s electronic Data Center

(eDC). The dataset, published for the first time in this work, includes at least two real

intrusion scenarios4 for validation based on the ground truth provided by Acer eDC

security experts. The empirical results show that our approach is superior to most

existing baseline data driven analysis methods. Moreover, our automatic scheme can

identify malicious patterns and use the proposed correlation graphs to summarize the

patterns, which are then used to construct a malicious knowledge base for advanced

3. The complete documents and dataset can be downloaded from: http://140.118.19.59/acer07

4. More discussion can be found in Subsection 3.2
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alert or intrusion analysis. This function can not be provided by traditional methods

because they rely heavily on expert knowledge. Another contribution of this work is

that the graph structures and representation derived from manifold learning provide

a visualized result suitable for further analysis by domain experts. In particular, the

graph that forms an attack suggests a typical attack scenario; and, in the representation,

a group of alerts with low dissimilarity to a typical attack alert series may also be

considered as an attack.

The remainder of this paper is organized as follows. Section 2 contains a review of

related works. In Section 3, we describe the Acer07 dataset. In Section 4, we discuss our

framework, the construction of correlation graphs, dissimilarity measurement and the

process of intrusion or anomaly detection. In Section 5, we evaluate the results of several

experiments conducted on alert sequence datasets. Then, in Section 6, we summarize

our conclusions.

2 RELATED WORK

We begin by comparing our approach with some major graph-based methods for in-

trusion detection and alert correlation, after which we consider other state-of-the-art

methods designed to address the problems. Then, we discuss some practical issues that

arise in building a Markov chain model for alert correlation and some approaches that

measure the dissimilarity between sequences.

2.1 Graphs for Alert Analysis

A large number of works in the intrusion detection area use graphs, especially for

modeling the vulnerabilities of specific systems [16], [20]. Usually, the graphs are gen-

erated manually by experts who analyze the vulnerabilities of a specific network or

system. They are used to represent all potential attacks that could target the network.

In such graphs, a node represents a stage of an attack, such as a privilege owned by the

attacker, or a host in the system, and a path represents a multi-stage attack scenario.

These graphs have different meanings from our correlation graph, since an edge in the

latter represents the probabilistic correlation between alerts in the sequence. To give an

example, Zhang et al. [27] employ intuitive object-oriented knowledge representation
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TABLE 2

Qualitative analysis of three graph-based methods: AG (attack graph in [29]), SG/AG

(scenario graph/attack graph [26]), and HACG (hyper-alert correlation graph [16], [17]);

and our proposed ACG (alert correlation graph). FP denotes False Positive and NA

Detection means the detection of a novel attack.

Adaptation Indexing Succinctness Exhaustiveness FP Tolerance NA Detection

ACG Strong Strong Medium Medium Strong Strong

AG Medium Medium Weak Weak Medium Medium

SG/AG Weak Weak Strong Strong Weak Weak

HACG Weak Weak Strong Strong Weak Weak

to describe an alert’s causal relations; however, we describe the alert correlation in

a probabilistic manner. The modeling approaches in the above works rely on expert

knowledge to describe causal or non-causal alert relations. Our data driven approach,

which is based on sound theoretical support, is expected to be more effective than

manual or semi-automatic methods because it does not rely on expert knowledge.

Zhu and Ghorbani [29] use “attack graphs” to summarize the transition probabilities

between different alert types in a dataset. Ning et al. [16], [17] also employ graphs to rep-

resent attack scenarios. Their approach produces graphs, called “hyper-alert correlation

graphs,” via a rule-based alert correlation algorithm that considers the prerequisite and

consequence relations. Each node in a graph represents a single alert. The approach can

be improved by combining nodes to reduce the size of the graph. Recently, Wang and

Daniels [25] proposed a graph-based analysis mechanism called an “evidence graph” to

facilitate evidence representation and automated reasoning in forensics analysis given

IDS alerts. The approach considers alert correlation relations at the local and global

levels to capture the scenario of attack behavior. The graphs in the above works only

represent attack scenarios. In contrast, we use graphs to represent both normal and

attack scenarios. Moreover, we reduce the number of false alerts by classifying the

graphs with correct labels.

Based on the above discussion, we summarize a qualitative comparison of all the
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graph-based methods in terms of adaptation, indexing, succinctness, exhaustiveness,

False Positive (FP) tolerance and Novel Attack (NA) detection, as shown in Table 2.

Generally, formal approaches are more competitive in terms of the succinctness charac-

teristic [26] 5 and the exhaustive characteristic [26] 6; while data-driven approaches are

better in terms adaptation, graph indexing, FP tolerance and NA detection.

2.2 Alert Correlation

Next, we consider some major alert correlation approaches. Generally, alert correlation

techniques can be classified into two categories. The first category [16], [23], [5] is based

on the specification of individual alerts; and alerts are correlated by matching the pre-

specified prerequisites and consequences of each alert type. The alerts correlated by

these methods are usually precise and the causal relation is explained well. Recently,

Zhou et al. [28] proposed using the capability of the prerequisite condition of alerts to

identify the correlations between alerts in multi-step scenarios. However, the algorithm

requires manually defined rules; therefore, it cannot correlate unknown alerts, for which

no rules are pre-defined. On the other hand, Valeur et al. [23] proposed a general and

comprehensive analysis framework for reducing false alarms and correlating alerts in

multi-steps attacks. The method must correlate various related sources of information

and it must rely on expert knowledge to execute the task.

Approaches in the second category measure the similarity of selected features, such

as the source and target IP addresses and port numbers. Their algorithms do not need

expert knowledge to define rules, but they usually require manually labeled data to

determine which alerts in the data are related. Julisch [10] clustered similar alerts to

find root causes based on the idea that similar alerts usually share the same root

cause. Valdes and Skinner [22] classified alerts into scenarios by applying probabilistic

similarity measures on the alerts’ features; and Dain and Cunningham [6] presented a

heuristic approach for classifying alerts into scenarios. Decisions about correlations are

made by a model learned from labeled scenarios.

5. The graph contains all behavior in the model.

6. Each component in the graph (e.g.: node or edge) participate in some attack behavior
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Alerts generated by IDSs are useful for detecting network related malicious behavior

as well as for detecting host related behavior. Some alert correlation mechanisms have

been developed to detect particular types of malicious behavior. For example, Gu et

al. [8] proposed an IDS-driven dialog correlation mechanism for malware (botnet) de-

tection; and Colajanni et al. [3] designed a collaborative architecture for early detection

of malware and timely deployment of counter-measures. Alert correlation reduces the

amount of manual analysis by experts, and it can be applied in other types of analysis,

such as the detection of multi-step attacks.

2.3 Dissimilarity Measure

The most widely used intrusion detection approach is based on matching pre-defined

linear signatures. Generally, given alert sequences, detecting intrusive behavior can

be regarded as a sequence alignment problem. An effective algorithm can align alert

sequences with similar behavior based on some match function that describes their

similarity. We can cluster sequences based on how well they can aligned to each other.

Since many sequence alignment methods are designed for biological applications [7],

they do not consider the wide variety of sequence patterns in other applications, such

as the “normal” or “attack” patterns examined in this work. In fact, our approach is

designed to compensate for the weakness of signature-based detectors.

Keogh et al. [11] searched for parameter-free descriptions of sequential data and

proposed a novel method for measuring the dissimilarity between two sequences; while

Pao et al. [18] studied the distance function between biological sequences. Both studies

follow the work of Li et al. [14], who used the Kolmogorov complexity [15] to describe

sequential data. It is well-known that the Kolmogorov complexity is not computable in

general; therefore, some compression methods [18] can be adopted for its approximation.

Our approach differs from the above works in that, given two sequences, its considers

the associated Markov chain models of the sequences and measures how well one

sequence is described by the model associated with the other sequence to determine

their dissimilarity. We discuss this aspect further in Sub-section 4.2.
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3 DATA DESCRIPTION

Specifically, we label alerts by matching their IP addresses and time stamps with the

attack tags provided in the dataset. The label information corresponds to warning tickets

issued to the monitored organizations by Acer’s eDC SOC. The tickets are issued in two

ways: by active announcement (similar to online detection), and via passive inspection

(similar to offline detection). In the first case, an active ticket is issued when malicious

behavior is identified by security experts in an early stage of an attack by observing

NetFlow or firewall logs. In the second case, experts analyze the malicious behavior

after the host has been compromised by attackers. After identifying the source of the

attack, the SOC operators issue warning tickets to the monitored organizations. In both

cases, alerts associated with the identified attack traffic are labeled as true attacks, while

the others are recorded as false alarms. Compared to the DARPA 1999 dataset [1], which

monitors 1000–20,000 alerts and around 100 IP address pairs per day, the Acer07 dataset

monitors 10,000–50,000 alerts and 300–2000 IP address pairs per day. As mentioned

earlier, the Acer07 dataset lists many new types of attacks not found in the DARPA99

dataset. Thus, the detection performance of Acer07 inspires more confidence for real

deployment than that of the DARPA99 dataset.

3.1 True Attacks and False Alarms

Acer07 contains 5,082 true alert/attack instances (TA) and 297,341 false alerts/alarms

(FA). We list the Top 12 false alerts and the Top 12 true attacks in Table 3 and Table 4

respectively. Note that some of the false alarms result from ambiguous signature pat-

terns that are triggered by normal behavior. In addition, several instances of scanning

behavior are regarded as non-harmful, so they can also be classified as false alarms

in some situations. For instance, the alarm ICMP PING NMAP appears under both

true attacks and false alarms. To identify this kind of ambiguous behavior correctly, it

may be necessary to investigate the temporal relations between alarms that are in close

proximity.

Table 4 shows that most true attacks target web applications. The statistics confirm

that there is now more malicious behavior and attack activity in the application layer

than in the network layer. For instance, Denial-of-Service (DoS) attacks, which were
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TABLE 3

False alerts listed by Acer07 (Top12)

No. Signature % %

Name in FA in all alerts

1. ICMP L3retriever Ping 24.19% 23.78%

2. NETBIOS SMB-DS IPC$ unicode 15.49% 15.23%

share access

3. ICMP redirect host 9.61% 9.54%

4. WEB-CLIENT ShockwaveFlash ActiveX 8.20% 8.07%

CLSID access

5. WEB-MISC apache directory disclosure 7.31% 7.19%

attempt

6. WEB-IIS view source via 4.49% 4.42%

translate header

7*. ICMP PING NMAP 4.41% 4.33%

8. SNMP request UDP 4.07% 4.01%

9. MISC UPnP malformed advertisement 3.64% 3.58%

10. SNMP public access udp 3.59% 3.53%

11. ATTACK-RESPONSES 403 Forbidden 3.19% 3.13%

12. WEB-MISC NetObserve authentication 3.18% 3.12%

bypass attempt

popular before the Acer07 dataset was compiled, do not appear in the Acer07 dataset.

DoS-like attacks can be identified by the number of packets in a specified time unit.

In contrast, application layer attacks (e.g., cross site scripting attacks and SQL injection

attacks) usually consist of rare network packets with low statistical significance. As

they can cause severe damage to information systems, they constitute one of the major

problems in modern information security. To identify attacks in the application level, it

may be necessary to investigate the correlations between alerts, instead of checking the

alerts individually.

3.2 Attack Scenario

We discuss two scenarios in the Acer07 dataset that may involve alerts with causal

correlations or multi-step attacks.
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TABLE 4

True attacks listed by Acer07 (Top12)

No. Signature % %

Name in TA in all alerts

1. WEB-MISC /etc/passwd 27.76% 0.47%

2*. ICMP PING NMAP 24.12% 0.41%

3. WEB-MISC cross site scripting attempt 23.83% 0.40%

4. WEB-MISC xp cmdshell attempt 4.96% 0.08%

5. POP3 PASS format string attempt 3.78% 0.06%

6. WEB-MISC http directory traversal 3.44% 0.06%

7. NETBIOS SMB-DS IPC$ unicode 2.42% 0.04%

share access

8. NETBIOS SMB repeated logon failure 2.20% 0.04%

9. Possible SQL Injection (POST)(or) 1.14% 0.02%

10. WEB-MISC apache directory 1.00% 0.02%

disclosure attempt

11. MISC MS Terminal server request 0.96% 0.02%

12. MISC MS Terminal Server no 3.12% 0.01%

encryption session initiation attempt

• Scenario 1 (Trojan and SQL Injection): An attempt was made to gather information

about the accounts of a mail server and target web, mail, SNMP and RPC services.

Some malicious behavior alerts were issued between 2007/09/06 09:58:44 AM and

2007/09/06 11:16:18 AM on September 6 2007; and between 2007/09/07 10:00:01

AM and 2007/09/07 01:51:07 PM on the same day, a compromised end user located

in a local network was infected with a Trojan horse. The hackers tried to invoke

SQL injection attacks and execute Command Shell attacks via the web server to

steal sensitive data from the database server.

• Scenario 2 (Probing and Attempts): The second scenario in the Acer07 dataset

started at 2007/08/30 07:58:00 AM on August 30, 2007, i.e., the time the external

IP x.x.204.88 started the daily scan of the web server for vulnerabilities.

Attack scenarios like these can be detected by our graph-based intrusion detectors. We

explain how our method detects such attacks in Section 5.3.
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Fig. 2. The system architecture for graph-based attack or anomaly detection. There are

three modules in the framework. The dotted line denotes the testing phase and the solid

line denotes the training phase.

4 INTRINSIC GRAPH-BASED DETECTOR

Identifying attack patterns in sequential alerts triggered by IDSs is made more difficult

by certain problems. First, attack patterns vary: they may be added to some irrelevant

alerts to avoid detection, or they may be generated by giving different parameter

assignments. In a real network traffic monitoring system, attack steps may be missed

or bypassed due to hardware or software constraints; consequently, no alerts will be

issued. Second, the attack pattern may cross several time intervals. This is known as

a multi-step attack. Third, in interleaved network traffic, an attack pattern tends to be

mixed up with other unrelated and possibly normal behavior patterns that belong to

other hosts. To solve the above problems, we designed a graph-based detector that tries

to find intrinsic behavior hidden in an alert sequence.

Our framework is comprised of three modules: Alert Correlation Graph Construction,

Manifold-based Scenario Builder and Attack Sequence Detector, as shown in Figure 2. The

Alert Correlation Graph Constructor (ACGC) models alert correlations based on be-

havior threads extracted from an alert sequence. The input for the module is an alert

sequence and the output is comprised of threads and their associated alert correla-

tion graphs. The Manifold-Based Scenario Builder (MBSB) tries to find the relations

between threads or associated ACGs via a dissimilarity measure, and represent the
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TABLE 5

Notations

Notation Definition and Description

W The size of the scenario interval

T The number of different alert

types

K The total number of alerts ex-

tracted from the sequence

s = (s1, s2, . . . , sn, . . .) The complete alert sequence

t = (t1, t2, . . .) The thread sequence

= (sn(1), sn(2), . . .)

G(V,E, θ) The alert correlation graph with

node set V and edge set E; θ

denotes the model parameters,

meaning the transition proba-

bilities between states (i.e., alert

types)

Aij = P (sn+1 = j|sn = i) A T × T transition matrix

Dkℓ = d(tk, tℓ) The dissimilarity matrix used to

record pairwise dissimilarities

between alert threads (see Eq. 3)

threads/ACGs in a low-dimensional space by a manifold learning technique. The input

of the module is a set of threads/ACGs and the output is an embedding of those

threads/ACGs in a low-dimensional space. The Attack Sequence Detector (ASD) uses

the result from MBSB for intrusion detection. That is, after an embedding is found, in

principle, we can plug in any classification method to label a series of alerts as either

attack or normal behavior series.

Next, we introduce the notations used in this work and formulate our problem

more rigorously. We use lower case bold letters for vectors or sequences and capital

bold letters for matrices. Given an alert sequence s = (s1, s2, . . . , sn, . . .), the goal is

to find if any series of alerts associate with an attack or abnormal behavior pattern.

A behavior thread is a subsequence t = (t1, t2, . . .) = (sn(1), sn(2), . . .) extracted from

the alert sequence in the scenario time interval W ; it contains some shared or related
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IP information. We assume that a complete attack or network behavior pattern can be

recorded in the interval. The ACG, denoted by G(V,E, θ) is built for a given thread, with

nodes (alert types) V , edges (correlations) E, and transition probabilities θ, as shown

in Figure 7. The model parameters can be written as a T × T matrix form A, with

Aij = P (sn+1 = j | sn = i), the probability that the alert at time n+ 1 is j given the alert

at time n is i. The symmetric dissimilarity matrix D is computed by the second module

MBSB, where Dmn denotes the dissimilarity between two alert threads m and n, given

their associated graphs. All the notations used in this work are summarized in Table 5.

We discuss the three modules in our system in the following sub-sections.

4.1 Alert Correlation Graph Constructor

The goal of ACGC is to model the correlations between pairs of related alerts in a

thread. In this study, we assume the Markovian property exists between consecutive

alerts in a thread, and we use a finite state machine with transitions (TFSA) to profile

the transition relationships. Before discussing the latter aspect, we explain how to find

threads in a sequence.

4.1.1 Behavior Thread Extraction

Network data may include communications between different hosts, or between the

same host and different applications. Correlating nearby alerts (bi-gram) in the order

they occur in the original sequence can be meaningless. Usually, an alert sequence con-

tains several behavior threads. In our design, specified in Definition 2, it is necessary to

consider the involved host IPs and the specified time interval when extracting behavior

threads. First, if two alerts are issued close together, they are more likely to be correlated.

More importantly, the relationship between two alerts depends on whether they are

associated with related IPs. We define an IP correlation as an equivalence relation as

follows: (i) each IP correlates to itself; (ii) if an alert is issued for a source IP ν1 and a

destination IP ν2, then IP ν1 is correlated with IP ν2; (iii) if IP ν1 correlates to IP ν2, then

IP ν2 is correlated with IP ν1; and (iv) if IP ν1 correlates to IP ν2 and IP ν2 correlates to IP

ν3, then IP ν1 is correlated with IP ν3. The complete pseudo code for thread extraction

is detailed in Appendix .
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IP occurrence
in alert

e.g.,Host IP: 192.168.1.1

Majority group 1

Majority group  2

Behavior Thread 1
1. 192.168.2.2
2. 192.168.2.15
3. 255.255.255.32
.......

Behavior Thread 2
1. 192.168.2.33
2. 192.168.2.42
3. 192.168.20.22
.......

Trivial groups

Step 1: Alert Host
Topology Graph

Step 2: Finding the
majority group

Result: Host set  for
Behavior Thread

Fig. 3. The thread extraction process (Algorithm 3). Three steps are included: (1) building

the IP graph; (2) finding the threads based on the threshold determined by the node

degree distribution. Consequently, the behavior thread has been generated according to

the different group of IP graphs.

4.1.2 Parameter Estimation

We build an ACG for each extracted thread. Given a thread extracted from a sequence,

a transition in the ACG is built by considering the frequency counts of the correspond-

ing correlated alert pairs in the thread. The mechanism of the alert correlation graph

constructor is described in Algorithm 1. We assume that the alert thread (t1, t2, . . .) =

(sn(1), sn(2), . . .) follows a Markov chain model. The parameters of the Markov model,

which are its transition probabilities7 recorded in the matrix A, can be estimated by

counting the different types of transitions in the alert thread. We count the number of

transitions from state i to state j in the thread and store the information in ηij . Here,

ηi· is defined as ηi· ≡
∑

1≤j≤T ηij , the number of transitions starting from i and ending

in any states in the thread. Based on the derived frequency counts, we estimate the

transition probability Aij by âij =
ηij
ηi·

, following the maximum likelihood principle. The

constructed ACG is denoted by G(V,E, θ̂), one for each thread. Based on the ACG, the

next step is to measure the dissimilarity between two alert threads.

7. We do not care about the initial distribution P (t1) which is assumed to be a constant.
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Algorithm 1: Alert Correlation Graph Construction

Input: A behavior thread t = (t1, t2, . . . , tm, . . .)

Output: Its associated correlation graph G(V,E, θ̂), or the T ×T transition matrix A

1 Let V be all possible distinct alert types ;

2 for m = 1, 2, . . . do

3 Let i be the alert type of alert tm and let j be the alert type of alert tm+1 ;

4 Aij ← Aij + 1;

5 end

6 forall the Aij∈{1,...,T}×{1,...,T} do Aij ← Aij + ǫ ;

/* ǫ: the Laplace smoothing factor */

7 Normalize A such that each row of A sums to 1 ;

8 Let edge weight e(i, j) = Aij for graph G ;

4.2 Manifold Learning-based Scenario Builder

Given behavior threads and their associated correlation graphs, we construct a visual

representation of the threads. The representation is based on a pairwise dissimilarity

measure between the threads and a manifold learning-based embedding technique. We

propose a novel behavior dissimilarity measure that describes the proximity of two

behavior threads by means of their hidden attack intentions. As shown in Figure 4(a)

(assume it is in a 2-D space), two threads are close to each other in the representation if

they both exhibit malicious behavior or they both exhibit normal behavior. Conversely,

they should be far apart if their behavior is dissimilar, e.g., one represents attack behav-

ior and the other represents normal behavior. Note that we need to consider the nature

of network traffic, which may introduce interleaved alerts, missing alerts, or alerts with

interjections (long insertions). We claim that our method can still perform well even if

such problems exist. The procedure is detailed in Algorithm 2.

4.2.1 Behavior Dissimilarity Measure

In the proposed model, each behavior thread is described by a local ACG; however,

we need a metric to determine the global relationships between the alert threads. Two
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Algorithm 2: Manifold Learning Based Scenario Building algorithm

Input: A set of labeled alert threads {tk}, with their associated alert graph {Gk}

Output: A scenario representation in a Euclidean space

/* step 1: Sequence Coding */

1 foreach (t,G) ∈ {(tk,Gk)} do

2 Encode the thread t given G by Shannon code and its code length is given by

c(t |G) (Eq. 1) ;

3 end

/* step 2: Dissimilarity Measurement */

4 Compute a dissimilarity matrix Dkℓ := d(tk, tℓ) for each pair of alert threads tk, tℓ

(Eq. 3) ;

/* step 3: Intrusion or Anomaly Detection */

5 Given D, apply Isomap or any similar manifold learning-based algorithm to obtain

a representation in an M-dimensional Euclidean space ;

issues should be considered when real network traffic data is used.

1) The data may include noise; or it may vary considerably, which means it may

deviate a great deal from the typical alert thread of normal behavior, even it is

deemed a normal thread. An attack can also evolve over time; therefore, a same

type of attacks may contain several different variants.

2) The data may include highly interleaved threads. As mentioned earlier, it may be

difficult to obtain real threads. Therefore, we need a dissimilarity measure that

is more or less resistant to potential extraction errors, for the case that extracted

threads still contain some interleaved events.

We need to find metric that can deal with the above problems. For instance, let us

consider an intrusion thread tint. Even if the attacker tries to avoid detection by adding

noise to the thread so that it becomes t
′
int, our metric would consider it similar to the

original typical intrusion tint; hence, it would still be picked up by our detector. Likewise,
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Fig. 4. (a) The 2-D scenario representation derived by Isomap for alert threads obtained

from the Acer07 dataset. Each point denotes a thread, extracted from the original alert

sequence, and a correlation graph is associated with each thread. The (Euclidean)

distance in the Isomap representation space indicates the proximity of two threads. We

expect that most normal threads would be close to each other, and far from threads

with malicious intentions. In the representation, the (red) circles on the right-hand side

represent malicious threads, while the (blue) crosses on the left-hand side are normal

behavior threads. (b) A possible plot of the number of alerts vs. the hours in a day to

demonstrate that a single cut point for the number of alerts may not be possible. A point

denotes a thread, and the red circles are malicious threads. The left-hand side of the

figure shows that there are few alerts during the night, while the right-hand side shows

there are more alerts in the day time. Ideally, we would like to find a single cut point

for the number of alerts to separate attacks from normal threads; however, the criterion

must be able to adapt to different times, with different numbers of background alerts. The

Isomap representation, which measures thread relationships by computing the shortest-

path between two threads, may find a map like that in (a); therefore, it could provide a

separation in the representation space.

we expect low dissimilarity between tint and t
′′
int, the alert threads that interleave 8

(slightly) with other threads.

8. Because we already separate threads by our IP separation algorithm and there should be only few interleaving

in a single thread.
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In our design, each thread tk has an associated ACG Gk(V,E, θ), with a set of transition

parameters and states (alert types) decided by the thread. The log-likelihood ℓ(t;G) of

a thread t = (t1, t2, . . .) given an ACG model G is written as:

ℓ(t;G) = logL(t;G) = log

(
P (t1)

∏

m

P (tm+1 | tm)

)

= logP (t1) +
∑

m

logP (tm+1 | tm) , (1)

where L is the likelihood function. Recall that the initial probability, P (t1), is assumed

to be constant and can be ignored in this work. Given two alert threads, tk and tℓ, and

their associated graphs, Gk and Gℓ, the dissimilarity between the two threads depends

on how well one thread is described by the model for the other thread. First, given that

the model G is a negative logarithm of the likelihood, we compute the code length of

a thread t as follows:

c(t |G) = −ℓ(t;G) = − logL(t;G) . (2)

Note that it is not necessary for G to be the associated ACG of thread t.

Then, we define the dissimilarity between two alert threads t1 and t2 as follows:

d(t1, t2) =
c(t1 |G2) + c(t2 |G1)

c(t12 |G12)
, (3)

where tkℓ is a new thread formed by concatenating threads tk and tℓ, and Gkℓ is the

associated ACG of the concatenated9 thread tkℓ. We now have a pairwise dissimilarity

measure for each pair of alert threads, which will be the input to find their representa-

tions.

4.2.2 Scenario Representation

We seek embeddings for a set of alert threads in a Euclidean space so that the Euclidean

distance in the space represents the relations between the threads accurately. Before

doing so, we would like to discover the manifold structure of the thread data to improve

the measurement of relationship between threads. In our study of alert analysis, the

9. We can treat tkℓ and tkℓ as virtually the same to generate similar ACGs between Gkℓ or Gℓk. The only thing

matters to make the difference is the transition at concatenated point between tk and tℓ.



22

relationship between two alert threads is determined by two factors. Two threads are

deemed to be similar if

1) they have a small measurement in Eq. 3, or

2) they are similar to a third thread.

To find a metric system to meet the second requirement, we adopt Isomap’s tech-

nique [21], which is a manifold learning approach. The rationale behind this choice

is due to the high variance of alert threads. The statistics of the network data for the

day time and night time are different. Therefore, it is difficult to devise a universally

applicable criterion to detect intrusive or anomalous behavior from alert sequences. To

resolve the problem, we propose a detection method based on Isomap that can adapt

to different situations (also see Figure 4(b)).

Isomap tries to find a representation in an intrinsic space by maintaining the local

neighborhood relationships between neighboring threads/points; however, globally, a

geodesic distance between two points is substituted to describe their dissimilarity. Given

a dissimilarity matrix D that describes the neighborhood relationships, the Isomap

process can be divided into three steps:

1) Based on D, construct a neighborhood graph by linking each pair of points that

qualify as neighbors.

2) Find the pairwise shortest path on the graph and record the length of that path as

the pairwise distance/dissimilarity (if the pair of points are not neighbors). The

input is the graph from the previous step and the output is a pairwise K × K

dissimilarity matrix.

3) Take the dissimilarity matrix from the previous step and apply Multidimensional

Scaling (or MDS) [4] to find the global Euclidean coordinates of all the data points

in a new space.

Figure 4(a) shows an example of a 2-D plot of Isomap. The best dimensionality for

separating the different kinds of alert threads can be estimated by finding the “elbow”

point in the residual variance curve [21]. We use M to denote the chosen dimensionality.
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4.3 Attack Detection

Given a thread representation, ideally, we should be able to plug in any classifier or

clustering method for intrusion or anomaly detection. In this study, we use several

classification algorithms, e.g., Support Vector Machine (SVM), kNN and naı̈ve Bayes,

for our evaluation.

After processing by the MBSB module, we obtain K points located in an M-dimensional

space to represent the alert threads. In this case, the SVM approach is well suited to

solving binary classification problems like intrusion detection. Theoretically, in a binary

linear case, by selecting the separating hyperplane w
T
x + b = 0 that maximizes the

margin between positive and negative samples, we can obtain a classifier that minimizes

the generalization error [9], [24]. Specifically, finding the optimal classifier is equivalent

to minimizing the functional comprised of the training error term and the regularization

term, as shown in Eq. 4:

min
(w,b,ξ)∈R(M+1+K)

C

K∑

k=1

ξk +
1

2
‖w‖22

s.t. yk(w
T
xk + b) + ξk ≥ 1

ξk ≥ 0, for k = 1, 2, ..., K (4)

where ξk denotes the positive slack variables, and C is a positive parameter that controls

the balance between the training error and the margin maximization term. In a non-

linear case, the kernel trick [9] can help us find a non-linear separating surface between

positive and negative samples. Several variants of the typical SVM model have been

proposed; e.g., the smooth SVM (SSVM), which tries to solve an unconstrained mini-

mization problem instead [13]. In this study, we use SSVM to evaluate our method.

5 EXPERIMENT RESULTS

We now evaluate the proposed method on the Acer07 dataset. The goal of the method

is to analyze the NIDS alarms and identify attacks for intrusion detection or forensic

purposes. In the following sub-sections, we first discuss some evaluation metrics and

the parameters used in this work. Then, we demonstrate that our method is superior

to other approaches, and provide some case studies for more detailed analysis.
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TABLE 6

Model Parameters

Procedure Parameter Value used

ACGC W 60

MBSB k 15

TABLE 7

Dataset Description (T:F denotes the ratio between True and False Events)

Duration Total Events (T:F) Correlation Graphs (T:F)

Acer07 9 days 302434 (1:58.5) 643s (1:15.5)

5.1 Model Parameters and Evaluation Metrics

5.1.1 Model Parameters

Table 6 lists the parameters used in our framework for graph construction and thread

representation. The scenario interval is set at 60, and the number of neighbors used to

build a neighborhood graph in the first step of Isomap is set at 15. Basically, the above

values are assigned to some constants in our experiments, unless stated otherwise. When

we discuss prediction or classification, following convention, a positive symbol denotes

an attack and a negative symbol denotes normal behavior.

5.1.2 Evaluation Setting and Metrics

In our evaluation, we regard each alert thread as an instance for detection; that is, our

evaluation is thread-based rather than alert-based. The rationale behind our approach is

that, intend of judging whether or not an alert is a true alert, we identify attacks based

on a series of alerts and the correlations between them. Given a series of alerts, we

construct an associated graph and predict its label as either an attack or normal traffic.

We evaluated our proposed approach on the Acer07 corpus. Our learning approach

uses the first five days from 2007/08/30 to 2007/09/03 (including the second scenario)
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as the training data for constructing the detection model and remained data from

2007/09/04 to 2007/09/07 (including the first attack scenario) for the testing data. We

utilize all the labels in the dataset to evaluate our testing performance. The distribution

of the benign and malicious CGs are 604 versus 39, and actually it is a quite unbalanced

dataset as shown in Table ??. In the evaluation, we use the features, including alert name,

timestamp, source IP and target IP for evaluation. The source and target IP are used

for behavior thread extraction, and the alert name is the alert sequence according to the

timestamp.

Based on the label information in the training set, if a thread includes a true alert,

we label it as a true instance; otherwise, we label it as false alert. To evaluate the

effectiveness of proposed method, we use a confusion matrix [12] to measure the pre-

cision and recall in our experiments. Here, let TP (true positive) be the number of alert

threads with true alarms (attacks) that are correctly detected; FN (false negative) be

the number of attacks that are not detected; let TN (true negative) be the number of

alert threads without true alarms (normal threads) that are correctly classified; and let

FP (false positive) be the number of normal threads that are incorrectly detected as

malicious threads. the precision (P) is defined by

precision =
TP

TP + FP
, (5)

and the recall rate (R) is defined by

recall =
TP

TP + FN
. (6)

The F-score, which is the harmonic mean of precision (P) and recall (R), provides a

balance between precision and recall. That is,

F-score =
2PR

P +R
. (7)

We use the above evaluation metrics to assess the efficacy of proposed method. Regard-

ing to these for metrics, the recall rate is the most important metric in term of the ability

of the coverage of attacks by the detection mechanism. Furthermore, the F-measure can

give the effectiveness evaluation in considering both precision rate and recall rate.
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5.2 Effectiveness Analysis

In this subsection, we analyze the effectiveness of various methods in identifying attacks

in alert data. How do we measure the effectiveness of an intrusion detector? Clearly,

we expect that an effective detector can detect intrusion behavior with a high degree

of accuracy or high precision (Eq. 5) while maintaining with a high recall (Eq. 6), and

yielding a good F-score (Eq. 7).

We need to consider the fact that network data often contains interleaving of irrelevant

traffic. In particular, we may have alert sequences with interleaved alerts or alerts

with context dependent behavior. Our detector is effective even if the alert inputs

include interleaving alerts. In addition, we analyze the impact of missing alerts on

our approach’s performance.

5.2.1 Identifying Intrusive Patterns

The proposed approach achieved the better recall rate than the baseline approach-

n-gram (n=2) 10. It can work with different classifiers in the ASD module. Our ap-

proach combined with SSVM achieves a much better detection performance in terms of

the F-score than the combination with either Naı̈ve Bayes or Logistic Regression. Our

proposed approach (with SSVM) can cover more than 50% attacks than the baseline

approach (bi-gram). The higher recall rate, the more real attack could be identified by

our proposed approach. In order to tolerance of the IDS triggering noises, we eliminate

the successive repeated patterns for .

Although the proposed method still has the significant result than the baseline ap-

proach, there has some improving space in the aspect of precision rate. The evaluation

encounters the dataset is without the long-term behaviors and causes the model detect

some benign behavior as malicious. In our point of view, extending the data size would

rich the behavior change and cause the model to be more completeness.

5.2.2 Dealing with non-typical patterns

When we encounter alarms missed by IDS sensors due to their inability to cover all

attacks, our ACG, which considers frequent alert transitions, can alleviate the impact of

10. the chosen n that is larger than 2 is impractical for considerable number of IDS alert data.
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TABLE 8

The effectiveness of the proposed method in identifying attack patterns when different

machine learning classifiers are used in the ASD module.

Method Precision Recall F-score

n-gram(n=2) with SSVM 0.533 0.130 0.209

with SSVM 0.360 0.643 0.462

with Naı̈ve Bayes 0.385 0.714 0.417

with Logistic Regression 0.500 0.500 0.500

TABLE 9

Two Cases of Missing Alerts

Case Missing Types Ratio(T/F)

Scenario 1 WEB-CLIENTShockwaveFlash. 7144

ShockwaveFlash ActiveX CLSID access (0/7144)

Scenario 2 WEB-MISC cross site scripting 1211

attempt (1211/0)

errors made by IDSs sensors. In signature-based IDSs, alerts are usually missed for the

following several reasons: (1) the signature-based IDS updates the signatures late; (2) the

IDS is incapable of triggering some alerts because it is overloaded by incoming alerts;

or (3) the signatures may mutate to other variations. In this study, we consider two

extreme cases: Scenario 1 in which the missed alerts are all false alarms; and Scenario 2

in which the missed alerts are all true attacks. The details of these two cases are given in

Table 8; and the numerical results related to our method’s tolerance of missing alerts are

shown in Table 9. In Scenario 1, although all the missing alerts are false alarms, they are

issued frequently; therefore, the precision and recall rates do not decline significantly.

Meanwhile, in Scenario 2, even though all the missing alerts are true alarms, the overall

detection performance does not change much. Hence, we conclude that our method is

robust to missing alerts.

The proposed method is effective even if the alert sequences include thread behavior
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TABLE 10

The proposed method’s tolerance of missing alerts (true alert detection rate). The

parameter setting and rule of data sampling are as well as the mentioned in

Subsection 5.1. We use ASD module with SSVM classifier as the detection mechanism.

Scenarios No Missing Alerts Missing Alerts

Precision Recall Precision Recall

Scenario 1 0.360 0.643 0.420 0.500

Scenario 2 0.360 0.643 0.352 0.623

that is not considered typical. This finding demonstrates the benefit of the method. Since

it learns from data, it can tolerate variations, mutations, and incomplete patterns.

5.3 Application to Alert Analysis

In this section, we provide some case studies to illustrate the use of our detection system

for domain experts and network administrators. We need to answer the following

questions. Based on a manifold-based scenario representation, how can we identify

potential attack behavior when only rare observed alerts are labeled as true attacks?

For visualization or user interface purposes, how can detected anomalous behavior

be presented to domain experts and network administrators to confirm our method’s

findings? In addition to providing a numerical analysis of proposed method, we demon-

strate several applications using the scenario-based alert analysis mechanism discussed

below.

5.3.1 Identifying Potential Attack Sequences

In Figure 5(a), the attacks are concentrated on the right-hand side of the representation.

We extended the scope to inspect each point in the neighborhood area of the observed

attack instance to find more interesting attacks. The procedure can be perfomed contin-

uously. In our experiment, the selection of instances covered 25% (precision) and 57%

of attacks in the first and second inspection, respectively, and 85% attacks in the third

inspection. After identifying one attack, we can easily identify the remaining attacks.
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Fig. 5. Acer07 Scenario 1 - representation and inspection process: (a) the attack point is

identified by a domain expert initially; (b) we extract the two most suspicious IPs from for

the representation.

Furthermore, we can extract the web server IP addresses for detailed analysis as shown

in Figure 5(b).

After finding a true attack instance (a series of alerts that is also associated with an

ACG), we can check the instances around the observed instance in the representation.

From the result, we can quickly identify other potential attacks after checking the area

near the known attack instance. The attacks, including alert types SQL Injection and Web

Attempted are located on the right-hand side of Figure 5(b); and a typical correlation

graph associated with the instances is shown in Figure 7(b). Another example of an

attack correlation graph is shown at the bottom of Figure 5(b). It represents very different

malicious behavior, as shown in Figure 7(c).

In another scenario, the system is scanned by a suspicious host with malicious in-

tentions. After using the proposed method to construct the presentation, the scanning

related behavior is clustered on the right-hand side of the representation, as shown in

Figure 6.
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Fig. 6. Scenario 2 - representation of Acer07. The instances associated with scanning

activity are clustered on the right-hand side.

5.3.2 Malicious Knowledge Base and Indexing

By studying the ACGs associated with small dissimilarities, we can extract the relevant

true attacks to compile an attack knowledge base for further analysis. Then, we can

query questionable consecutive alerts and obtain the most likely attack scenarios.

Given a query ACG and known relevant ACGs in the knowledge base, we can apply

the proposed dissimilarity measure to obtain the relevance score and priority of each

ACG in the malicious knowledge base. To extract information from the knowledge base,

experts only need to label the attack sequences based on their domain knowledge, verify

the ACG built automatically by the computer, and describe the attack characteristics in

the knowledge base. Needless to say, the advanced extraction process simplifies the

effort required to build a knowledge system. In addition to the effective dissimilarity

measure, we provide an efficient indexing mechanism for determining the relationships

between a query alert sequence and the instances in the knowledge base.

Next, based on Acer07’s ground truth, we provide an example to demonstrate the

use of our constructed knowledge base. Figure 7(a) shows a query ACG comprised of

an alert thread and its frequency computation. We apply our dissimilarity measure to

find the alert threads in the knowledge base that are in close proximity, as shown in

Figure 7(b). An example of an irrelevant thread extracted from the knowledge base is
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shown in Figure 7(c). The dissimilarity measure can be easily validated by checking the

alert types and the structure of the correlation graph.

6 CONCLUSION

We have proposed a graph-based signature method for intrusion detection. The method,

which is data-driven, is different from traditional methods that need intensive input by

experts. It can deal with a high degree of variance in the alert data as well as data

with interleaving. We use a Markov model to record alert transitions, and apply a

novel pairwise dissimilarity measure to describe the relationships between pairs of

alert threads. Given the dissimilarity measure score, we adopt Isomap, a manifold

learning method, to find representations of alert threads. As a result, we can detect

alert sequences as either normal or intrusive behavior. We tested our framework on the

Acer 2007 dataset , and it outperformed the compared approaches. In particular, the

proposed method can deal with interleaving alerts or sequences with missing alerts.

We believe our method warrants further study by the security community.
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Fig. 7. Malicious knowledge base extraction and indexing (this example is selected from

the Acer07 scenario 1): (a) alert correlation graph query (SQL-Injection Web attacks), (b)

similar malicious activity graph (SQL-Injection Web attacks), (c) dissimilar graph (drive-

by-download Web attacks).
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APPENDIX

Algorithmically, we use connected components G1,G2, . . . ,GK in a graph G to describe

correlated IP groups. We remove a group/component that is too small (smaller than

δ > 0) to derive any interesting conclusions. Given a constant w, we define δ = µ+ wσ

as

µ =
1

K

∑

k

|Gk| , (8)

σ2 =
1

K − 1

∑

k

(|Gk| − µ)2 ,

where µ and σ denote, respectively, the average deviation and standard deviation of the

component size, and |G| denotes the size of the graph G. After we find the correlated

IPs, the correlated alerts in a sequence that form a thread are all the alerts involving

the same group of correlated IPs. The complete pseudo code for thread extraction is

detailed in Algorithm 3.
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Algorithm 3: Behavior Thread Extraction (Figure 3)

Input: The alert sequence s, the size of scenario time interval W , and a positive

constant w

Output: A set of behavior threads t1, t2, . . .

/* step 1: Building the IP graph */

1 Construct the undirected graph G(ν, ε), where ν contains the vertices that represent

the IP addresses in the alert sequence and ε is the edge set ;

2 Build an edge ε(u, v) if any alert in s involves a connection from a source IP u to a

destination IP v or vice versa (Clearly, the IP graph is not the alert correlation

graph) ;

3 Find the connected components G1,G2, . . . ,GK ′ in the graph G ;

4 Let δ = µ+ wσ, where µ and σ denote, respectively, the average and the standard

deviation of the component sizes (Eq. 8) ;

/* step 2: Finding the threads */

5 for k = 1 : K ′ do

6 if |Gk| ≥ δ then

7 Collect the associated alerts from s if the involved IPs belong to Gk, and

combine all the alerts to form a thread tk ;

8 end

9 end

10 Let K = the number of all threads ;
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