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Trace-driven simulation is a simple, fast, and convenient approach to simulate 

computer architecture for power consumption, throughput, CPU time, and other factors. 
However, trace-driven simulation requires a massive storage space to save the trace files 
of benchmark programs. Therefore, an important task is how to design a compression 
method that reduces the storage space of trace files efficiently. In addition to the 
compression method, on-the-fly decompression is an important approach to decrease the 
time of running simulations. Rather than providing the compression method and being 
absent from the on-the-fly decompression, this paper proposes a novel compression 
method with a high trace file compression ratio, and provides on-the-fly decompression. 
To obtain higher compression ratios for compressing trace files compared to previous 
works, this study proposes a dynamic reference table that accounts for the locality of 
executed programs to compress the non-sequential addresses in a trace file. In addition, 
to use compressed trace files easily, this study also proposes an on-the-fly decompression 
method to decrease the duration of running simulations and efficiently reduce the time 
for decompressing compressed trace files. The simulation results showed that the 
proposed method yielded superior compression ratios compared to previous works, 
including PDATS, PDI, LBTC, and SBC. Conversely, the sizes of the compressed trace 
files using our proposed method are 58%, 8%, 11%, and 57% of those with PDATS, PDI, 
LBTC, and SBC, respectively. In addition, the proposed method showed improved 
compression time and decompression time than PDI, LBTC, and SBC, which considers 
both addresses and instructions. 
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1. INTRODUCTION 
 

The development and growth of computer systems, including desktop computers, 
embedded systems, and servers, have popularized everyday usage of computer systems. 
In addition to performance, power consumption and hardware costs are important factors 
in the design of new computer systems. Before a new design or architecture is proposed, 
numerous simulations must be performed to evaluate its performance.  

Among the simulations for evaluating the proposed architecture or design, 
trace-driven simulation is often used because of its flexibility and convenience. However, 
trace-driven simulation must read the trace files of benchmark programs to analyze their 
executed behavior. These trace files contain the code sequences of the executed programs 
in the benchmarks for addresses, instructions, and comments. Analyzing the trace files 
shows the execution time and the power consumption of a proposed design.  

A trace file always contains more than a billion instructions and memory references 
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to record the executed code sequences of a program, resulting in large storage costs. To 
verify a design, numerous trace files must be evaluated to determine its throughput, clock 
cycles, and power consumption. However, compressing these large trace files and storing 
them in a limited storage is an important issue.  

Previous methods [1-5] of compressing trace files can be classified into two 
categories: lossy compression and lossless compression. Lossy compression keeps only 
the part of important code sequences from the trace files to reduce the file size. The 
sampling methods used in [1-3] and the filtering method used in [4] fall under this 
category. Although lossy compression can obtain a good compression ratio, it loses 
substantial execution information; this renders the lossy compression method unsuitable 
for precise simulations. Although the compression rate of lossless compression is lower 
than lossy compression, the data compressed by a lossless compression method can be 
recovered without any data loss. Analysts use a lossless compression method to evaluate 
a precise simulation. Therefore, how to design a compression method with a good 
compression ratio and lossless compression is an important issue. 

Compared to the lossless compression methods, conventional compression methods 
such as gzip, rar, and others, do not account for the executed behavior of programs. Thus, 
they do not achieve good compression ratios when compressing the trace files. This is 
primarily because trace files record the executed instructions according to the executed 
sequence of programs; the executed instructions in trace files have a locality similar to 
that of the executed programs. Therefore, the locality of the executed programs must be 
considered to compress trace files efficiently. For example, previous methods [6-17] used 
spatial locality or temporal locality to compress the trace files. In addition to locality, the 
authors [18] indicated that 87% to 90% of the instructions issued by a CPU are sequential, 
indicating that the addresses of the issued instructions are continuous. For example, in a 
32-bit CPU, two instructions are sequential if the address of the latter one is equal to the 
address of the previous one plus 4. Therefore, in addition to locality, the property of 
sequential instructions is another important factor to be considered when designing a 
compression method to improve the compression ratio of trace files. In previous works, 
Packed Differential Address and Time Stamp (PDATS) [6], and Stream-Based Data 
Compression (SBC) compressed the sequential instruction trace files. However, PDATS 
and SBC did not compress the non-sequential instructions of the trace files to improve 
the compression ratios. 

In addition to locality and the sequential instructions, another important factor 
affecting the compression ratios of trace files is the encoding methodology. Lossless 
compression methods generally adopt one of two categories of encoding methods: 
fixed-length code compression and varied-length code compression. In varied-length 
code compression, the different lengths of compressed codes represent the various 
instructions or addresses to reduce the size of trace files. Frequently executed instructions 
have shorter compressed codes than non-frequently executed instructions. However, to 
recognize each compressed code, an extra head is added to the front. The addition of this 
head to each compressed code increases compression and decompression time of trace 
files. For example, the previous works [6-8] including PDATS, PDI Compression (PDI), 
Locality-Based Trace Compression (LBTC), and SBC requires an extra head to indicate 
the length of varied-length codes. However, adding the head to each compressed code 
requires additional time for the decompression program to access and analyze a head 



before decompressing each compressed code. 
In fixed-length code compression, the instructions or the addresses are encoded in 

the same length of compressed codes. Thus, the additional head or title for each code to 
recognize a compressed code can be avoided. However, because different frequencies of 
the executed instructions or addresses are encoded in the same length of compressed 
codes, the number of different instructions or addresses affects the length of compressed 
codes (i.e., the number of different instructions increases in conjunction with the sizes of 
compressed trace files). Therefore, how to reduce the length of the compressed codes in 
fixed-length code compression to consider both compression ratios and decompression 
time of compressed trace files is another important issue.  

In addition, how to exploit the compressed trace files for running simulations is 
another important issue. A straightforward method is to decompress compressed trace 
files to uncompressed files. However, this method requires substantial time and space. An 
uncompressed trace file is massive, requiring a simulator to access the instruction in a 
trace file from the hard disk. To improve the simulation time without decompressing the 
entire trace file, on-the-fly decompression can allow a simulator to obtain the desired 
instruction from the memory while reducing access time.  

Based on the description and introduction, the following terms must be considered 
to achieve a good compression ratio in trace files: the spatial and temporal locality, 
sequential instructions, and the fixed-length code compression. In addition to 
compression ratios, an on-the-fly decompressing method can also help decrease the 
execution time for running simulations. 

This study proposes a novel compression method to compress the trace files and 
reduce the storage space of the trace files, and presents an on-the-fly decompression 
method to reduce the simulation time of the trace-driven simulation. To reduce the size of 
the trace files, the proposed method first reduces the storage space of instructions in the 
trace files; i.e., it creates an address-instruction mapping file for the relationship between 
addresses and instructions. This file facilitates the correlation of the desired instruction 
with the address, reducing the size of the trace files. To reduce the size of the addresses in 
the trace files, this method records the difference between two continuous addresses 
rather than the addresses in their entirety. In addition, we use the sequential address file 
to indicate whether the corresponding address is sequential or non-sequential. This study 
presents a dynamic reference table to reduce the storage space for non-sequential 
addresses. Finally, this study proposes an on-the-fly decompression method to shorten 
the execution time of simulations. 

The rest of this paper is organized as follows, Section 2 introduces related works on 
the improvement of compressed trace files; Section 3 shows the proposed method of 
compressing trace files and the on-the-fly decompression method; Section 4 presents an 
analysis of the simulation results; and Section 5 offers the conclusion. 

2. RELATED WORKS 

This section reviews previous research on trace file compression [6-8], including 
PDATS, PDI, LBTC, and SBC. In [6], the authors proposed two methods of compressing 



trace files based on two conditions: simulating the memory architecture and the CPU 
architecture. Memory simulations only use addresses; therefore, trace files contain only 
referred addresses. In contrast, the CPU simulation records addresses and instructions in 
the trace files. For the simulations on memory reference, the authors proposed using 
PDATS to compress trace files. PDATS treats a basic block as a unit and wraps one unit 
into a record unit. To reduce the bit counts in a record unit, this study uses the 
varied-length encoding method to compress the record units. In addition, to recognize 
each compressed record unit, a head is added to each compressed record unit. The 
authors [6] proposed using PDI to compress instructions and addresses in the trace files. 
The PDI method treats an address and its corresponding instruction as a single record 
unit. The address and the instruction in a record unit are compressed using different 
methods, and the lengths of the compressed address and the compressed instruction in a 
record unit are recorded in its head. Authors used the difference between addresses in 
compressing addresses, whereas a dictionary-based compression method was used to 
compress instructions. Authors selected 256 most commonly executed instructions to 
form a reference table. Therefore, encoding one of these selected 256 instructions into an 
8-bit codeword decreases the size of trace files. Although the varied-length compression 
method can reduce the size of the trace files efficiently, an extra head is added to 
recognize each compressed codeword. In contrast, when using the dictionary-based 
compression method, if the number of instructions in the reference table cannot capture 
the most instructions of the trace files, the number of instructions in the reference table is 
incremented to increases codeword length. Thus, a tradeoff exists between codeword 
length and capturing most of the instructions in the trace files.  

In [7], the authors proposed using LBTC to improve the compression ratio of PDI. 
This approach records the difference between addresses to compress addresses and saves 
space. Rather than using the dictionary-based compression method, LBTC uses a cache 
to capture the locality of the executed instructions to improve the compression ratio. 
Because the hit ratio of the used cache affects the compression ratio significantly, a 
tradeoff exists between the compression ratio and decompression and compression time.    

In [8], authors proposed using SBC to compress trace files. They treated a basic 
block as a stream block and numbered these stream blocks by indices. When a stream 
block appears in a trace file, the index of this replaces the stream block to save space. In 
SBC, when a trace file has good locality, it has a good compression ratio. However, when 
the number of frequently executed stream blocks grows, the compression ratio of trace 
files decreases. 

3. PROPOSED DYNAMIC REFERENCE TABLE COMPRESSION OF 
TRACE FILES (DRTC) 

This section proposes the proposed dynamic reference table compression method 
(DRTC) to compress addresses and instructions in trace files. To save the instruction 
space in the trace files, this method first creates a mapping file showing the relationship 
between instructions and addresses, known as address-instruction file (AIF). When an 
address is given, this table can yield the desired instruction easily. The AIF file can be 



created by extracting from the static program (image file) rather than the trace file. 
Therefore, it is possible to use addresses to represent the corresponding instructions in 
the trace files, and save considerable space in trace files. When the instructions are 
replaced by the corresponding addresses, the addresses in the trace files can be 
compressed efficiently with locality and regularity to obtain a superior compression rate.  

To compress the addresses in the trace files, divide the addresses into two categories: 
sequential addresses and non-sequential addresses. Sequential addresses exhibit some 
regularity; i.e., the difference between two continuous addresses is a constant. For 
example, in a 32-bit CPU, the constant is 4. Therefore, we can compress these sequential 
addresses efficiently, as shown in Section 3.1. Section 3.2 presents a dynamic reference 
table for compressing non-sequential addresses. Finally, Section 3.3 introduces the 
on-the-fly decompression method. 
 
3.1 Difference and Sequential Tables for Sequential Address Compression  
 

This section presents the compression method to compress the sequential addresses 
in trace files. To determine whether an address is sequential or non-sequential, this 
method uses a bit to identify each address in the trace files, where bit 0 indicates a 
sequential address and bit 1 indicates a non-sequential address. These bits are recorded in 
the sequential address file (SAF). Fig. 1 shows an example. 

  
Fig. 1. The sequential address file Fig. 2. Transformation of non-sequential 

addresses to the differences recorded in the 
sequential address file and the difference 

file
 

To further compress the SAF, two categories of entries are described, which are the 
sequential address and the non-sequential address. The difference between the sequential 
address and its previous one is a constant; e.g., in a 32-bit CPU, the constant is four. Thus, 
sequential addresses do not require extra space to record these differences. However, the 
difference between a non-sequential address and its previous address is variable, which 
results in extra space to record the difference with a 32-bit width. Therefore, a different 
file is required to record each difference for each non-sequential address, as shown in Fig. 



2, where 2’s complement represents a negative number. For example, the SAF in Fig. 2 
records the information of the sequential and non-sequential addresses, whereas the 
different file records the difference between a non-sequential address and its previous 
address. 

In previous works [6, 7] on PDATS, PDI, and SBC, the authors referenced a table to 
obtain the decompressed address or instructions or both. However, this category of 
decompression methods is time consuming because consulting a table results in increased 
decompression time. Rather than referencing a table to obtain the desired data, the 
proposed method uses a mapping method to access the table directly and reduce 
decompression time. In addition, after accessing the table by the mapping method, the 
data obtained from the table is operated by 2’s complement. Therefore, the overhead of 
the proposed method for decompressing each address in decompression includes 
accessing the different table with the mapping method and 2’s complement operation. 

With the SAF and the different file, the compression ratio of the sequential 
addresses can be computed as follows. Assume C addresses are in a trace file. The size of 
this trace file is 2*C*32 bits. If K non-sequential addresses are present, the size of a trace 
file after applying the proposed method is (K*32+C)/2*C*32. If K is one-tenth of C, the 
compression ratio of the trace file is (0.1*32+1) /2*32 = 6.56%. To further improve the 
compression ratio, Section 3.2 introduces a dynamic reference table for compressing the 
different file. 

 
3.2 Locality-Based Dynamic Reference Table for Non-Sequential Address 
Compression 

 
This section proposes a compression method based on a locality-based dynamic 

reference table to compress the non-sequential addresses. In the previous section, the size 
of sequential addresses can be reduced efficiently, but each entry in the different table is 
32-bit wide. Therefore, the size of the different file accounts for almost three-fourth of 
the total sizes. This section proposes a scheme to reduce the width of the entry in the 
different file and proposes a dynamic reference table to reduce the size of the different 
file.  

The entries in the different file record the differences between a non-sequential 
address and its previous address. However, most of these differences can be represented 
with 16-bit values. Previous research [19] showed that when the SPEC 2000 [20] 
benchmark programs are used, 75% of these differences can be represented with 12-bit 
values, and 99% of these differences can be represented with 16-bit values. Although 
using a 12-bit value to represent each of the differences can save more size than using a 
16-bit value, 16-bit values can accommodate more differences than 12-bit values. 
Therefore, using 12-bit values requires extra space for the addition of heads than using 
16-bit values. This study uses a 16-bit value to represent each entry in the different file to 
save space, as shown in Fig. 3a. Regarding entries in the different file that cannot be 
represented by a 16-bit value, a 32-bit value is used to represent each of these differences. 
To recognize the values represented by a 16-bit or by a 32-bit value, we added a leading 
value of 000016 to for each 32-bit value. Therefore, when the decompression program 
reads the 000016 value in the different file, it extracts the next 32-bit value as the 
difference. To illustrate this case, another example is shown in Fig. 3b in which the 



length of an entry in the different table is over 16 bits. Although insertion of 000016 
increases the size of the compressed trace file, this situation is rare. According to the 
authors [19], the ratio of the differences in addresses larger than 16 bits is approximately 
1% to the total differences of addresses. Only a few file sizes increase with the insertion 
of 000016 to the compressed trace file. 

The entry in the different file records the difference between a non-sequential 
address and its previous address. Because of the locality of executed programs, most 
differences in the different file are repeated. To reduce the number of repeated entries in 
the different file, the proposed approach uses a dynamic reference table to capture the 
locality. This method uses two extra files to capture the locality in the proposed scheme, 
including the accessed reference file (IARF) and the missing difference file (MDF). The 
IARF contains the indices of the dynamic reference table in which differences appear and 
the MDF contains the differences in which the missing differences occur. 

 

  
(a)                                       (b) 

Fig. 3. Compressing the entries with a 32-bit value to the entries with a 16-bit value 
 

Each entry in the IARF uses several bits to indicate 1) whether the executed address 
recorded in the dynamic reference table is hit at the first bit; and 2) the index of the 
executed address recorded in the dynamic reference table. The MDF records the missing 
difference when a miss occurs in the dynamic reference table. 

Accordingly, the proposed compression scheme uses four files, including the AIF 
(the address-instruction file), which records each address and its corresponding 
instruction, the SAF, the IART, and the MDF. For example, assume four entries are in the 
dynamic reference table, each entry in IART has three bits. 

The proposed compression scheme uses four variables: OPC, PC, DCA, and 
TracePtr, where OPC records the previous address, PC records the current address, DCA 
records the difference of two continuous addresses, and TracePtr points to an entry in the 
trace file. 

OPC and PC are initially set to 0, and TracePtr points to the first record in the trace 
file. 

a. When perusing the static program (image file), the mapping of the 
address-instruction is generated and recorded in AIF. 

b. With the value of TracePtr, the address of the first instruction in the trace file is 
copied into PC. 

c. The difference between OPC and PC are computed and inputted into DCA. 
d. The value of PC is copied into OPC. 
e. According to DCA, the compression program can determine whether the current 

address is sequential. 



1. If the current address is sequential, the value of 0 is filled into the SAF.  
2. If the current address is not sequential, the value of 1 is filled into the 

SAF. In addition, the compression program also scans the dynamic 
reference table to determine whether the value of DCA is in the table. 
i. If the value of DCA is in the dynamic reference table, the 

compression program creates a new entry in the IARF, where the first 
bit of this entry is filled with 1 to indicate “hit”, and the second and 
third bits of this entry are filled with the index of the value of DCA 
placed in the dynamic reference table. 

ii. If the value of DCA is in the dynamic reference table, the 
compression program uses the LRU strategy to select an entry of the 
dynamic reference table to be replaced, and copies the value of DCA 
into the selected entry. In addition, the compression program creates a 
new entry in the MDF to record the value of DCA. If the DCA is 
bigger than 16 bits, the leading value 000016 is placed in front of the 
32-bit difference. Otherwise, a 16-bit difference is recorded in the 
MDF. The compression program also creates a new entry in the IARF. 
The first bit of the new entry is filled with 0 to indicate “miss”, and 
the second and the third bits are filled with the index of the value of 
DCA placed in the dynamic reference table.  

f. Steps b to e are repeated until the compression of the trace file ends. 
 
Fig. 4 shows an example of the compression scheme in which the dynamic table has 

four fields and uses the full associative strategy with LRU. Steps a, b, and c in Fig. 4 
show the miss conditions in the reference table when the compression begins; therefore, 
the first 3 entries in the difference file are filled into the dynamic reference table. In 
addition, the first bit of the first 3 entries in the IARF is filled with 0, whereas the second 
and third bits of the first 3 entries are filled with 00, 01, and 10, respectively. The 
differences corresponding to the missed addresses, 8000, 0014, and FFF8, are filled into 
the MDF. 

When a difference is a hit in the dynamic reference table, the first bit of the entry in 
the IARF is 1, whereas the second and third bits are 10. This indicates the hit entry in the 
dynamic reference table presented at index 10, as shown in Entries d and e in Fig 4. 
When the sixth entry (Entry f) in the different table is compressed, the sixth entry in the 
IARF records the value of 011, because the sixth entry in the difference table is absent 
from the dynamic reference table. In addition, the difference 1E04 is also filled into the 
MDF, as shown in Step f. 

When the compression process reaches Entry g in the different table, it produces a 
miss in the dynamic reference table. The content (8000) in entry 00 in the dynamic 
reference table is replaced with the value FFFC according to the LRU strategy. Therefore, 
the difference FFFC is filled into the MDF, and 000 is filled into the seventh entry in the 
IARF. Finally, Entries h and i are hit in the dynamic reference table; thus, the 8th and 9th 
entries are filled with 100 in the IARF. 
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decompression procedure 
 
In the proposed compression scheme, the number of entries in the dynamic 

reference table affects the hit ratio of the dynamic reference table when compressing the 
difference file. In other words, the number of entries in the dynamic reference table 
increases in conjunction with the hit ratio of the dynamic reference table and the size of 
the IARF, because of the extension of the indices. Conversely, decreasing the file size of 
the IARF reduces the number of entries in the dynamic reference table and the hit ratio in 
the dynamic reference table, which increases the number of entries in the MDF. Thus, a 
tradeoff exists between the file size of the IARF and the number of entries in the MDF. 
Because an entry in the dynamic reference table records the difference of a branch 
instruction address and its previous instruction address, the hit ratio of the dynamic 
reference table is similar to that of a BTB. According to a previous study [21], Sedano et 
al. indicated that when the number of entries in a BTB increases from 16 to 64, its hit rate 
can increase from 65% to 90%. In addition, when the number of entries is 2048, the hit 
rate of the BTB is almost 100%. Therefore, 16 to 64 entries in a BTB can capture the 
major hits in a BTB. The proposed compression scheme uses the entries of 16, 32, and 64 
to compress the difference file. 
 
3.3 The On-the-Fly Decompression Scheme 
 

This section presents an on-the-fly decompression scheme. Fig. 5 shows the details 
and flow chart of this decompression procedure. Initially, the start address (PC) is set to 0, 
including the variable of the difference of two continuous addresses (DCA). 

a. For each entry in the sequential address file (SAF), the decompression program 
can determine whether the current entry is a sequential address or a 
non-sequential address according to its value. 

1. If value 0 is read in the current entry, the current address is sequential. 



Therefore, DCA is set to 4. 
2. If value 1 is read in the current entry, the current address is non-sequential. 

Therefore, the decompression program reads the first bit of an entry in 
IARF to determine whether the current difference is in the dynamic 
reference table.  
i. If the bit read is 1, the decompression program can obtain the 

difference from the dynamic reference table with the index read from 
the second and third bits of the entry in IARF. Therefore, the 
difference value is stored in DCA. 

ii. If the bit is 0, the decompression program obtains the difference from 
the MDF and stores the difference in DCA. The decompression 
program then obtains an index of the dynamic reference table from the 
second and third bits of the entry in the IARF. The entry pointed by 
the index in the dynamic reference table is replaced by the value in 
DCA. 

b. PC is set to the sum of PC and DCA. 
c. With the new PC, the decompression program can obtain the desired 

instructions from AIF. 
d. Steps a to c are repeated until the decompression program reads the end of the 

SAF. 

4. SIMULATION RESULTS 

This section presents the simulation results of the proposed compression scheme 
and decompression scheme, and compares them to PDATS, PDI, LBTC, and SBC for the 
compression ratio, compression time, and decompression time. In the simulation 
environments, the server is equipped with two Intel Xeon 3.4G CPUs with 2MB L2 
cache, 3GB DDR2-400 ECC Registered, and two 73G SCSI HDs with a Raid-0 disk 
array. The OS running on the server is Windows Server 2003. During compression or 
decompression, only one trace file was processed each time to evaluate the compression 
and decompression time. The benchmarks programs include cjpeg, g721decorder, 
g721encoder, pegwit_d, and pegwit_e in the Media Bench suit and qsort, parse, and 
basicmath in the Spec 2000 suit. Table 1 shows the file size of the trace files for these 
benchmarks. The ARM STD 2.5 was used to simulate the ARM CPU and generate trace 
files. The ARM STD 2.5 was used to compile the benchmarks and generate the ARM7 
executed programs. Therefore, the ARM STD 2.5 Debugger was used to generate the 
trace files with the executed programs. 

Figs. 6, 7, and 8 show the simulation results of the compression rates, compression 
time, and decompression time for the proposed method, respectively, with different sizes 
in dynamic reference tables. The simulation results in Fig. 6, the compression rates with 
16 to 64 entries in the dynamic reference table improved by 1% to 2% compressed with 
other numbers of entries in the dynamic reference table. With the proposed scheme, 
although the number of entries in the dynamic reference table affects the compression 
rates, it affects a small percentage of the compression ratios. The compression rates are 



between 2% to 6% with 4 to 512 entries in the dynamic reference table. 
 

Table 1 Size of benchmark 
Benchmark Size 
cjpeg 459M bytes
g721decoder 78M bytes
g721encoder 98M bytes
pegwit_d 747M bytes
pegwit_e 1.3G bytes
qsort 13G bytes
parse 17G bytes
FFT 48.5G bytes
FFT_Inv 47.7G bytes
basicmath 113G bytes
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Fig. 6. The compression rates with 4 to 512 

entries in the dynamic reference table 

 
Figs. 7 and 8 show the compression and decompression time for the proposed 

scheme, respectively. When compressing the trace files, the number of entries in the 
dynamic reference table increases in conjunction with the compression time because the 
time in referring to the dynamic reference table rises as shown in Fig. 7. 
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Fig. 7. The compression time with 4 to 512 
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When decompressing the compressed trace files, the number of entries in the 

dynamic reference table increases with a decrease in the decompression time. This is 
primarily because the hits to the dynamic reference table are recorded during the 
compression process, and increasing the number of entries in the dynamic reference does 
not require more decompression time. Conversely, when the number of entries in the 
dynamic reference table increases, the decompression time can be reduced efficiently 
because of the rising hit ratio. Although the number of entries in the dynamic reference 
table affects the compression and decompression time, the difference generated by 
various numbers of entries in the dynamic reference table is only 47 seconds to 66 
seconds. 

The following section provides a comparison of the proposed method with PDATS, 
PDI, LBTC, and SBC for the compression rates, compression time, and decompression 
time, where the number of entries in the dynamic reference table for the proposed 
method is 16, 32, and 64, respectively. Fig. 9 shows the compression rates of these 
methods. The proposed method achieves 2.95% to 3.14% compression rates for 16, 32, 
and 64 entries in the dynamic reference table. In addition, it achieves a superior 
compression rate to that of PDATS, PDI, and LBTC. This is because PDATS requires an 
extra head for each defined frame and compresses only addresses without instruction data. 



Therefore, the PDATS compression rate is inferior to that of the proposed method, but 
superior to that of others. Although PDI and LBTC use various methods to reduce 
address space and instruction size, each record also requires an extra head to indicate the 
length of the compressed record because of varied lengths in compression. Consequently, 
PDI and LBTC show lower compression rates than the other methods. To compress the 
codes, SBC uses indices to indicate the appeared code segments. However, if the number 
of different code segments increases, the SBC compression rate decreases. Therefore, 
SBC shows almost the same compression rate as PDATS, and is superior to PDI and 
LBTC. A compression method with a high compression rate to store huge trace files is 
necessary. For example, the trace file of “basicmath” is 113 GB. From our simulation 
results, after compressing this trace file, the compressed file size with our proposed 
method is 3.93 GB. However, with other compression methods, including PDATS, PDI, 
LBTC, and SBC, the compressed file sizes are 6.42 GB, 38.2 GB, 31.9 GB, and 6.54 GB, 
respectively. 
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 Fig. 9. The compression ratios of the proposed 
method, PDATS, PDI, LBTC, and SBC Fig. 10. The compression time of the proposed 

method, PDATS, PDI, LBTC and SBC 
 
Fig. 10 shows the compression time of the proposed method, PDATS, PDI, LBTC, 

and SBC. Because PDATS compresses only addresses without compressing the 
instructions, PDATS shows shorter compression time. Because both addresses and 
instructions are compressed, the proposed method shows a slightly longer compression 
time than PDATS, but a shorter compression time than PDI, LBTC, and SBC. Because 
PDI looks at each trace file twice to complete compression and LBTC requires time to 
compute the index of each record, PDI and LBTC require more time than the proposed 
method. SBC requires a considerable amount of time to compare code segments and find 
different code segments.  
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Fig. 12. The time required to decompress the 
compressed trace files loaded in the memory 

Fig. 11. The time required to load compressed 
trace files into memory 



Figs. 11 and 12 show the decompression time of the proposed method, PDATS, PDI, 
LBTC, and SBC. Fig. 11 shows the loading time of the compressed trace files to the 
memory, and Fig. 12 shows the time required to decompress the compressed trace files 
that have been loaded in the memory. In Fig. 11, PDATS shows a shorter time to load the 
compressed trace files into memory, because PDATS compresses only the address part of 
the trace files. Therefore, the compressed trace files with PDATS are smaller in size than 
the compressed trace files with other methods. As shown in Fig. 11, the proposed method 
offers a shorter loading time to load the compressed trace file into memory than PDI, 
LBTC, and SBC, because the proposed method has the best compression rate. 

Fig. 12 shows the decompression time of the compressed trace file being accessed 
from the memory. This figure shows that PDATS requires less decompression time than 
the others. This is because PDATS considers only the address part of the trace files. PDI, 
LBTC, and SBC require time to analyze the head of each compressed unit; therefore, 
more time is required than the proposed method. Rather than using various length 
compressions with the head addition, the proposed method uses the fixed length 
compression and fewer operations for decompression to achieve a faster decompression 
time than PDI, LBTC, and SBC. 

5. CONCLUSION 

This study proposes a novel compression method with high compression ratios of 
trace files and on-the-fly decompression. In the proposed compression method, an 
address-instruction file of the relationship between addresses and instructions reduces the 
size of trace files effectively. The difference between two continuous addresses is 
recorded rather than the entire address to further reduce the address size in the trace files. 
This study proposes a dynamic reference table to reduce storage space efficiently, and 
provides an analysis of the effects of the number of entries in the dynamic reference table 
on the compression rates. The simulations in this study compare the proposed 
compression method with PDATS, PDI, LBTC, and SBC. Simulation results show that 
the proposed compression method achieves a compression rate that is 3.14%, which is 
better than others. In addition, the sizes of the compressed trace files with our proposed 
method are 58%, 8%, 11%, and 57% sizes, compared with PDATS, PDI, LBTC, and 
SBC, respectively. For the compression and decompression time, compared to PDI, 
LBTC, and SBC, which consider both addresses and instructions, the proposed method 
shows superior results. However, because PDATS compresses addresses only, the data 
amount that is processed in our proposed method is twice the data amount compressed in 
PDATS. However, our proposed method shows more compressed and decompressed time 
than PDATS by 8% and 2%.Therefore, by reducing instruction space in the trace files, 
the fixed-length compression avoid adding heads and with the locality of the trace files, 
the proposed compression method can compress the trace files and conserve storage 
space efficiently. 
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