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In a peer-to-peer (P2P) network, broadcast is a fundamental service for many opera-

tions. However, it is not trivial for an activated peer, who has received a broadcast mes-

sage, to find a non-activated peer in P2P networks. In past years, it had proposed to ex-

plicitly build a spanning tree so that each peer can forward the broadcast message to its 

children along the edges on the tree, and aggregate useful information in the reverse di-

rection. In this paper, we further schedule the message forwardings in the tree so that the 

total time to complete the broadcast is reduced. We assume that, in a cooperative envi-

ronment, an activated peer can send a broadcast message to a non-activated descendent 

peer in one round. We present an optimal algorithm and its two simplified variants to 

compute a minimum round schedule on the tree. Simulation results show that the re-

quired time to complete a broadcast is significantly reduced in terms of both round num-

bers and hop counts. In addition, the load of peers is more balanced. 
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1. INTRODUCTION 
 

Peer-to-peer (P2P) networks have been widely used in areas such as file storage and 

sharing systems [1, 2], multimedia streaming [3, 4], and P2P-based Grid or Cloud com-

puting environments [5, 6]. In P2P networks, broadcast is a fundamental service to notify 

all peers of an event, perform arbitrary or semi-structured queries [7], and maintain ag-

gregated information. Broadcast disseminates a message to all peers; in the reverse direc-

tion, it can aggregate the responses from peers. However, in a P2P network, it is not tri-

vial for an activated peer, who has received a broadcast message, to find non-activated 

peers, who have not yet received the message. 

Instead of blindly sending broadcast messages to all neighbors, different approaches 

were proposed to disseminate the messages along a spanning tree on a structured DHT 

(Distributed Hash Table)-based P2P network [8-11]. Using divide-and-conquer approach, 

it had been presented in [12-14] how a peer broadcasts a message to all peers within a 

continuous namespace. When a peer receives a broadcast message with a range of the 

namespace, it divides the range as sub-ranges. For each sub-range, it sends the message 

to one neighbor within the sub-range. Recursively, the originator and intermediate peers 
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implicitly construct a spanning tree by selecting proper routing entries in their local 

routing tables. Thus, this approach saves the maintenance cost of the spanning tree by 

using the underlying DHT routing table. Since the tree is constructed in a top-down fa-

shion for one-time use, it does not well support information aggregation. For mass data 

dissemination, which takes a much longer time, mesh-based approaches are good to han-

dle with frequent join, departure, or failure of peers [15, 16]. To speed up the broadcast, a 

peer usually has to advertise which messages it has received as soon as possible, so that 

its neighbors can make requests earlier. However, the control overhead increases heavily. 

Self-organized P2P networking makes grid or cloud computing more flexible to re-

flect the dynamic need of services. In P2P-based Grid or Cloud computing, it is usually 

required to maintain valuable global information of the network, such as the total and 

free storage capacities, computing power, network bandwidth, and so on. When server 

peers are located in a same data center, an originator can use high-speed interconnection 

networks to broadcast query messages to all server peers. However, the originator may 

suffer from a large number of responses from all other peers. Tree-based approaches are 

good for information aggregation. They can achieve a fast dissemination, but are very 

fragile in the presence of peer or link faults. Churn-resilient protocols had been proposed 

to implement reliable tree-based broadcast. In [17], hybrid broadcast algorithms, includ-

ing probabilistic scoped flooding, had been presented. Epidemic broadcast [18] combines 

tree-based broadcast with gossip protocols. However, high overhead due to periodic gos-

sip is concerned. In [19, 20], it had been proposed to maintain the spanning tree explicitly 

in a bottom-up fashion to compute aggregated information of the network. Based on a 

system-wide parent function, a particular peer is chosen as the root of the spanning tree. 

Each of the other peers locates and attaches onto another peer in the network as its parent 

in the tree. As a result, all peers together build a spanning tree for information aggrega-

tion. In the first phase, the root of the tree broadcasts a message to all peers along the 

edge of the tree. In the second phase, every peer aggregates the replies from its all child-

ren and replies to its parent in the reverse redirection. This approach decouples broadcast 

from the underlying DHT overlays. It is flexible to support application-level scoped 

broadcast and functions such as access control. Different applications can build different 

spanning trees based on their requirements. In addition, they can prevent from single 

point of failure by building multiple trees as different channels [21]. In cases such as for 

load balance, a peer may detach from its original parent and attach onto another peer as 

its new parent. In this paper, such action is referred to as a redirection. In P2P networks, 

redirection is a useful mechanism. For example, Higham and Liang had presented a 

self-stabilizing algorithm to construct a minimal spanning tree [22]. Adaptively, the al-

gorithm adds an additional link to an existing spanning tree to form a foundation cycle, 

and then removes the heaviest link from the foundation cycle to reconstruct a lighter 

spanning tree. 

When N peers are randomly distributed in the network, the heights of the spanning 

trees constructed by these approaches are expectedly O(logN), where N is the size of 

the network. The broadcast message reaches any peer within at most O(logN) hops. We 

study broadcast on DHT-based P2P networks in finer time granularity. In one round, an 

activated peer can send the broadcast message to a non-activated peer. In a P2P-based 

Cloud or Grid computing environment where server peers are located in a data center, 

sequential forwarding is practicable since the propagation delay of a small query message 



OPTIMAL SCHEDULE ON MESSAGE BROADCAST TREE IN STRUCTURED P2P NETWORKS 

 

3 

 

between any two peers is short. 

Given a spanning tree, we investigate the schedules of message forwardings of 

non-leaf peers. For the spanning tree shown in Fig. 1(a) whose height is 5, a schedule 

shown in Fig. 1(b) indicates that the originator, peer A, sends the broadcast message to 

peer B. At the 2nd round, peers A and B send the message to peers E and C respectively. 

Finally, at the 5
th
 round, all peers will receive the message. The schedule takes 5 rounds 

to broadcast the message to all peers. For the same spanning tree, another schedule 

shown in Fig. 1(c) takes 8 rounds. In these two schedules, all peers will receive the 

broadcast message within at most 4 hops. However, the total time required for the first 

schedule is shorter than the second one. Notably, the time can be furthermore reduced. 

As shown in Fig. 1(d), peers D, I, and J can be redirected to attach onto peers A, A, and 

B. The schedule takes 4 rounds. We note that the redirection forms a new spanning tree 

for broadcast. In fact, the schedule on the new spanning tree is optimal since every acti-

vated peer sends the message to a non-activated one in every round. If one can find 

enough redirections and arrange every activated peer to forward the message to a 

non-activated peer in every round, the number of activated peers doubles every round. 

Thus, any broadcast schedule takes at least log2N rounds. However, even in a spanning 

tree, it is not trivial for an activate peer to find a non-activated peer. We note that for 

semi-structured or arbitrary queries, such as who has a free space more than a size, the 

peer who has the answer may directly reply to the query initiator. For information aggre-

gation, such as total free storage of the network, each peer has to wait the replies from its 

all children and then reports to its parent. In the reverse direction, since each peer sends 

messages only to its parent, there is no need to furthermore schedule the reverse for-

warding. 

In this paper, a bottom-up approach is proposed where a non-activated peer finds an 

activated peer along the path from its parent to the root in the original spanning tree and 

then makes a redirection. The spanning tree is constructed as described in [19]. Notably, 

the height of the spanning tree is expectedly O(logN), which bounds the search space. 

We present an optimal algorithm, denoted as OPBS (Optimal P2P Message Broadcast 

Scheduler), to compute an optimal broadcast schedule that completes a broadcast in 

minimum rounds. Then, its two simplified variant PBS1 and PBS2 are presented. Simu-

lation results show that when there are enough peers in the network, the round numbers 

of the resultant broadcast schedules computed by these algorithms are close to the lower 

bound log2N. The remainders of this paper are organized as follows. In Section 2, we 

formally define the problem. Then, we describe our OPBS algorithm and its simplifica-

tions in Section 3. In Section 4, we present the simulation results. Finally, we conclude 

the paper and show intended future work in Section 5. 
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Fig. 1. A broadcast spanning tree and its possible schedules. 
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2. MINIMUM ROUND COVERAGE SCHEDULE 
 

In this section, we first describe how we build a broadcast spanning tree in a 

DHT-based P2P network. We then formally define the problem. 

 

2.1 Spanning tree construction 

 

Similarly to [19], we build a spanning tree in a bottom-up fashion. We assume that 

there is an efficient Chord-like DHT [11] with a circular and continuous identifier space. 

We note that this assumption requires a total order relation on identifiers, which is also 

true in most DHTs. Thus, they can be mapped into this form. A peer x in the DHT is 

identified by an unique identifier x in the space and owns a partial identifier space 

[x, w), where w is the immediate successor of x in the DHT. The parent function Ps(x) 

is defined as Eq.(1), where α is a constant identifier, β is a constant divisor larger than 

1, and 2s is the size of the identifier space. We note that the function is modular arith-

metic modulo 2s. α and β are related with the root and height of the broadcast span-

ning tree respectively. We also define the power function of Eq.(1) as Eq.(2). 

 

Ps(x)=


x-(x-α)/β , for α+2s-1≥x>α

x+(α-x)/β , otherwise,
 (1) 

Ps
i(x)=



Ps(x) , i=1

Ps(Ps
i-1(x)) , i>1.

 (2) 

 

It is easy to verify that Ps
i(x) is closer to α than Ps

i-1(x), and Ps
∞(x)=α. For a peer 

x in the identifier space, there are two cases. 1) If x owns Ps(x), Ps
2(x), …, Ps

∞(x)=α, 

as shown in Fig. 2(a), x is chosen automatically as the root of the spanning tree. 2) Oth-

erwise, there is some i such that x owns Ps(x), Ps
2(x), …, Ps

i-1(x), but not Ps
i(x), …, 

x



Ps(x)

w

(a)

x'

y'



Ps(x')
z'

w'

(b)

x

y



Ps
i-1(x)Ps

i(x)
z

w

 
Fig. 2. Peer x, who owns an identifier space [x, w), locates its parent by a parent function 

Ps(x). In (a), Ps(x), Ps
2(x), …, Ps

∞(x)=α are in [x, w). In this case, x becomes the 
root of the spanning tree. In (b), Ps(x), Ps

2(x), …, Ps
i-1(x) are in [x, w). However, 

Ps
i(x) is in the identifier space owned by y. In this case, y is the parent of x in the 

spanning tree. x locates y by a generic lookup of Ps
i(x) provided by the DHT. 

The scenario of x' is similar to x. 
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Ps
∞(x)=α, as shown in Fig. 2(b). In the latter case, the parent of x is defined as the peer 

who owns Ps
i
(x). In practice, if x owns α, x is the root; otherwise, x computes Ps(x), 

Ps
2(x), …, Ps

i(x) iteratively. When some i is found such that x does not own Ps
i(x), x 

locates its parent by using the generic peer lookup procedure provided by the DHT for 

the peer who owns Ps
i(x). We assume that peer y owns Ps

i(x). x attaches onto y. y 

becomes the parent of x. It is easily verified that there is exactly one peer as the root and 

all other peers have a parent. Since the parent function is directional, there is no cycle. 

Hence, all peers together build a spanning tree. 

When a peer joins, it locates and attaches onto its parent as described above. In ad-

dition, it may become the parent of some other peers. When a peer leaves, each of its 

children relocates and attaches onto a new parent. A peer should examine the status of its 

parent periodically. In [19], more scenarios about the maintenance of the broadcast span-

ning tree had been discussed. 

 

2.2 Broadcast schedule 

 

Given a tree T=(V, E), where V={1, 2, 3, …,|V|} is the set of peers, peer 1 is the 

root that initiates a broadcast message, and E is the set of edges on the tree, the problem 

is to find a broadcast schedule that will fast deliver the message to all other peers. P(i) 

denotes the set of ancestor peers of peer i. We assume there is an arrival array A that 

records the arrival time of the broadcast message at each peer, i.e., A[i] records the 

round at which peer i receives the message. In addition, At[i] denotes the instant value 

of A[i] at the t-th round. Initially, A0[1]=0 and A0[i]=-1 for iV-{1}. 

 

Definition: Feasible Forwarding 

A forwarding (t, uv) is feasible if, and only if, At[u]<t, uP(v), and At[v]=-1. 

 

This means a forwarding (t, uv) is feasible if, and only if, 1) the peer u has re-

ceived the broadcast message before round t, 2) the peer v is a descendant of u, and 3) 

v has not yet received the message. The condition, uP(v), limits the occurrence of re-

directions between ancestors and descendants, and thus limits the search space of redi-

rections. After a feasible forwarding (t, uv) is executed, At+1[v]=t. At the next round, 

i.e., round t+1, v starts to forward messages to its descendant peers. 

A broadcast schedule S is a set of forwardings. Round(S)=MAX({t|(t, uv)S}) 

denotes the number of rounds that a schedule S takes. If a peer u receives broadcast 

messages at round t, AS
0[u]=…=AS

t[u]=-1, and then AS
t+1[u]=...=AS

Round(S)[u]=t. 

 

Definition: Feasible Schedule 

A schedule S={(1, 1x), (2, 1y), (2, xz),…} is feasible if, and only if,  

1) for each forwarding (t, uv) in S, (t, uv) is feasible and will be executed at 

round t, and  

2) for each peer u at round t, at most one (t, uv) in S. 

 

Definition: Coverage Schedule 

A schedule S covers a tree T if, and only if,  

1) S is feasible, and  
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2) for any peer v other than the root, there is at least one forwarding (t, uv) in 

S, where u is the upstream peer of v. 

 

Definition: Minimum Round Coverage Schedule (MRCS) 

A schedule S* is called a MRCS for a tree T if, and only if, 

1) S* covers T, and  

2) for any other schedule S that also covers T, Round(S*)Round(S). 

 

2.3 Problem Definition 

 

We now formally define the problem: given a spanning tree T, which is constructed 

as described in Section 2.1 in a Chord-like DHT, we want to find a MRCS for T. 

 

Let St denote the set of forwarding executed at the t-th round in a schedule S. As a 

result, we can decompose S into disjoint sets S
1
, S

2
, …, and S

Round(S)
 such that S=S

1

S2…SRound(S) and SiSj= if ij. Let D(St) denote the set of peers that receive 

the message at round t, i.e., D(St)={v|(t, uv)St}. If S covers a tree T=(V, E), V

={1}D(S1)D(S2)…D(SRound(S)). For example, if S is the schedule shown in Fig. 

1(d), S2={(2, AC), (2, BE)}, D(S2)={C, E}, and Round(S)=4. 

We note that a MRCS presents another spanning tree of the network. Due to the fact 

that different peers can send broadcast messages at the same time, a MRCS is probably 

different from a minimal spanning tree [22] for a P2P network. 

 

3. OPTIMAL BROADCAST SCHEDULE ALGORITHMS 
 

In this section, we first show Lemma 1 to inspire the design of our OPBS algorithm. 

Then, we present how OPBS rearranges a broadcast schedule for a given spanning tree. 

 

3.1 Onion-like MRCS 

 

We note that in a broadcast schedule, a peer may receive broadcast messages earlier 

than some of its ancestors. The following lemma says that there always exists at least one 

MRCS in which an ancestor never receives the broadcast message later than its descen-

dants. 

 

Lemma 1: Given a spanning tree T, there exists a MRCS S for T such that for 

any two peers u and v in T, if uP(v), AS[u] AS[v]. 

Proof: 

Let O be a MRCS for T, in which there are two peers v and uP(v) receiving 

message broadcasts from y and x, respectively, at round j=AO[v] and i=AO[u], 

j<i≤R=Round(O). After receiving a message, u starts forwarding the message to 

peers ui+1,…, uR at rounds i+1,…, R. Similarly, v starts forwarding the message 

to peers vj+1,…, vi, vi+1,…, vR at rounds j+1,…, i, i+1, …, R, respectively.  

 

OQ={(i, xu), (i+1, uui+1),…, (R, uuR)} 

  {(j, yv), (j+1, vvj+1),…, (i, vvi), (i+1, vvi+1),…, (R, vvR)}. 
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We first assume yP(u). We redirect x and y to forward the broadcast message 

to v and u at round i and j respectively, and make some additional redirection 

so that vj+1,…, vi receive the message from u rather than v, as shown in Fig. 3. 

We consider the following schedule. 

 

S'=O-Q+ 

  {(j, yu), (j+1, uvj+1),…, (i, uvi), (i+1, uui+1),…, (R, uuR)} 

  {(i, xv), (i+1, vvi+1),…, (R, vvR)}. 

 

It is easy to verify that S' is feasible, S' covers T, and Round(S')=R. Thus, S' is 

a MRCS for T. In addition, AS'[u]=j<i=AS'[v]. If the assumption yP(u) is false, 

we have either 1) u  and y  are the same peer or 2) uP(y)  and thus 

AO[u]>AO[v]>AO[y]. We can apply similar redirections in both cases. By a series of 

redirections, we can finally find a MRCS satisfying Lemma 1.■ 

 

Such a MRCS is like an onion, in which the peers in D(Sk+1) are descendants of 

those in {1}D(S1)D(S2)…D(Sk). This property well supports our bottom-up ap-

proach. Instead of searching suitable peers in the first round, then those in the second 

round, and so on, we can first try to find the peers in the last round, which are in the 

lowest levels. We arrange the peers in lower levels to find their upstream peers before 

those in higher levels. Then, we remove the peers who have found their upstream peers. 

Thus, the original spanning tree is trimmed and we repeat the process again. The process 

is similar to stripping an onion. It terminates until all peers have found their upstream 

peers. 

 

3.2 OPBS algorithm 

 

Fig. 4 shows the pseudo-code of our OPBS algorithm that computes a R*-round 

schedule S* for a tree T in a reverse order. 

OPBS first computes S*R*, then S*R*-1, S*R*-2,…, S*2, and finally S*1. We denote 

k as the reverse round number. S is a dual set of S*. For any (k, uv) in Sk, there is a 

(R*-k+1, uv) in S*R*-k+1, and vice versa. We note that S is not feasible, but only for 

computation. In an iteration of the outer loop (as lines 4~32), OPBS tries to schedule 

forwardings of nodes in one round. In the first iteration, OPBS computes S1, and in the k

j
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i
y

i+2

R

j+1
j+2

i
i+1

i+2 R

…… ……

x

u

v ……

ui+1 ui+2 uR

vi+1 vi+2 vRvivj+1 vj+2

j

i+1

i

y

i+2

R

j+1 j+2
i

i+1
i+2 R

…… ……

x

u

v ……

ui+1 ui+2 uR
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Fig. 3. We can redirect x and y to forward the broadcast message to v and u at round i 

and j respectively and make additional redirections. 
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-th iteration, it adjusts Sk-1 and computes Sk simultaneously. In each round, OPBS first 

executes the inner loop (as lines 7~28). It arranges an operation for each node in the 

queue Q in a bottom-up fashion and changes the colors of the relevant peers to indicate 

the change of their statuses. After the inner loop, OPBS changes the colors of peers for 

the next round. The color of a peer in the k-th iteration indicates its status. 

 

1) A purple peer in D(S1)D(S2)…D(Sk-2); which is removed from the queue 

Q in previous iterations. 

2) A red peer in D(Sk-1); which are determined in the previous iteration, i.e., the 

(k-1)-th round, and are possibly redirected again in this round. 

3) A green peer in D(Sk); which is redirected to receive the broadcast message 

from a black peer, determined in this iteration. 

4) A black peer; which is redirected to send a broadcast message to a green peer, 

determined in this iteration. 

5) A white peer, which has not yet decided the operation at this iteration. 

 

When OPBS executes an iteration of the inner loop for a node v in the queue Q, 

there are three cases. 

1. Let S=, S*=, color all nodes to white 

2. Sort all nodes, except the root, into a queue Q according to their depths in descendant order 

3. Let k=0 

4. While Q is not empty 

5.  // Start a new round 

6.  k=k+1 

7.  For each node v in the queue Q 

8.   // purple nodes have been removed from Q 

9.   // green nodes are colored in this round, in front of v 

10.   If v is black, continue // skip to the next node in Q 

11.   If v is white 

12.    For each ancestor node u of v in upward order 

13.     If u is black, continue // skip, find another upward 

14.     If u is white 

15.      // Case I: Adjust Sk
, as shown in Fig. 5(a)~(c) 

16.      Insert (k, uv) into S 

17.      Color u to black, v to green 

18.     If u is red 

19.      // Case II: Adjust S
k
, as shown in Fig. 6 

20.      Remove (k-1, xu) and (k-1, vw) from S 

21.      Insert (k-1, xv) and (k-1, uw) into S 

22.      Color u to white, v to red 

23.   If v is red 

24.    // Case III: Adjust Sk-1
, as shown in Fig. 7 

25.    Pick any green descendant node a of v 

26.    Remove (k-1, uv), (k-1, ab) and (k, za) from S 

27.    Insert (k-1, ua), (k-1, vb) and (k, vz) into S 

28.    Color a to red, v to black, z to green 

29.  // color nodes for next iteration, as shown in Fig. 5(c)~(d) 

30.  Color all red nodes to purple and remove them from Q 

31.  Color all green nodes to red 

32.  Color all black nodes to white 

33. For all (t, uv) in S, insert (k-t+1, uv) into S* 

34. Round(S*)=R*=k 

Fig. 4. The pseudo-code of our OPBS algorithm. 
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Case I: When OPBS finds a white ancestor u for a white node v, it arranges u to 

forward broadcast messages to v. As shown in Fig. 5(a)~(c), OPBS inserts (k, uv) 

into Sk (as lines 14~17). 

Case II: When OPBS finds a red ancestor u for a white node v, i.e., when the pre-

viously iteration of the inner loop ended, u was green, and v was black, there would 

exist two forwardings (k-1, xu) and (k-1, vw) in Sk-1 for certain peers x and w, 

as shown in Fig. 6. OPBS adjusts Sk-1 by replacing the two forwardings with (k-1, xv) 

and (k-1, uw) (as lines 18~22). 

Case III: In cases that v is red, there must be a white ancestor u who was redi-

rected to forward messages to v determined in the previous round. There must be a for-

warding (k-1, uv) in Sk-1. If v is not a leaf, in the subtree rooted by v, there must be 

a forwarding (k, za) determined in this round. a was a white peer initially in this 

round. This means that a was a black peer when it was determined to forward broadcast 

messages to a certain peer b in the previous round, and was colored to white when the 

previous round ended. I.e., (k-1, ab) in Sk-1. As shown in Fig. 7, OPBS adjusts Sk-1 

by replacing (k-1, uv) and (k-1, ab) with (k-1, ua) and (k-1, vb), and then 

v

u

(a)

1

v

u

(b)

1

1

1

1

1 1 1

(d)

1 2

3 4 5 6

7

(c)

x

x

x

x

white

black

green

red

 
Fig. 5. (a)~(c) Case I: OPBS arranges a forwarding for a white-ancestor white-descendant 

pair (u, v) for peers from lower to upper levels. The execution order of redirections 
is shown in the labels on the green edges. (c)~(d) OPBS changes the colors of all 
peers for the next iteration of the outer loop. The reverse round number is shown 
in the labels of the red edges. 
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Fig. 6. Case II: OPBS adjusts two forwardings for a red-ancestor white-descendant pair 

(u, v). 
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Fig. 7. Case III: When v is red, OPBS adjusts two forwardings for a white-ancestor 

red-descendant pair (u, v). 
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inserts (k, vz) into Sk (as lines 23~28). 

 

The adjustment of Case II and III follows Lemma 1. Hence, peers in the upper le-

vels will receive the broadcast message earlier than those in the lower levels. When the 

inner loop ends, the colors of all peers are changed (as lines 21~24) for the next round, as 

shown in Fig. 5(c)~(d). Red peers are re-colored to purple and removed from the queue. 

Their forwarding schedules are determined. Green peers are re-colored to red, which are 

possibly redirected again in the next round. Black peers are re-colored to white; hence, 

they are available in the next round.  

The broadcast schedule generated by OPBS is a MRCS for the original spanning 

tree. Fig. 8 shows how OPBS finds a MRCS for the spanning tree shown in Fig. 1(a). 

Conceptually, OPBS is not directly related to any specific kind of P2P networks. 

However, OPBS leverages the functions provided by the underlying DHT, such as peer 

lookup and message routing. 

 

3.3 Optimility of OPBS 

 

We assume R is the minimal number of rounds required for broadcast on the tree T. 

In other words, given any MRCS O for T, Round(O)=R. 

 

Lemma 2: At the end of the first iteration of the outer loop, for each (1, uv) in 

S1, there is a MRCS O such that  

 (1) (R, uv)O,  

 (2) or (1, xw)S1, such that (R, xv)O and (R, wu)O.  

Without loss of generality, we assume wP(u). 
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Fig. 8. This figure shows how OPBS finds a MRCS for the spanning tree shown in Fig. 

1(a). In Round 2(a), Case II occurs. OPBS adjusts two redirections arranged in 
previous round. In Round 2(d), OPBS changes the colors of all peers, and then 
removes purple peers. When the only white peer is the root, OPBS ends. 
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In (2), (1, xw) and (1, uv) form a pair of argued forwardings. They will be 

adjusted in the next round. 

 

Lemma 3: At the end of the 2nd iteration of the outer loop, for each (1, uv) in 

S1, there is a MRCS O such that  

  (R, uv)O. 

 

In other words, all argued forwardings found in the first iteration of the outer loop 

are properly adjusted. As a result, S*R=OR. All peers in D(S1) are colored to purple and 

removed. 

 

Lemma 4: At the end of the k-th iteration of the outer loop, for S=S1S2…Sk, 

there is a MRCS O such that  

 (a) (t, uv)S
1
S

2
…S

k-1
, (R-t+1, uv)O 

 (b) (k, uv)Sk,  

  (b1) (R-k+1, uv)O,  

  (b2) or (k, xw)Sk, such that (R-k+1, xv)O and (R-k+1, wu)O.  

Without loss of generality, we assume wP(u). 

 

Lemma 4(a) shows that S*i=Oi for R-k+2≤i≤R. In (b2), (k, xw) and (k, uv) 

again form a pair of argued forwardings. They will be adjusted in the (k+1)-th round. 

 

In this paper, we skip the proof of these lemmas, which can be found in [23]. 

 

Theorem 1: The resultant schedule S* of OPBS is a MRCS for the tree T. 

Proof: 

We consider the case when k=R in Lemma 4. Since this is the last round, there is 

just one forwarding in SR. It must be (R, 1v) for some v. The possibility of (b2) 

of Lemma 4 is eliminated. Thus, S*1={(1, 1v)} is O1. S*=S*1S*2…S*R 

and O=O1O2…OR are the same MRCS. ■ 

 

3.4 PBS1 and PBS2 

 

Lemma 1 reveals that there exists at least a MRCS like an onion, which inspires the 

design of OPBS. However, OPBS is centralized and non-adaptive. Thus, OPBS is more 

suitable in stable P2P environments, such as P2P Grid or Cloud in a same data center, in 

which peers join and leave infrequently. To explore non-onion-like schedules, two sim-

plified variants of OPBS are devised. PBS1 does not handle case III. PBS2 furthermore 

does not handle case II. PBS2 does not adjust any forwardings that has been scheduled. 

Table 1. Functionality of OPBS, PBS1, and PBS2 

 OPBS PBS1 PBS2 

Case I V V V 

Case II V V  

Case III V   
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Table 1 shows the variation of these algorithms. The experiment results show that PBS1 

and PBS2 have almost the same performance as OPBS. 

 

Complexity Analysis: 

Here we analyze the complexity of PBS2 due to its simplicity and comparable per-

formance with OPBS. The main component of PBS2 is the search of an upstream peer 

for each peer in the inner loop. PBS2 does not handle case II and III. When a peer finds a 

suitable upstream peer and makes a redirection, it will be removed from the processing 

queue. As well, the upstream will be colored to black and does not engage in this round. 

Thus, each peer invokes one search in PBS2. The search space of a peer is limited in the 

path from its parent to the root, whose length is O(log N). Hence, the total complexity of 

PBS2 is O(N*log N). 

 

4. EXPERIMENTAL RESULTS 
 

In this section, we evaluate the effectiveness of OPBS, and compare the perfor-

mance of OPBS and its two variants, PBS1 and PBS2. As described above, we construct 

a spanning tree in a bottom-up fashion. Whenever a peer joins or leaves, the spanning 

tree is adjusted and thereafter OPBS, PBS1, and PBS2 are triggered to rearrange a new 

broadcast schedule. We are interested to see the height of the original spanning tree and 

the round number of the resultant broadcast schedule. Our experiment is divided into 

discrete time periods. Peer identifiers are randomly distributed over an identifier space of 

the size 224. α in Eq.(1) is randomly chosen when the experiment begins. We set β=2, 

3, …, 8 to evaluate the algorithm for trees with different heights and degrees. Peers join 

and leave the network according to Poisson distributions with parameters λj and λl re-

spectively. There are two phases. Initially, we set λj be twice of λl from time 0 to 

12,000. In this phase, the number of peers increases with time. After there are more than 

10,000 peers in the network, we set λj and λl alternately larger than each other and the 

number of peers oscillates between 8,000 and 12,000. 

Similar to [19], we construct an original spanning tree. We notice that the parent 

functions have an impact on the original spanning tree. As shown in Fig. 9, the height of 

the original spanning tree is O(log N). As β increases, the height of the tree gets higher 

and peers have fewer children. Since OPBS, PBS1, and PBS2 search for a redirection for 

 
Fig. 10. The distribution of peers ac-

cording to their average num-
bers of children w/o redirection. 

 
Fig. 9. The height of the original span-

ning tree constructed as in [19] 
w/o redirection. 
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each peer among its ancestors, when a larger β is used, the search space is enlarged. The 

cost of each search thus increases. We also notice that the load of peers is unbalanced. As 

shown in Fig. 10 and Table 2, the average number of children to which a peer has to 

forward broadcast messages is small. However, the maximum number is several larger 

than the average number. Given a tree in which the average degree of a peer is d, with-

out scheduling a peer at the h-th level may expectedly receive broadcast messages at the 

d*(h-1)-th round, which is typically several larger than the lower bound log2N. When 

there are 8,000~12,000 peers in the network, this value of a leaf peer at the lowest level 

is possibly between 3.5*13~2.5*61, or simply 46~153, dependent on β. However, the 

required round number to complete a broadcast is much larger, as shown in Fig. 11, 

which depicts the required round number when each peer forwards message in a random 

order in the aggregation tree constructed as described in [19] without scheduling. 

Fig. 12 shows the required round number to complete a broadcast by using the di-

vide-and-conquer approach described in [12]. The numbers are comparable with those of 

β=2 in Fig. 11; however, this approach does not well support information aggregation. 

In the first experiment, we evaluate the effectiveness of OPBS. We calculate the 

round number of the resultant broadcast schedules as well as the maximum and average 

number of forwardings of a peer. As shown in Fig. 13, the round number of the resultant 

broadcast schedule is reduced. When β is small, the original spanning tree is small. 

Since OPBS searches for a redirection for a non-activated peer only among its ancestors, 

few redirections are found. The reduction of the round number is not significant. For 

example, when β=2 and there are 8,000~12,000 peers in the network, the round number 

is probably 23~32. This is also true when there are few peers in the network. As β in-

creases, the tree is taller and thus OPBS can find more redirections. Consequently, the 

round number decreases. When β is larger than or equals to 4, OPBS can find a lot of 

redirections. Comparing Fig. 13 to Fig. 11 and 12, the total round number is reduced sig-

nificantly. The curves for β=4~8 in Fig. 13 are closely above the theoretical minimum 

round number log2N. We note that this number is even smaller than the height of the 

original spanning tree. Thus, the broadcast time is reduced in terms of both round number 

and hop counts. 

Since the search space for redirections of OPBS is limited to the path from a 

non-activated peer to the root of the spanning tree, the total round number is slightly 

 
Fig. 12. The total rounds for broadcast 

using divide-and-conquer as in 
[12] w/o redirection. 

 
Fig. 11. The total rounds for broadcast in 

the spanning tree constructed as 
in [19] w/o redirection. 
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larger than log2N. If we enlarge the search space and use additional redirections, the 

round number could be furthermore reduced. However, the cost will also increase. We 

will study this issue in the future. 

The average number of forwardings that a peer may have in the resultant broadcast 

schedule is slightly larger than the number of children it may have in the original span-

ning tree, as shown in Table 3. The increase is ignorable. For example, that number for β

=8 increases from 2.54 to 2.62. The average load of a peer in a broadcast is still small. 

However, the maximum number of forwarding that a peer may have is significantly re-

duced. Since OPBS can make a peer receive broadcast messages from any of its ances-

tors, load of a peer who has many children is shared by its ancestors. As shown in Fig. 14, 

all curves shift left. OPBS can better balance the load of all peers. 

In the second experiment, we compare the performance of OPBS, PBS1, and PBS2. 

Although OPBS furthermore handles Cases II and III, PBS1 and PBS2 have the same 

performance as OPBS in reduction of the round numbers of the resultant broadcast sche-

dules most of the time. As shown in Fig. 15, the curves for the three algorithms are al-

most indistinguishable no matter β is 4 or 8. In other words, there are also many 

non-onion-like MRCSs. Since in OPBS the search for a redirection for a non-activated 

peer is limited to its ancestors, the round numbers given by OPBS are slightly larger than 

log2N. I.e., in some rounds, some activated peers do not send broadcast messages to 

non-activated peers. There are free capacities. As the round number increases by one, the 

 
Fig. 14. The distribution of peers ac-

cording to their average num-
bers of forwardigs after redirec-
tion. 

Table 3. The maximum and average numbers of forwardings of a non-leaf peer 

when the network has 8,000~12,000 peers. 

β 2 3 4 5 6 7 8 

Max 40 33 26 27 22 21 20 

Avg 3.54 3.02 2.79 2.70 2.67 2.63 2.62 

 

 
Fig. 13. The total rounds of the resultant 

broadcast schedule after redi-
rection. 

Table 2. The maximum and average numbers of children of a non-leaf peer when 

the network has 8,000~12,000 peers. 

β 2 3 4 5 6 7 8 

Max 62 51 42 42 43 31 42 

Avg 3.53 2.99 2.75 2.64 2.60 2.56 2.54 
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total capacities double. As a result, a non-activated peer has a large possibility to find an 

activated peer without increasing the round number. As β increases, OPBS, PBS1, and 

PBS2 all can find a lot of redirections to generate an MRCS. As a result, the overlap of 

curves for β=8 is larger than those for β=4. This implies that when the original spanning 

tree is high enough, a lower-cost algorithm like PBS2 can easily find a MRCS. 

 

5. CONCLUSION 
 

In this paper, we study fast broadcast over a DHT-based P2P network. If every ac-

tivated peer can find a non-activated peer in each round, the number of activated peers 

doubles every round. We can prove that a broadcast can complete within log2N rounds. 

However, it is not easy for an activated peer to find a non-activated peer. We present an 

optimal algorithm named OPBS to generate a MRCS that is a broadcast schedule com-

pleting within minimum rounds. Similarly to [19], all peers together build a spanning tree 

in a bottom-up fashion based on a parent function. Instead of randomly selecting a child 

for an activated peer to forward broadcast messages, OPBS arranges each non-activated 

peer to find an activated peer among its ancestors. Although the search is restricted on 

the path from a peer’s parent upward to the root in the original spanning tree, the simula-

tion results show that when the height of the original spanning tree is high enough, OPBS 

can reduce the broadcast time, in terms of both round number and hop counts. In addition, 

the load is more evenly distributed in the resultant broadcast schedule than in the original 

spanning tree. We notice the parameter β in Eq. (1) has an impact on the height of the 

original tree. When β is small, the tree is short. The reduction of the round number of 

the resultant broadcast schedule is not significant. When β is large, the tree is tall. Con-

sequently, the cost of search increases. In fact, the round number is reduced closely to the 

trivial lower bound log2N when β is larger than or equals to 4. We believe that it is a 

good choice to set β around 4. When peers join or leave the network, OPBS has to re-

compute a whole new schedule. OPBS is thus more suitable in applications such as P2P 

Cloud or Gird computing where server peers are located in a data center without heavy 

peer churning. Since the search space for redirections of OPBS is limited to the path from 

a non-activated peer to the root of the spanning tree, the total round number is slightly 

larger than log2N. If we enlarge the search space and use additional redirections, the 

round number could be furthermore reduced. However, the cost will also increase. We 

will study this issue in the future. 

In a dynamic P2P network under churn condition, a churn-resilient broadcast proto-

col is required, especially for mass data dissemination which usually takes a much longer 

time. We also present OPBS’s two simplified variants named PBS1 and PBS2. The si-

mulation results show that the performance results of OPBS, PBS1 and PBS2 are very 

similar. When the original spanning tree is high enough, a simplified variant like PBS2 

 
Fig. 15. This figure compares OPBS, PBS1, and PBS2. 
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has a very high probability to find a MRCS. This means that when a non-activated peer 

uses the bottom-up approach to find an activated peer, there is usually no need to fur-

thermore redirection in most of the time. Based on this heuristic, we are working on de-

veloping an adaptive and fully-distributed version of PBS2 for more dynamic P2P net-

works so that when a peer joins or leaves the network, only a small portion of the sche-

dule are adjusted. Furthermore, we will study the more general scenario where an acti-

vated peer can send a message to multiple peers in a round. 

In the real world, redirections between some peers may be infeasible or introduce 

longer propagation delays due to NATs, firewalls, or bottleneck links. We intend to study 

these situations in the future. For long-run applications, such as multimedia broadcast, a 

pipelined version with some QoS guarantee is also under investigation. 
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