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Clustering in continuous vector data spaces is a well-studied problem. In recent years 

there has been a significant amount of research work in clustering categorical data. Howev-

er, most of these works deal with market-basket type transaction data and are not specifi-

cally optimized for high-dimensional vectors. Our focus in this paper is to efficiently cluster 

high-dimensional vectors in non-ordered discrete data spaces (NDDS). We have defined 

several necessary geometrical concepts in NDDS which form the basis of our clustering al-

gorithm. Several new heuristics have been employed exploiting the characteristics of vec-

tors in NDDS. Experimental results on large synthetic datasets demonstrate that the pro-

posed approach is effective, in terms of cluster quality, robustness and running time. We 

have also applied our clustering algorithm to real datasets with promising results. 

 

Keywords: clustering, data mining, categorical data, non-ordered discrete data, vector 

data 

1. INTRODUCTION 

Clustering is the process of grouping objects into subsets that have meaning in the 

context of a particular problem [1]. It is one of the fundamental operations in data mining. 

All the data points in one cluster are similar to each other in some way (which depends 

on the application) while data points in different clusters are dissimilar.  

Data records to be clustered can have real-valued attributes or non-ordered discrete 

attributes (also known as categorical attributes). Clustering real valued data (also known 

as continuous domain data) is a well-studied problem. Clustering images based on their 

features is an example of continuous domain clustering. Clustering categorical data 

however, is a relatively new problem. Most of the clustering algorithms for categorical 

data model data records as transactions. In other words, each data item is viewed as a set 

of non-ordered discrete values rather than a vector (in this paper we use the terms 

‘high-dimensional categorical data’ and ‘vectors in NDDS’ interchangeably). Such clus-

tering algorithms are well-suited for clustering market basket data where one data record 

can have any number of attributes (and/or any number of values per attribute). However, 

applications such as clustering aligned genome sequences have data records as vectors in 
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NDDS. Clustering algorithms for such applications should be optimized based on the 

specific properties of NDDS.  

We consider a problem of clustering vectors in NDDS. Two algorithms for cluster-

ing discrete data are proposed. We evaluate quality and performance of proposed algo-

rithms using synthetic datasets and demonstrate their applications on two real-world da-

tasets.  

Rest of the paper is organized as follows. In section 2, we discuss existing works. 

Section 3 explains the basic concepts involved in the proposed algorithm. The clustering 

algorithms are presented in section 4. Results of running proposed algorithms on syn-

thetic and real datasets are presented in section 5. Conclusions follow in the last section.  

2. RELATED WORKS 

In this section we briefly survey some of the existing works on clustering data in 

continuous as well as non-ordered discrete data spaces. 

 

2.1. Clustering in continuous space 

 

Data clustering is a well-known problem. A lot of work has been done in clustering 

data in continuous space [2]. K-means [3] is a classical algorithm for clustering which 

uses an iterative hill-climbing approach. However, it becomes computationally expensive 

for large datasets. A main memory summarization approach for clustering large dataset 

with real valued attributes is explained in [4]. In this approach (named BIRCH), each 

cluster is represented by a small vector called Clustering Feature (CF) vector. Important 

statistical cluster features can be efficiently computed from these feature vectors alone, 

without having to read the dataset from the secondary storage. All the CF vectors are 

organized into a B+tree like tree called CF tree. Small size of CF vectors and adjustment 

of runtime parameters allow the whole dataset to be read into the memory. This makes 

BIRCH particularly suitable for clustering large databases.  

CURE [5] proposes a hierarchical clustering algorithm. In this algorithm, each clus-

ter is approximated by a set of points called representative points. Instead of using all the 

points in the cluster, only these representative points are used to compute distances be-

tween clusters. In each iteration, two closest clusters are merged into one. Merging is 

followed by book-keeping operations to recomputed representative points and in-

ter-cluster similarities. Merging step is repeated until a desired number of clusters are 

obtained. 

 

2.2. Clustering in NDDS 

 

The algorithms discussed so far operate on data in continuous space. It is generally 

difficult to modify these clustering algorithms to use them with categorical data. PAM [6] 

and CLARANS [7] are few of the algorithms that can be directly applied to cluster cate-

gorical data. In last decade or so, clustering of data with categorical attribute values has 

received a lot of attention. Clustering algorithms designed specifically for categorical data 

can be found in [8, 9, 10, 11, 12, 13, 14, 15]. 



CLUSTERING NON-ORDERED DISCRETE DATA 

 

3 

 

CLARANS [7] is a randomized k-medoids [6] based clustering algorithm. It draws a 

random sample of k points from the dataset. These points are treated as cluster centers and 

other points are assigned to the nearest center. In each iteration, a medoid is swapped with a 

non-medoid point such that it improves quality of clustering. A small (user specified) 

number of candidate swaps are considered in each iteration. The whole clustering process is 

repeated several times to avoid a locally optimal solution. As this method uses actual data 

points as cluster centers (medoids), and uses only pairwise distances for clustering, it can be 

applied to data in NDDS. Although individual iteration of the algorithm is not expensive, a 

lot of iterations may be required to get good quality clusters. Zaki et al propose a graph 

based algorithm called Clicks in [15] which is particularly targeted toward categorical data. 

In this algorithm, clustering problem is modeled as a graph theoretical problem of finding 

maximal k-partite subgraph. The method can be used for sub-space (i.e. space formed by 

subset of values in each dimension) clustering instead of full-space clustering.  

Ganti et al [12] propose a clustering algorithm called CACTUS, based on summariza-

tion of inter and intra attribute similarities. CACTUS essentially takes into account density 

of points in a sub-space. A region having density higher than the expected value is consid-

ered as a cluster. Guha et al [14] take a slightly different approach to clustering. They de-

fine a new distance measure for clusters based on the concept of neighbors. Two points are 

said to be neighbors if they satisfy certain similarity criterion. Guha et al use Jaccard Coef-

ficient as the measure of similarity. The distance measure for clustering (called links) is 

defined as the number of common neighbors between points. The main idea behind this is 

that even though two data points may not directly be similar to each other, but if they share 

many common neighbors then they should be put in the same cluster. Based on this new 

measure, they propose a hierarchical clustering method that recursively merges clusters 

with maximum number of links.  

Kumar et al. [16] propose an interesting clustering algorithm named C-NODE for data 

where each dimension is a set valued attribute. The authors propose a novel similarity 

measure named Intersection coefficient which is a generalization of Jaccard coefficient for 

their particular data domain. Since, traditional geometrical concepts such as mean or mode 

cannot be used in this domain, they propose concept of frequency vectors to represent a 

cluster. They also propose a new measure of cluster analysis called Lines of Clusteroids 

(LOC). Note that most of the concepts here are primarily focused on set valued dimensions 

and may not be used directly for vectors in NDDS. As an example, intersection coefficient 

between two single valued dimensions is same as the hamming distance. 

Bai et al. [17] propose an optimization algorithm for clustering high-dimensional 

categorical data, which is an extension of the k-modes clustering algorithm.  The 

authors first develop a weighting technique for categorical data to calculate two weights 

for each attribute (or dimension) in each cluster.  They then use the weight values to 

identify the subsets of important attributes that categorize different clusters.  Since their 

method focuses on identifying the subsets of important attributes, it is orthogonal to our 

proposed clustering algorithms.  

 

2.3. Contributions of the paper 

 

Following are the primary contributions of this research paper:  
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 We propose two efficient and effective clustering algorithms for NDDS  

 In our first algorithm we demonstrate a way of modifying geometrical concepts in 

continuous space to map them on to NDDS thus enabling us to optimize them 

based on properties of NDDS. 

 The second algorithm proposes a novel concept called k-cover which is more ro-

bust to outliers and produces better quality clusters. 

 Most of the existing agglomerative clustering algorithms merge only one pair of 

clusters in a single iteration. We observed that for vectors in NDDS, it is possible 

to accelerate clustering process by merging multiple cluster groups in a single it-

eration. Based on the observation we propose a connected-component-graph based 

merging technique to improve running time of the clustering algorithm without 

hurting the quality of clusters. 

3. BASIC CONCEPTS 

Clustering algorithms generate groups of items that are similar to each other. A 

good clustering algorithm produces clusters such that all the points in one cluster are 

similar while points in different clusters are dissimilar. This requires the clustering algo-

rithm to have measures to evaluate goodness of clusters. In this section, we define 

measures for computing inter-cluster similarity. One of the goals of a clustering algo-

rithm is to minimize inter-cluster similarity. We start by defining distance measures for 

data points having non-ordered discrete dimensions.  

 

3.1. Distance measure for non-ordered discrete data  

 
Several distance measures have been defined for non-ordered discrete data. Some of 

the well-known distance measures are Jaccard Coefficient, Simple Matching Coefficient 

and Hamming distance [1]. A frequency based distance measure for discrete non-ordered 

data for nearest neighbor searching is proposed in [18]. Distance measures such as Jac-

card Coefficient or Matching Coefficient are particularly suitable for market basket data 

in which data points are sets rather than vectors. Kumar et al. [16] propose a variant of 

Jaccard coefficients that can be applied when each dimension in the data is set valued.  

With the exception of hamming distance, most distance measures are focused on particu-

lar type of data or particular application. Since, hamming distance is not only the most 

generic but also the most common distance measure used in NDDS (particularly in ap-

plications involving genome sequences), we use hamming distance as the distance meas-

ure in this paper. Formally, Hamming distance HD(di, dj) between two d dimensional 

points di and dj is defined as,  
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distance in the range 0-1. We further define distance between a point di and a set of points S 

as follows, 

]),,(min[),( SdddHDSdHD jjiis                 (2) 

In other words, distance of a point from a set of points is equal to the distance between 

that point and its nearest neighbor in the set. 

 

3.2. Representing a cluster 

 

A cluster can be represented by one or more points. Algorithms such as k-medoids, 

k-means or CLARANS use a single point to represent a cluster. CURE uses a subset of 

points as cluster representatives while ROCK (effectively) uses all the points to represent a 

cluster. Complexity of a clustering algorithm is dependent on the number of points used as 

cluster representatives and how these points are computed. For a spherical cluster a single 

point may be a reasonable cluster representative. However, for complex shapes, one point 

may not be sufficient. It should be noted though, that using multiple points to represent a 

cluster may also increase run time complexity of the algorithm. In the subsequent sections 

we propose two methods for finding cluster representatives which we call boundary points 

and k-cover respectively. 

 

Algorithm 1 get_boundary_points(C) 

Input: A Cluster C of n points d1, d2, d3, ..., dn 

Output: A set of k boundary points of C. 

Method: 

1. Let diameter D = 0 

2. for i = 1 to n 

3.   for j = i+1 to n 

4.     if(HD(di, dj) >= D) 

5.       Record di, dj as points forming the diameter. 

6.       D = HD(di, dj) 

7.     end if 

8.   end for 

9. end for 

10. boundary_pt = { Points forming the diameter } 

11. max_dist = 0 

12. for i = 1 to n 

13.   min_dist = get minimum distance of each point di from set boundary_pt using equation 2 

14.   if(min_dist > max_dist) 

15.     max_dist = min_dist; next_pt = di 

16.   end if 

17. end for 

18. boundary_pt = boundary_pt ∪ {next_pt} 

19. Repeat steps 11 through 18 until k boundary points are found. 

20. return boundary_pt. 

 

 



ALOK WATVE, SAKTI PRAMANIK, SUNGWON JUNG2, BUMJOON JO,  

SUNIL KUMARC AND SHAMIK SURAL 

 

6 

 

3.2.1. Representative points based on cluster boundary 

 

A cluster can be modeled by a set of points that define its shape. In this approach, we 

find points that are along the boundaries of the clusters. These points essentially capture 

surface of the cluster. In continuous space, set of points that are relatively farthest from the 

centroid are used to model shape [5]. It is difficult to envision shape in NDDS due to lack 

of ordering among the attribute values. Conceptually, the representative points used in [5] 

try to approximate surface of the cluster.  In order to model shape in NDDS, we use the 

concept of diameter. Diameter of the set of points is defined as the pair of points that are at 

the maximum distance from each other. The motivation for using diameter as the starting 

point for finding the boundary is that, since these points form a pair of farthest points, in 

some sense they may be considered as lying on the surface of the cluster. 

 

Definition 1 Diameter: Diameter of cluster C is defined as the pair of points du and dv 

 (du ∈ C, dv ∈ C) such that,  

)),(),((   , yxvuyx ddHDddHDCdd   

In case there are multiple pairs of points satisfying the condition above, any of these 

pairs can be considered as a diameter. 

 

The points corresponding to diameter form the initial set of boundary points. Other 

boundary points are then computed such that they are relatively farthest from the initial set. 

Again, the heuristic behind this is to follow the surface of the cluster. Example 1 demon-

strates computation of boundary points for a small dataset. Algorithm 1 outlines the proce-

dure for computing boundary points. 

 

Example 1 Consider 2 clusters C1 and C2 having 6 and 4 vectors respectively. The vectors 

have 6 non-ordered discrete dimensions with alphabet {A, B, C, D} each. Let the number of 

representative points to be chosen be 3. 

 

Points forming the diameter of cluster C2 are < A, A, B, A, A, C > and < C, A, C, D, C, 

C >. So these two points form the initial set of boundary points. Distance of < C, A, B, A, A, 

C > from this set (using equation 2) is 1 and that of point < D, A, B, A, C, C > is 2. Thus, 

the point relatively farthest from the current set of boundary points is < D, A, B, A, C, C >. 

Hence, it will be selected as the third boundary point of the cluster. Similarly, for cluster C1, 

following three points will be selected as boundary points: < D, D, A, C, C, D >, < D, D, D, 

C, C, C >, < D, D, D, A, C, A > 

 

 

 

Cluster C1: 

< D, D, D, C, C, D > 

< D, D, A, C, C, D > 

< D, D, D, C, C, C > 

< D, D, B, B, C, D > 

<D, D, D, B, C, D> 

< D, D, D, A, C, A > 

Cluster C2: 

< C, A, B, A, A, C > 

< A, A, B, A, A, C > 

< C, A, C, D, C, C > 

< D, A, B, A, C, C > 
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3.2.2. Representative points based on k-cover 

 

Boundary points discussed in previous subsection are sensitive to noise. An outlier, if 

present, has a very high chance of getting selected as a boundary point, which may result in 

incorrect representation of clusters. Hence, it is important to select cluster representatives 

such that they are robust against outliers. In our second approach, a cluster is represented 

by a set of k points called “k-cover”. The idea of cover is motivated by mathematical con-

cept of Voronoi Tesselation.  

 

 

 

 

 

 

 

 

 

 

 

Figure 1: Voronoi tesellation of 2 dimensional space with 9 seeds 

In its simplest form, given a space and a set of k points, Voronoi Tesselation divides 

the space in k cells such that all the points in a cell are nearest to one of the point of the set. 

Figure 1 below shows Voronoi tesselation of 2 dimensional space with 9 seeds. The shaded 

region corresponds to the subspace closest to seed P.  These k points can be thought to 

approximate the data space of the cluster. In other words, each of the k points in a way rep-

resents a subset of points in the cluster. We call this set of k points ‘k-cover’ of the cluster. 

Note that using k (< n) points to represent n points introduces some error in representation. 

Hence the k-cover is chosen so as to minimize the error.  

To formally define k-cover of a cluster, we note that, each point in the k-cover repre-

sents a subset of points in a cluster. Based on this observation we can define k-cover of a 

cluster as follows: 

 

Definition 2 k-cover of a cluster: Let V be a set of n non-ordered discrete points in cluster 

C. Given an integer k, k-cover of C is a subset Vk = {n1, n2, …, nk} of V satisfying the fol-

lowing two conditions. 

 

1. nk   

2. Partition V-Vk into V1, V2, …, Vk such that 

  Vi∩Vj = Ø  for all i≠j and 
k

i iV
1

 is V-Vk  

 )),((
1  

k
i Vx ii

xnHD  is minimum 

 

Here, each point ni represents a subspace of the cluster. Any point in this subspace is 

closer to ni than any other point nj. Essentially ni represents the subspace of the cluster. 

Representational error for the subspace is the sum of the distances of all the points in the 
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subspace from ni. Thus, total representational error is the sum of representational errors of 

all the subspaces. k-cover of the cluster is a set of k point with minimum representational 

error. To compute k-cover of cluster Ci, we randomly select k points from the cluster. For 

each of the remaining points, we find its distance from the set of points (using equation 2). 

Sum of distances of all the points from the set gives the representational error for this selec-

tion. This process is repeated for all possible selections of k points. A selection that mini-

mizes the error corresponds to the k-cover of the cluster. Example 2 demonstrates computa-

tion of k-cover for a small dataset. 

 

Example 2 We continue with example 1 from section 3.2.1. Consider the same two clusters 

C1 and C2. For cluster C2, there are 4C3 = 4 choices for selecting k-cover. Consider a selec-

tion ((C, A, B, A, A, C), (C, A, C, D, C, C), (D, A, B, A, C, C)). The minimum distance of 

rest of the cluster members (in this case there is only one) from the set is 1 which also hap-

pens to be the minimum overall. Hence, these points will be selected as a cover of cluster 

C2. Similarly, k-cover of cluster C1 will be ((D, D, D, C, C, D), (D, D, B, B, C, D), (D, D, D, 

A, C, A)).  

 

It is clear that we need some heuristics for selecting the appropriate value of k. Se-

lecting very small k will have performance advantage but it may not provide a good 

cluster representation, while a large k will negatively affect running time. Our extensive 

experiments suggest that the value of k should be close to the number of dimensions in 

order to get good quality clusters. It was observed that as value of k increases, quality of 

clustering improves. But when k approaches the number of dimensions, the quality starts 

saturating (i.e., large increase in k causes relatively small improvement inequality). 

Hence, we recommend setting k equal to the number of dimensions.  

For a given k, computation of k-cover becomes expensive for large clusters. Let n be 

the number of points in Ci, then there are n
kC possible ways of selecting a subset of k 

points. Hence the optimal solution for this problem quickly becomes intractable as n in-

creases. For example, let n = 50 and k = 5, then the number of possible candidates for 

k-cover is 50
5C ≈ 2 million! Clearly finding k-cover is very expensive in such cases. There-

fore, some heuristic optimization is needed to make the approach faster and more effi-

cient. Any randomly selected set of k points can be considered as a candidate for k-cover. 

We analyzed all the candidate k-covers (i.e. all possible subsets of size k) and their cor-

responding representational errors.  

 

 
Figure 2: Distribution of candidate k-covers w.r.t. Representational Error 
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Figure 2 shows the distribution of the number of candidate k-covers across repre-

sentational errors for several different values of k for a cluster having 10-dimensional 

points. It can be observed that histogram of number of k-covers with respect to represen-

tational error follows Poisson distribution. This suggests that if we allow some tolerance 

for the representational error, the number of acceptable k-covers increases considerably. 

Thus, if we accept any of these candidate k-covers that are close to the actual k-cover, we 

may be able to find them more efficiently. These k-covers still serve as a reasonably ac-

curate representatives of the cluster. We use a randomized approach to find any of these 

k-covers (which we call approximate k-cover). Initially, a random subset of k points is 

assumed as the approximate k-cover. In each iterations a new random subset of size k is 

selected and its representational error is calculated. If the representational error is smaller 

than that of current candidate k-cover, this new subset becomes the (approximate) 

k-cover. The process is repeated N times. The best candidate cover at the end of N
th

 itera-

tion is accepted as the approximate k-cover. 

The problem is how to estimate the value of the number of iterations N which will 

give a reasonable approximate k-cover. Let α be the fraction of the number of possible 

candidate covers that we are willing to accept. Thus, if α = 0.05, then of all the candi-

date covers, we can accept any one of the best 5% candidates. Let p be the probability 

that in N samples, we will get at least one candidate satisfying this criterion (i.e. p is the 

chance of selecting at least one candidate k-cover of the α best candidates). Then, us-

ing the probability theory, it can be shown that the required number of samples N is, 

 















)1log(

)1log(



p
N                            (3) 

If we set, p = 0.99 and α = 0.05 then, N = 90. In other words, there is a 99% 

chance that the best candidate cover obtained after 90 iterations is among the top 5% 

candidates. Although this process does not guarantee actual k-cover, our experiments 

suggest that there is no degradation in quality of cluster obtained using approximate 

k-cover instead of the actual k-cover. We present more analysis on this later in results 

section. Table 1 shows the number of random samples needed for various values of qual-

ity parameters.  

 
Table 1: Number of random samples corresponding to quality parameters 

 

p α number of samples N 

0.9 0.1 22 

0.95 0.1 29 

0.99 0.05 90 

0.99 0.01 459 

0.999 0.01 6905 

 

Algorithm 2 outlines the important steps in computation of approximate k-cover. In 

the algorithm, num_iterations is a preset parameter that determines the number of random 

samples to consider.  Initially, a random subset of k points is assumed as the approximate 

k-cover. In each iteration a random subset of size k is selected and its representational error 

is calculated. If the representational error is smaller than that of current candidate k-cover, 
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this new subset becomes the (approximate) k-cover.  

 

Algorithm 2 get_approx_k-cover(C) 

Input: A Cluster C of n points d1, d2, d3, ..., dn  

Output: Approximate k-cover of C. 

Method: 

1. current_cover = select_random_subset(C, k) 

2. rep_err = representational_error(C, current_cover) 

3. for j = 1 to num_iterations 

4.   new_cover = select_random_subset(C, k) 

5.   err = representational_error(C, new_cover) 

6.   if err < rep_err 

7.     current_cover = new_cover 

8.     rep_err = err 

9.   end if 

10. end for 
11. return current_cover 

 

3.3. Inter-cluster Similarity 

 

Inter-cluster similarity measures how similar two clusters are. Although the term in-

ter-cluster similarity may sound counter-intuitive (as majority of clustering algorithms talk 

about inter-cluster distance), in most of the cases inter-cluster similarity can simply be 

viewed as the complement of inter-cluster distance. A well-clustered dataset will typically 

have low inter-cluster similarity. Guha et al [5] suggested using a subset of points instead of 

all the points to compute inter-cluster similarity. This subset of points, called representative 

points, is selected in such a way that computation of the subset is computationally easy and 

at the same time they can effectively represent all the points in the cluster. However, the 

method proposed in [5] cannot be directly applied to NDDS. But, we can use either of the 

two definitions of representatives points outlined in previous section (3.2) to define in-

ter-cluster similarity. If RPi and RPj are two sets of representative points, one for cluster Ci 

and the other for Cj then, we define the inter-cluster similarity Di,j between Ci and Cj as, 

 

)],(1[max
,

, vu
RPdRPd

ji ddHDD
jviu




                  (3) 

Our extensive experiments suggest that this inter-cluster similarity measure favors 

large clusters. In other words, two large clusters tend to have higher inter-cluster similarity 

than a large and a small cluster or two small clusters. In order to avoid this, we discourage 

merging of large clusters by scaling the similarity by cluster sizes. Let ni and nj be the 

number of points in clusters Ci and Cj then the modified inter-cluster similarity is defined 

as,  
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where, α is the control parameter that lets us decide the degree to which large clusters are 

penalized. For α = 0, equation 4 reduces to equation 3. Higher is the value of α more is the 

preference for small clusters. It is experimentally observed that α = 0.4 provides good clus-

tering quality for all (real as well as synthetic) datasets. 

4. CLUSTERING ALGORITHMS FOR NON-ORDERED DISCRETE DATA 

Having built the necessary concepts, we now propose our clustering algorithms. We 

first present the basic algorithm and then go on to improve it to produce better performance. 

 

4.1. Outline of the basic algorithm 

 

Algorithm 3 presents the basic steps for our clustering algorithm. The algorithm is ge-

neric in the sense that either boundary points or approximate k-cover can be used as the 

representative points of a cluster. Hence, we refer to them simply as representative points. 

As shown in algorithm 3, initially each point is treated as a cluster. We compute distances 

between all pairs of clusters and maintain a priority queue (max-heap in this case) of clus-

ters. In each iteration, we extract the current closest (i.e. having maximum inter-cluster 

similarity) pair of clusters and merge it into one cluster. The function, merge_clusters() 

merges the closest pair of clusters and returns merged cluster. The function get_rep_points(C0) 

then compute representative points of the newly formed cluster. Note that the function 

get_rep_points(C0) will be either get_boundary_points(C0) or get_approx_k-cover(C0)).  

 

Algorithm 3 find clusters(S) 

Input: A set S of n points and expected number of clusters K. Initially each point in S is 

considered as a cluster with only one data point. 

Output: A set of K clusters. 

Method: 

1. h = build_heap(S) 

2. number_of_clusters = n 

3. while(number_of_clusters > K) 

4.   (Cu, Cv) = extract_max(h) 

5.   C0 = merge_clusters(Cu, Cv) 

6.   get_rep_points(C0) 

7.   S = S ∪ {C0} − {Cu, Cv} 

8.   number_of_clusters = number_of_clusters - 1 

9.   compute_distances(S) 

10.  maintain_heap(h) 

11. end while 
12. return S 

 

Note that although here we are using number of clusters as the stopping criterion, it is 

possible to use some other criterion for stopping (will be either get_boundary_points(C0) or 

get_approx_k-cover(C0)). Merging process may change some of the inter-cluster similari-

ties which are recomputed and heap is reorganized if required. The merging process is re-
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peated till the desired number of clusters is obtained. Note that although here we are using 

number of clusters as the stopping criterion, it is possible to use some other criterion for 

stopping. 

 

4.2. Optimization for vectors in NDDS 

 

As Hamming distance has poor granularity, when we merge the nearest pair in algo-

rithm 3, more than one pairs qualify as the candidates for merging. Further, number of 

clusters nearest to a particular cluster can also be greater than one. In our basic algorithms, 

cluster pair for merging is selected randomly from a set of candidate pairs (if there are mul-

tiple candidates). It should be noted that no matter which pair we select for merging in a 

particular iteration, most of the other cluster pairs in the candidate set, with possible excep-

tion of those that involve one of the merged clusters, will get merged in subsequent itera-

tions. In NDDS, there may exist several candidate cluster pairs. The existence of several 

candidates motivates us to use a slightly different approach to merging clusters. Instead of 

merging one pair at a time, we merge all the candidates in a single iteration. To achieve this, 

first, we construct an undirected graph called Cluster Adjacency Graph as defined below. 

 

Definition 3 Cluster Adjacency Graph: It is a graph G(V, E) with vertex set V and edge 

set E such that 

 Each vertex vi∈V of the graph represents cluster Ci 

 E={(vi, vj)|Di,j=Dmax} where, Dmax be the maximum similarity between any 

cluster pair. 

 

Once graph G is constructed, we extract connected components (defined below) of this 

graph. 

 

Definition 4 Connected Component : Let H be a subgraph of G and let VH and EH be 

vertex set and edge set of H. H is said to be a connected component of graph G if, ∀vi, vj 

∈ VH , ∃(u1, u2, ..., uk) ∈ VH such that (vi, u1) ∈ EH , (u1, u2) ∈ EH , (u2, u3) ∈ 

EH , ...(uk−1, uk) ∈ EH and (uk, vj) ∈ EH. 

 

In other words, a connected component is a subgraph such that there exists a path from 

every vertex to every other vertex in that subgraph. A subgraph containing only one vertex 

is trivially connected. For our algorithm, we are interested only in non-trivial connected 

components. Consider a set of clusters having graph representation as shown in figure 3. 

Note that the edges in graph correspond to only the maximum similarity. Hence, not every 

pair of vertices will have an edge between them (such as C7 and C8). Only those which are 

currently the closest pairs of vertices will have an edge. This graph has two non-trivial 

connected components. First component consists of vertices {C1, C3, C4, C6} and the sec-

ond having vertices {C2, C5}. 
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Figure 3:  Graph with two non-trivial connected components 

 

Note that, because the edges in the graph correspond to cluster-pairs with maximum 

similarity, the graph is usually very sparse and efficient algorithms exist for processing edges 

of such graphs. Once, G is constructed, we find and merge all the connected components of G. 

In our example, clusters C1, C3, C4, C6 will be merged together to form a new cluster. Simi-

larly, clusters C2, C5 will be merged to form another cluster. The routine for computing repre-

sentative points will then be executed only twice (once for each connected component). 

 

Algorithm 4 fast_find_clusters(S) 

Input: A set S of n points and expected number of clusters K. Each point in S is consid-

ered as a cluster with only one item. 

Output: A set of K clusters. 

Method: 

1. h = build_heap(S) 

2. number_of_clusters = n 

3. while(number_of_clusters > K) 

4.   G = Graph with clusters as nodes. Each edge represents the nearest pair of clusters. 

5.   CC = set of connected components from G 

6.   merge_all_connected_components(CC) 

7.   compute_distances(S) 

8.   maintain_heap(h) 

9. end while 
10. return S 

 

Algorithm 4 outlines the modified approach to clustering. As in algorithm 3, we start 

by treating all the points as clusters. In each iteration, we construct a graph of clusters, such 

that edges in the graph represent cluster pairs that are closest to each other. The function 

find connected component uses Breadth First Search (BFS) to find the connected compo-

nents of the graph. Each connected component in this graph is then merged into a cluster. 

Merging of clusters may change inter-cluster similarities. Hence, book keeping operations 

such as recomputing cluster similarities and maintaining the heap structure are performed at 

the end of each iteration. The process is repeated until the desired number of clusters is 

obtained. We demonstrate effectiveness of this approach later in the results section. 
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4.3. Computational complexity of AKC 

 

In this section, we briefly look at the computational complexity of proposed algo-

rithms. We first compute complexity of algorithms 1 and 2. Let v represent the number of 

points in a cluster and n be the total number of points to be clustered. Let k be the number 

of representative points and K be the number of clusters.  

Algorithm 1 presents a way of extending geometrical concepts of continuous space to 

NDDS, thus allowing us to capture shape of a cluster. Hence, its complexity is not too dif-

ferent from its continuous space counterparts. Computation of boundary points involves 

two main steps. In the first step we compute the diameter of the cluster which is O(v
2
). The 

second step is to compute rest of the boundary points. This step is O(vk) (assuming that we 

preserve distance computations of the first step). Hence, time complexity of algorithm 1 is 

O(v
2
 + vk) = O(v

2
).  

Calculating computational complexity of algorithm 2 is tricky. If we consider all pos-

sible subsets of v points having size k, the complexity becomes O(
v
kC ) which is very high 

even for small values of k. However, complexity of the randomized version simply depends 

on number of random samples(say, t) being considered. In one iteration, we will have to 

consider k(v − k) distances. Hence number of computations for t iterations will be simply 

O(tk(v − k)). But t and k are preset constants which are independent of size of the dataset 

(or nature of the clusters), hence the effective complexity of algorithm 2 is O(v).  

Complexity of basic clustering algorithm 3 in section 4.1 depends on the number of it-

erations of the while loop and the cost of each iterations. In algorithm 3, number of itera-

tions is equal to (n − K).  Cost of each iteration of the loop is dominated by computation 

of representative points. The worst case occurs when v = O(n). Hence, the overall com-

plexity of clustering algorithm will be O(v
2
(n − K) = O(n

3
) for boundary points and O(v(n 

− K)) = O(n
2
) for approximate k-cover. The clustering algorithm 4 however, runs much 

faster due to reduction in number of iterations of while loop. If m is the number of iterations 

of the while loop, then the time complexities become O(mn
2
) for boundary points and O(mv) 

= O(mn) for approximate k-cover. It is observed that m << n, hence performance of algo-

rithm 4 is much better which is reflected in the results.  

5. RESULTS 

In this section we present the results of running our algorithms on synthetic as well as 

real datasets. We used two purity measures for evaluating quality of clusters. The first pu-

rity measure (P1) evaluates ability of an algorithm to put dissimilar points in different clus-

ters while the second purity measure (P2) evaluates ability of the algorithm to put similar 

points together in the same cluster. Below, we formally define the two purity measures: 

 

Definition 5 P1 : Let Ω = C1, C2, C3, . . . Cn be a set of n actual clusters and ω = c1, c2, 

c3, . . . , ck be the set of clusters obtained using some clustering algorithm. Then, this meas-

ure is defined as, 

  
k
j ij

n
i Cc

N
P

1 11 max
1

),(   

Here, N is the total number of data points and |cj ∩ Ci| denotes number of common data 
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points between cj and Ci. 

 

Definition 6 P2 : Let Ω = C1, C2, C3, . . . Cn be a set of n actual clusters and ω = c1, c2, 

c3, . . . , ck be the set of clusters obtained using some clustering algorithm. Then, this meas-

ure is defined as, 

 

  
n
i ij

k
j Cc

N
P

1 12 max
1

),(   

 

For ideal clustering both P1 and P2 should be 1. A clustering algorithm that puts all the 

data points in one cluster will have P2 = 1 but corresponding value for P1 will be very small. 

On the other extreme, if a clustering algorithm puts each point in its own cluster, it will 

have P1 = 1 but its P2 will be very small.  

For comparison, we implemented CLARANS [7] for NDDS using Hamming distance 

as the distance measure. We also compare our results with ROCK [14] which uses links 

(which in turn is based on concept of neighbors) as the similarity measure. From now on, 

we use abbreviations AKC and BP to refer to clustering algorithm employing approximate 

k-cover and the one using boundary points respectively with graph based optimization. 

Similarly, AKC-basic and BP-basic refer to corresponding algorithms without using graph 

based optimization. All the experiments were run on linux machines with 2.33 GHz dual 

Intel Xeon processors having 8GB RAM. 

We experiment with synthetic as well as real datasets to evaluate effectiveness of the 

proposed algorithms. Synthetic data is generated by first selecting uniformly distributed 

random seed points as cluster centers. Points are then introduced around the seeds by ran-

domly flipping x dimensions of the seed. This guarantees that all the points generated using 

a seed are within the distance x from the seed. Outliers are added by adding few points 

much farther than x. All the dimensions are assumed to be independent and the probabili-

ties of all the characters in the alphabet are assumed to be uniform.  The first real datasets 

used for the experimental evaluation is Mushroom dataset from UCI machine learning re-

pository which is commonly used for performance evaluation of clustering algorithms [9,14, 

19], particularly in the area of clustering and machine learning Mushroom dataset consists 

of 22 dimensional vectors (excluding labels).  

Each dimension is a non-ordered discrete value. The alphabet size is different for dif-

ferent dimensions. One of the dimensions contains many missing values. This dimension 

was not used in our analysis so effective number of dimensions is 21. The dimensions de-

scribe physical properties of mushrooms such as cap-color, odor, gill-size, veil-color etc. 

The dataset includes descriptions of samples of mushroom species. The vectors are labeled 

as “edible” or “poisonous”. There is no direct rule for determining correct class (i.e. poi-

sonous or edible) of each mushroom. The objective of clustering is to correctly determine 

classes of poisonous and edible mushrooms. Following [14], we set the number of clusters 

to 20. Our second real dataset contains genome sequences for various species of bacteria. 

The sequences are aligned in the sense that they all have same number (207 in this case) of 

dimensions. Each dimension comes from the alphabet {a, g, t, c}. The dataset contains to-

tally 1000 sequences and 23 clusters. The objective is to cluster the sequence according to 

their genera.  
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5.1. Effectiveness of approximate k-cover 

 

In this section we show that using a randomized approach for selection of approximate 

k-cover is as effective as exhaustively testing all possible candidate k-covers (we call this 

optimal k-cover algorithm - OKC). We ran the two versions of the algorithms on the same 

dataset. Dataset has 100 points and 4 clusters (of sizes 23, 20, 29 and 28). Although ap-

proximate k-cover algorithm can be used with very large datasets, poor running time of the 

optimal k-cover algorithm prevents us from using larger dataset for testing. Value of num-

ber of representative points k was varied from 6 to 10. We would like to note that both 

clustering algorithm generated cluster with the same purity. However, it can be seen from 

figure 4 that running time of optimal k-cover algorithm increases rapidly with small in-

crease in k. This is because of the drastic increase in the number of possible candidate co-

vers that the algorithm has to check. 

 

5.2. Performance improvement due to graph-based merging 

 

In order to compare performance of algorithms using graph-based merging (i.e. AKC 

and BP) from section 4.2 with the basic algorithms (i.e. AKC-basic and BP-basic) proposed 

in section 4.1, we ran these algorithms against datasets of varying size. Running time of 

each of the algorithm was recorded and is shown in figure 5. It clearly demonstrates the 

effectiveness of graph based approach. It can be seen from the figure that the algorithms 

that use connected components to merge a group of clusters together are a few orders of 

magnitude faster than the basic algorithms. Again, there is no loss in terms of quality of 

clustering. As presented in section 4.3, running time of algorithm 4 depends on the number 

of iterations. As multiple clusters are getting merged in a single iteration, total number of 

iterations decreases considerably which results in much better performance. 

 

 
Figure 4: Comparison of running time for optimal and approximate k-cover clustering 
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Figure 5: Improvement in running time of clustering algorithm due graph-based merging 

 

5.3. Performance evaluation of BP and AKC 

 

We generated several synthetic datasets using the method similar to the one described 

in [19]. Each dataset follows uniform distribution. For each cluster, a seed (or a starting 

point) is created. Seeds of any two clusters are different (i.e. values in each of the dimen-

sions are different). Then, data points are created such that they lie within a certain distance 

r of the seed. This puts an upper bound of 2r on the diameter of the cluster. All the points in 

one cluster are assigned a label which in this case is just a random string. We extend data 

generation method in [19] and add a small number of outliers (as defined in [20]) thus ef-

fectively increasing the variance in the pairwise distances among points in the cluster. To 

get a better picture of performance of clustering algorithms, we generated 10 datasets of 

each type. Quality and performance metrics are computed separately for each of them and 

then averaged over all the datasets. From our experimental results given in subsequent sec-

tions, it is seen that AKC is in general much faster and more robust than BP. 

 

5.3.1. Effect of number of dimensions 

 

This set of experiments concerns effect of number of dimensions on the purity of 

clusters. Table 2 shows results of running both the algorithms on datasets with varying 

number of dimensions. Each dataset had 3000 points with 10 clusters. The alphabet size 

was fixed at 10 while the number of dimensions was varied from 10 to 30 in steps of 10. It 

can be seen that both of the proposed algorithms perform well for data with varying number 

of dimensions. In other words, the proposed algorithms are robust against number of di-

mensions. 

 

5.3.2. Effect of outliers 

 

The effect of outliers on quality of clusters is studied in our second set of experiments. 

We use distance based outliers defined in [20] to generate outliers for our synthetic datasets. 

Object o is said to be a distance based outlier with respect to distance threshold Td if at least 
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some fraction p of the points in the dataset lie at a distance greater than Td. In our experi-

ments, we set Td = 0.3 and p = 0.99. We varied percentage of outliers and ran our clustering 

algorithms. Table 3 shows performance of the two algorithms against datasets with varying 

percentage of outliers. As expected, performance of both the clustering algorithms worsens 

with increasing percentage of outliers. From the results, however, it is seen that the algo-

rithm using approximate k-cover is much more robust and is able to generate clusters with 

purity values above 99% even when percentage of outliers is 10%. The boundary points 

approach is sensitive to outliers because every outlier is a candidate for boundary points 

(being farther from the seed). Thus, there is a possibility that outliers get selected as bound-

ary points of a cluster. These points may not be correct representatives of thcluster. This 

may cause erroneous merging of two dissimilar clusters resulting in poor purity.  
 

Table 2: Effect of number of dimensions on clustering quality 

Number of  

dimensions 

Purity of clusters 

obtained using BP 

Purity of clusters 

obtained using AKC 

P1 P2 P1 P2 

10 0.99 0.99 0.99 0.99 

20 1.00 1.00 1.00 1.00 

30 0.99 0.99 1.00 1.00 

 
 

Table 3: Effect of outliers on clustering purity 

Percentage 

of outliers 

Purity of clusters 

obtained using BP 

Purity of clusters 

obtained using AKC 

P1 P2 P1 P2 

0 1.000 1.000 1.000 1.000 

5 0.959 0.998 0.999 0.999 

10 0.94 0.997 0.99 0.999 

 

5.3.3. Effect of dataset size 

 

In the last set of experiments we consider effect of increasing size of the dataset on 

quality of clustering. In this set, we use datasets having sizes 3k, 5k, 7k and 10k respec-

tively. Number of clusters, number of dimensions and alphabet size of each dimension in 

each dataset were kept constant. Table 4 shows the results of these tests. It can be seen that 

purity of clusters obtained by our algorithms is almost constant irrespective of size of the 

dataset.  
 

Table 4: Effect of dataset size on clustering quality 

Dataset size 

(thousands) 

Purity of clusters 

obtained using BP 

Purity of clusters 

obtained using AKC 

P1 P2 P1 P2 

3 0.98 0.99 0.99 0.99 

5 0.96 0.99 0.98 0.99 

7 0.98 0.99 0.98 0.98 

10 0.97 0.99 0.98 0.98 
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5.4. Comparison with existing algorithms 

 

We consider two existing algorithms ROCK and CLARANS for performance com-

parison. ROCK is chosen because it is a well-known hierarchical clustering algorithm for 

categorical data while CLARANS is one of the most popular k-medoid-based clustering 

algorithms. We first compare running time of the three algorithms using synthetic data. We 

then use two real datasets, mushroom data and congressional voting data, from UCI ma-

chine learning repository [21] to compare quality of clustering. 

 

5.4.1. Running time for synthetic datasets 

 

Figure 6 shows running time of AKC and BP along with that of CLARANS and 

ROCK. It can be seen from the figure 6 that as the size of the dataset increases running time 

of ROCK increases more rapidly compared to others. This is mainly because of O(n
2.81

) 

worst case complexity of ROCK. Running time of CLARANS and AKC is mainly deter-

mined by user defined parameters that determine number of iterations. We set this value to 

100 for both the algorithms. It can be seen that AKC algorithm is much faster than 

CLARANS, ROCK, and BP. 

 

 
Figure 6. Comparison of running time of various algorithms 

 

5.4.2. Mushroom Data 

 

Mushroom dataset is often used to do performance evaluation of clustering algorithms 

[9, 14, 19], particularly in the area of clustering and machine learning Mushroom dataset 

consists of 22 dimensional vectors (excluding labels). Each dimension is a non-ordered 

discrete value. The alphabet size is different for different dimensions. One of the dimen-

sions contains many missing values. This dimension was not used in our analysis so effec-

tive number of dimensions is 21. The dimensions describe physical properties of mush-

rooms such as cap-color, odor, gill-size, veil-color etc. The dataset includes descriptions of 

samples of mushroom species. The vectors are labeled as “edible” or “poisonous”. There is 

no direct rule for determining correct class (i.e. poisonous or edible) of each mushroom. 

The objective of clustering is to correctly determine classes of poisonous and edible mush-
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rooms. Following [14], we set the number of clusters to 20.  

Table 5 summarizes results for mushroom dataset. All of the 20 clusters created by 

approximate k-cover algorithm were pure clusters containing either edible or poisonous 

mushrooms. However, results of CLARANS and BP have few impure clusters. ROCK 

generated 21 clusters out of which one cluster is impure (it contains 32 edible and 72 poi-

sonous mushrooms). Purity values for various clustering methods reflect this. We would 

like to note that since the dataset itself has several clusters with the same label, all the 

methods will have relatively lower values for P2.  

 
Table 5: Performance of algorithms on mushroom data 

Algorithm Purity P1 Purity P2 

ROCK 0.89 0.70 

CLARANS 0.96 0.18 

BP 0.96 0.17 

AKC 1.00 0.425 

 

The cluster labels suggest that there are exactly two clusters in the dataset (poisonous 

and edible). Hence we also ran AKC algorithm to generate two clusters. We got promising 

results in this experiment as well. About 7040 mushrooms were clustered accurately by our 

algorithm. The first cluster had 3024 poisonous and 192 edible mushrooms. The second 

cluster had 892 poisonous and 4016 edible mushrooms. Purities of the clusters generated 

were P1 = P2 = 0.867. 

 

5.4.3. Genome sequence data 

 

This dataset contains genome sequences for various species of bacteria. The sequences 

are aligned in the sense that they all have same number (207 in this case) of dimensions. 

Each dimension comes from the alphabet {a, g, t, c}. The dataset contains totally 1000 se-

quences and 23 clusters. The objective is to cluster the sequence according to their genera. 

As seen from table 6, AKC and BP provide more stable and better performance in terms of 

purity P1 and P2 than ROCK and CLARANS. Although ROCK gives the highest purity P2, 

the purity of P1 is the worst of the other three methods. As a result, ROCK does fail to pro-

vide the stable and balanced purities P1 and P2 for genome sequence data. Although 

CLARANS provides the purities P1 and P2 comparable to BP and AKC, the running time 

of CLARANS is worse than AKC and BP. Thus, by considering both running time and 

purities, AKC is the better choice for clustering genome sequence data. 
 

Table 6: Performance of algorithms on Genome sequence data 

Algorithm Purity P1 Purity P2 

ROCK 0.19 0.99 

CLARANS 0.77 0.82 

BP 0.76 0.84 

AKC 0.79 0.77 
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6. CONCLUSIONS 

We propose two clustering algorithms that are particularly suited for vectors in NDDS. 

The algorithm using boundary points presents a way of modifying existing geometrical 

concepts in continuous space to NDDS. The k-cover approach presents a novel technique 

for finding representative points of a cluster. Both these algorithms are optimized for 

run-time by specifically exploiting certain characteristics of data in NDDS. It is observed 

that the k-cover approach is not only faster but is also more robust in the presence of outli-

ers. We have demonstrated the effectiveness of this algorithm over CLARANS and 

ROCKS using both synthetic as well as real world datasets. 
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