
JOURNAL OF INFORMATION SCIENCE AND ENGINEERING XX, XXX-XXX (201X) 

1  

A Fast Learning Agent Based on the Dyna Architecture 

 
YUAN-PAO HSU1  WEI-CHENG JIANG2 

1Department of Computer Science and Information Engineering 
National Formosa University 

Yunlin, 632 Taiwan 
2Department of Electric Engineering 

National Chung Cheng University 
Minhsiung,621 Taiwan 

 
In this paper, we present a rapid learning algorithm called Dyna-QPC. The proposed 

algorithm requires considerably less training time than Q-learning and Table-based 
Dyna-Q algorithm, making it applicable to real-world control tasks. The Dyna-QPC al-
gorithm is a combination of existing learning techniques: CMAC, Q-learning, and priori-
tized sweeping. In a practical experiment, the Dyna-QPC algorithm is implemented with 
the goal of minimizing the learning time required for a robot to navigate a discrete 
state-space containing obstacles. The robot learning agent uses Q-learning for policy 
learning and a CMAC-Model as an approximator of the system environment. The priori-
tized sweeping technique is used to manage a queue of previously influential state-action 
pairs used in a planning function. The planning function is implemented as a background 
task updating the learning policy based on previous experience stored by the approxima-
tion model. As background tasks run during CPU idle time, there is no additional loading 
on the system processor. The Dyna-QPC agent switches seamlessly between real and 
virtual modes with the objective of achieving rapid policy learning. A simulated and an 
experimental scenario have been designed and implemented. The simulated scenario is 
used to test the speed and efficiency of the three learning algorithms, while the experi-
mental scenario evaluates the new Dyna-QPC agent. Results from both simulated and 
experimental scenarios demonstrate the superior performance of the proposed learning 
agent. 
 
Keywords: Reinforcement learning, Q-learning, CMAC, Prioritized Sweeping, Dyna 
Agent 
 
 

1. INTRODUCTION 
 

Reinforcement Learning, or RL for short, is a method where the relationship 
between “states” and “actions” is mapped such that the largest accumulated reward is 
attainable from successive interactions between an agent and its environment. The way 
that the mapping between “states” and “actions” is learned is also called the learning of a 
“policy,” which is a major characteristic of RL [1]. As opposed to the supervised learning 
which learns from externally provided examples, the RL method creates optimal or near 
optimal policy solely from interplays with its environment. Thus, RL has become a 
powerful tool for solving complex sequential decision-making problems in various areas 
[6-14]. 

RL policy can be “trained” by using a series of random “trial-and-error” searches 
through the problem space, however, a considerable length of time may be required 
before the policy converges upon an optimal solution. This weakness has prevented RL 
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from being widely applied in real-time, real-world applications. Several methods have 
been proposed to speed up the learning process such as the Dyna algorithm, prioritized 
sweeping, and so forth [2] [3].  

Solving the problem of a complex system which has a large number of variables is 
difficult because of the heavy computational burden involved in calculating the values of 
all the various transition probabilities. This phenomenon is known as the “curse of 
modeling.” For dealing with this, there have already many methods been presented such 
as neural networks [20], system identification methods [21], probabilistic methods [22], 
decision tree [24], CMACs [5], and so on.  

In addition, there is an exponential increase in complexity associated with more 
state variables added for a rather big task with bigger problem space, so that 
manipulating or even storing the related elements of the value function becomes 
unmanageable. This is called the “curse of dimensionality [19].”  

Dyna architecture is one of the most representative algorithms among model-based 
reinforcement learning algorithms. But the orginal concept of the Dyna didn’t pay much 
attention on how the structure is implemented [2]. In order to realize the Dyna concept, 
the combined architectures of the Dyna and Q-learning were proposed where the 
Q-learning is in charge of the policy learning and a lookup table of the historical record 
of state-action transitions is built to present the system with a brief model [25-27]. We 
call this kind of architecures as the Table-based Dyna architecture. 

In this research, we attempt to address the “curse of modeling” problem by 
improving the Table-based Dyna architecture. We will propose a Dyna like agent called 
Dyna-QPC which embraces the following techniques: (1) CMAC [4], (2) Q-learning [5], 
and (3) prioritized sweeping [3]. The architecture of the proposed agent employs a 
CMAC model to mimic the learning process and thus solve the “curse of modeling” 
problem to some degree. The Q-learning algorithm, a well known model-free algorithm, 
is used for policy learning, while the prioritized sweeping method is used to assess 
whether a particular state-action pair should be stored in a prioritized queue containing 
influential state-action pairs. Each state-action pair is associated with a Q-value which 
gives the desirability of choosing an action in that state. During execution, the agent 
retrieves these influential state-action pairs and updates their corresponding Q values to 
speed up the policy learning. 

The Q-learning algorithm searches a real environment and gains real experiences 
which can be assembled into a Markov chain. The CMAC concurrently collects these 
real experiences and builds a model which approximates the Markov chain. Both forward 
state transitions (current state to future state) and backward state transitions (current state 
to previous state) are approximated by the CMAC. The Markov chain is vital for 
performing prioritized sweeping and updating Q-values. 

The major advantage of the proposed Dyna-QPC agent is that it is able to explore 
the environment and learn through trial-and-error, while spending considerably small 
amount of training time. This is achieved by through an effective combination of CMAC 
and prioritized sweeping for the learning process in the agent. In this way, the Dyna-QPC 
agent retains all the benefits of a model-free method and yet also has advantages 
associated with a model-based method. 

In this paper, we discuss the components of the architecture of the learning agent in 
Section II. The proposed architecture is described in Section III. In Section IV the 



 

 

3

 

performance of different learning algorithms under simulated conditions is demonstrated 
before presenting the results of an experiment using our Dyna-QPC learning agent. 
Finally, conclusions terminate the paper. 

2. BACKGROUND 

2.1 MDPs 
A reinforcement learning task satisfying the Markov property is called a Markov decision 

process or, MDP in short. A particular finite MDP is defined by its state and action sets and by the 
one-step dynamics of the environment. Given any state and action, s and a, the transition probabil-
ity of each possible next state, s’ is p(s’| s, a). Also, the expected reward of executing action, a, in 
current state, s, transiting to next state, s’, is r(s, a, s’). The objective is to find a policy which at 
time step t selects an action at given the state st and maximizes the expected discounted future cu-
mulative reward, or return: rt + γrt+1 + γ2rt+2 +..., where γ  [0, 1] is a factor called discount rate. 
MDPs have been used extensively in stochastic control theory of discrete-event systems [15] [16]. 

 
2.2 Q-Learning 

A breakthrough in the development of RL was the formalization of the Q-learning 
algorithm, which has been characterized as a model-free algorithm. Thus, Q value is 
learned in order to estimate its best value Q* based on the values of optimized 
state-action pairs. The corresponding Q value is updated by: 

 
   

'

( , ) ( , ) (  max ( ', ') ( , ))
a

Q s a Q s a r Q s a Q s a                (1) 
 

where  is the learning rate. The pseudo code of the Q-learning algorithm is shown in Fig. 
1. Eventually this algorithm has been shown to converge to Q* with probability 1. How-
ever, the drawback is that it might take a long period of time to interact with the envi-
ronment to solve any given problem. 
 

Fig. 1 Q-learning algorithm 
 
2.3 CMACs 

Cerebella Model Articulation Controllers (CMACs) can learn to estimate the output 
of a function of interest by referring to a look-up table which stores a set of synaptic 
weights. The corresponding output is derived by summing up some of these synaptic 

Initialize Q(s, a), arbitrarily 

Repeat (for each episode): 

Initialize s 

Repeat (for each step of episode): 

Choose action a; from s using policy derived from Q (e.g. -greedy) 

Observe resultant state, s’, and reward, r 

'
( ,  ) ( ,  ) ( max ( ',  ') ( ,  ))

a
Q s a Q s a r Q s a Q s a      

s  s’ 

Until s is terminal 
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weights. By a fine-tuning process of the weights, the relationship between inputs and 
outputs of the function can be approximated by the CMAC. A typical CMAC is charac-
terized by a series of mappings as shown in Fig. 2. The data flow is a sequence of map-
ping S  C P  O, where S, C, P, and O stand for the input state, conceptual memory, 
actual memory, and output, respectively. The overall mapping of S  O can be repre-
sented by O = h(S) [17]. 

Fig. 2 CMAC architecture 
 

As shown in (2), the output uj corresponding to the j-th input of x is computed by 
summing the weights stored in the activated physical memory cells 
 

                                    (2) 
 
The weight of the indexed cell Wji is updated according to the minimization of the error 
between the desired output value ydi and the summation of activated memory cell values 
Wjxj, or uj, based on the scale of: 
 

                                    (3) 
 
where Wjxj is the actual output relative to the j-th input of x; ydj is the desired output; η is 
the learning rate which is in the range of (0, 1]; R is the number of activated memory 
cells; i = 1, 2, …, R; Wj = [Wj1, Wj2, …, WjR]. 

As can be seen, the CMAC has properties of local generalization, rapid computation, 
function approximation, and output superposition. This structure facilitates model ap-
proximation by collecting real experience through interaction with the world to build a 
virtual world model. 
 
2.4 Prioritized Sweeping 

As mentioned in Section 1, the Dyna algorithm uses state-action pairs to update its 
Q values during the time interval between interactions with the real world. However, all 
state-action pairs are not equal in their importance. The Q value indicates the degree of 
the effect of a state-action pair. Also, the preceding state-action pairs to those that have 
had a large effect in the past are also more likely to have a large effect in the future. So, it 
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is natural to prioritize the updates according to a measure of their urgency, and this is the 
idea behind the prioritized sweeping algorithm, as shown in Fig. 3 is the pseudo code. 

Fig. 3 Prioritized sweeping algorithm 
 

The key problem in prioritized sweeping is that the algorithm relies on the assump-
tion of discrete states. When a change occurs in one state, the method performs a compu-
tation on all the preceding states that may have been affected. However, it is not explic-
itly pointed out how these states could be identified or processed efficiently [2] [23]. In 
this paper, we use the CMAC to approximate the model and contend with this difficulty. 
The effect of this approximation process is that when an action executed on a state causes 
a great many variation of its Q value, all the affected states (backward and forward) are 
retrieved from the CMAC. 
 
2.5 Dyna Architecture 

Fig. 4 shows the general architecture of a Dyna agent in [1] [2]. The central bold 
arrows represent the interaction between the agent and the environment. This creates a 
set of real experiences. The left dash arrow in the figure represents the agent’s learning 
policy. The value function is updated from direct Reinforcement Learning (RL) derived 
from the agent’s interaction with the environment. The process of retrieving simulated 
experience from the model is shown by the search control arrow. The model is built 
based on real experiences that are recorded on a memory table that can also be retrieved 
to represent simulated experiences. The planning update function updates the policy from 
simulated experiences. Fig. 5 shows the pseudo code used in the implementation of the 
Dyna-Q algorithm which we call it as “Table-based Dyna-Q architecture” in this paper. 

The Table-based Dyna-Q learning and planning are accomplished by the same algo-
rithm; real experience is used for learning and simulated experience for planning. But, in 
Fig. 5, we have identified two weaknesses in the method of planning update. Firstly, in 
step (f), that the planning update chooses a state-action pair randomly from a table of 
observed state-action set is inefficient. Since, the experienced state-action pairs increase 

Initialize Q(s, a), Model(s, a), for all s, a, and PQueue to empty 

Do forever: 

(a) s  current (nonterminal) state 

(b) a  policy(s, Q) 

(c) Execute action a; observe resultant state, s’, and reward, r 

(d) Model(s, a)  s’, r 

(e) p  |r + γmaxa’Q(s’, a’) – Q(s, a)|. 

(f) if p >θ, then insert s, a into PQueue with priority p 

(g) Repeat N time, while PQueue is not empty: 

s, a  first(PQueue) 

s’, r  Model(s, a) 

Q(s, a)  Q(s, a) + β(r + γmaxa’Q(s’, a’) – Q(s, a)) 

Repeat, for all s, a predicted to lead to s: 

r  predicted reward 

p  |r +γmaxaQ(s, a) – Q(s, a)| 

If p >θthen insert s, a into PQueue with priority p 
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following the learning progress making it difficult to target the most influential 
state-action pairs to be retrieved for update. Secondly, a virtual model is demanded in 
order to provide the predecessor and successor of any state-action pair used in the plan-
ning update.    

Fig. 4 General Dyna architecture 
 

Fig. 5 Table-based Dyna-Q algorithm 
 

These weaknesses are addressed in this paper. Firstly, in step (f) instead of choosing 
state-action pairs randomly, we should directly access the most influential state-action 
pairs and use them for the planning update. To this regard, the idea of prioritized sweep-
ing is adopted to locate the most influential state-action pairs and organize them into a 
priority queue. The highest priority state-action pair has the greatest chance of being 
chosen for the update. By this, the planning update can be efficiently speeded up.  

Secondly, a virtual model providing the system with forward and backward tracea-
ble state-action pairs should be built up. The CMAC structure is one of the best candi-
dates to be utilized to model the environment. In turn, a CMAC-Model for forward trac-
ing the successors and a CMAC-R for backward tracing the predecessors, of previously 
influential state-action pairs are developed. 

Initialize Q(s, a), Model(s, a), for all s, a 

Do forever: 

(a) s  current (nonterminal) state (direct RL update) 

(b) a  -greedy(s, Q) 

(c) Execute action a; observe resultant state, s’, and reward, r 

(d) Q(s, a)  Q(s, a) + β(r + γmaxa’Q(s’, a’) – Q(s, a)) 

(e) Model(s, a)  s’, r   (assuming deterministic eniv.) 

(f) Repeat N time, (planning update) 

s  random previously observed state 

a  random action previously taken in s 

s’, r  Model(s, a) 

Q(s, a)  Q(s, a) + β(r + γmaxa’Q(s’, a’) – Q(s, a)) 
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3. PROPOSED ARCHITECTURE 

3.1 The CMAC-Model 
As mentioned in section 2.5, a forward and backward traceable model is required to 

amend the weaknesses of the Table-based Dyna-Q. The CMAC-Model shown in Fig. 6 is 
used to model the system environment for the forward tracing. The model maps the cur-
rent state-action pair (s, a) obtained from input values (s’, r), where s’ is the successor 
state and r the immediate reward in memory. These memory values are modified based 
on the error between actual output and desired output. 

 

Fig. 6 CMAC-Model architecture. 
 

The CMAC-Model is a virtual representation of the real world and provides the 
system with a simulated environment. The input of the CMAC-Model is dynamically 
generated by successively retrieving a series of state-action pairs (s, a) from a queue, 
which in turn is constructed by the prioritized sweeping algorithm. The CMAC-Model 
outputs a series of corresponding (s’, r) pairs for the planning update function. Fig. 7 lists 
the algorithm in which  represents learning rate of the CMAC-Model and c represents 
the number of memory cells per (s, a) pair. 

 

Fig. 7 CMAC-Model algorithm 
 

3.2 CMAC-R Model 
The CMAC-R is to model the environment for the purpose of providing a backward 

Clear memory, ws,a(F) = 0, where s  states, a  actions, F CMAC-tiles 

Do forever: 

(a) If model learning: (s, a)  environment 

else:           (s, a)  first(PQueue) 

(b) F= features(s, a)              (hit memory in CMAC) 

(c) (s’, r) = sum(F)                            (output) 

(d) If model learning:       (update contents of hit memory) 

ws, a(F) = ws, a(F) +  /c[desired(s’, a) – actual(s’, a)] 

(e) go to (a) 
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tracing model. It should be aware that when the agent interacting with the environment it 
may produce an endless cyclic sequence path as Fig. 8 shows. For simplicity the sub-
script in the figure denotes the time step only. For instance, a robot at state sn executes 
action an, say turn right, transiting to state sn+1, then executes action an+1, say turn left, 
consequently the robot goes back to the original state sn. If the inverse model 
approximator uses only state si as its input, the backward tracing sequence would be like 
sn+2  (sn, an+2); sn  (sn+1, an+1); sn+1  (sn, an); sn  (sn+1, an+1), meaning that the 
backward tracing traps the robot in a cyclic path sn  (sn+1, an+1), sn+1  (sn, an) as illus-
trated in Fig. 8. The state-action pair, (sn-1, an-1), is never backward traceable from state sn. 
Hence, in our design the CMAC-R Model concatenates state s, and action a, and uses this 
as its input in order to cope with an environment which may contain a cyclic path. This 
confirms the return of the correct preceding value. 

Fig. 8 Cyclic path 
 

The architecture and algorithm of the CMAC-R Model is the same as the 
CMAC-Model (Fig. 6) except that the output (s’, r) is replaced by (s, a) which stands for 
the predecessor of the input state-action pair, (s, a).  

Fig. 9 Proposed Dyna agent architecture 
 

3.3 Dyna-QPC Architecture 
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The proposed Dyna-QPC agent architecture is illustrated in Fig. 9. In the design, a 
CMAC model is employed to implement the learning function and the prioritized 
sweeping algorithm for search control. To train the Q-learning algorithm, data acquired 
from the agent’s interaction with the real environment is used. Simultaneously, a CMAC 
model is approximating the environment using the same data. The CMAC environment 
model provides the Q-learning algorithm with virtual interaction experience in order to 
update the Q-learning policy and value function. This is achieved during the time interval 
when there is no interplay between the agent and the real environment. The agent 
switches seamlessly between real and virtual environment models, a strategy which 
greatly reduces the overall learning time.  
 

Fig. 10 Dyna-QPC algorithm 
 

The Dyna-QPC algorithm is depicted as the flowchart in Fig. 10. The main differ-
ence between our design and the Table-based Dyna-Q is that the planning update func-
tion is not achieved by randomly retrieving previously observed state-action pairs. In-
stead a queue is used to record influential state-action pairs. If the variation of a 
state-action pair’s Q-value (p in Fig. 3), exceeds a threshold value θ, the state-action pair 
is inserted into the queue with a priority determined by its p value. Therefore, the agent 
can always access a state–action pair with the potential of providing the greatest im-
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provement to its policy during the planning update process. 
Furthermore, the prioritized sweeping method does not specifically denote how to 

trace predecessor states from any given state. Actually, this is a model learning problem 
and has been investigated extensively by using a variety of methods. We use the CMAC 
structure to solve this model learning problem as mentioned in previous sections. 

4. SIMULATIONS AND EXPERIMENTS 

4.1 Simulated Environment 
In the simulations, a virtual structural space is constructed in which a differen-

tial-wheeled mobile robot can move around. The robot learns an optimal or near optimal 
policy that can lead the robot to the goal in as few steps as possible without bumping into 
any obstacles in the space. The Q-learning, Table-based Dyna-Q, and Dyna-QPC algo-
rithms are applied to this task.  

 
 Structural Space 

The structural space was an 8 meter by 8 meter flat space surrounded by walls. The 
goal was located at the center of the space and surrounded by obstacles as shown in Fig. 
11. The robot had to learn to avoid contact with the walls and obstacles in accordance 
with its sensory data and successfully reach the goal.  

 
 The Differential-drive Robot 

A simulated robot with a length of 60 cm and a width of 50 cm was equipped with 
16 sonar sensors and a portable GPS navigation system, as illustrated in Fig. 12. The so-
nar sensors had a detection range from 1 cm to 200 cm. Robot walking distance for each 
action command was about 25 cm. The GPS system was used to locate the planar coor-
dinates, (x, y), and the angle, θ, of the robot in the space.  

The concatenated data, s = {x, y, θ, Sonar}, from the sonar sensors and the GPS 
system represents the aforementioned state, s. The robot had four actions: forward, 
backward, turn right, and turn left. The four positioning data elements x, y, θ, and Sonar 
were encoded by 5, 5, 4, and 4 binary bits respectively. Hence, the input state, s, was 
represented by an 18 bit binary number, meaning that the possible states would be 218 = 
262,144. This is quite a large number of possible states from the viewpoint of learning 
from scratch.  

Fig. 11 8m x 8m simulation space. 
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Fig. 12 Differential-drive mobile robot 
 

4.2 Simulations 
The learning agent was implemented using each of the three learning algorithms. 

Each implementation was simulated in 40 training sets. A training set included 200 epi-
sodes. An episode was terminated under one of two conditions; either the robot reached 
the goal or the robot exceeded 5000 steps. Once the episode was terminated, the robot 
commenced another episode from a randomly assigned starting position. Each average 
number of steps taken by the robot in each episode of a training set was recorded for 
comparison.  

 
 Q-Learning Algorithm  

For the Q-Learning algorithm, in order to reduce the possibility of the policy con-
verging on any local optimum during simulation, the exploration rate  was set to 1% 
(-greedy). The reward signal was set as follows: r = -100 when bumping into the walls 
or obstacles; r = 100 when reaching the goal; r = -1 otherwise. The reason for setting r to 
-1, when the robot is neither in contact with an obstacle nor the goal, is to increase the 
possibility of choosing a previously untried action when the robot finds itself at the same 
state at a later training stage.  and  were both set to 0.9 in the simulation.  

 
 Table-based Dyna-Q Agent 

The Table-based Dyna-Q agent performs learning by storing every state-action pair 
that the system has experienced in a memory table and then randomly retrieving 
state-action pairs from the table during execution of the planning update function. 
 
 The Dyna-QPC Agent  

The Dyna-QPC agent used the same Q-learning algorithm as the Table-based 
Dyna-Q agent, but the method employed for training the model and the planning update 
function was modified. The CMAC-Model and the CMAC-R-Model were included as 
approximators for model learning. The CMAC structure using 16 tiles was used for map-
ping system inputs and outputs. The CMAC-Model converted the input (s, a) into output 
(s’, r), whereas the CMAC-R- Model converted the same input to output (s, a). The 16 
tilings correspond to parameter c in step (d) of Fig. 7, implying that for each input 
(state-action pair) the CMAC used 16 memory cells to store the related one-sixteenth 
output. A  value of 0.999 was used in the simulation. 
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4.3 Discussion of Simulation Results 
Fig. 13 depicts the average number of steps for the robot taking to arrive at the goal 

using each of the three learning algorithms. Each learning episode was composed of 40 
individual training sets. The three learning curves represent simulated results obtained 
from using the Q-learning, Table-based Dyna-Q and Dyna-QPC algorithms. The plan-
ning number is the number of retrieved state-action pairs taken from PQueue for the 
planning update function, in the simulation, this planning number was set to 5. 

The proposed Dyna-QPC agent is considerably faster than both the Q-learning and 
the Table-based Dyna-Q agents. For example, the Dyna-QPC reached the goal within 
500 steps after about 50 training episodes. For the same number of training episodes, the 
Table-based Dyna-Q agent took about 1000 steps to reach the goal. That is about twice 
the number of steps taken by the Dyna-QPC agent. The Q-learning algorithm was unable 
to reach the goal in this simulation, even after 200 training episodes. 

The simulation was conducted by using a sampling interval of 0.192 seconds. The 
simulation results reveal that the robot took 1.6 seconds to traverse 500 steps to accom-
plish the task. Table 1 summarizes the learning time required for each of the robot navi-
gation algorithms. The data in Table 1 indicate that the proposed Dyna-QPC learning 
architecture is capable of achieving optimal results more rapidly than the other two 
methods.  

Fig. 13 Simulation results 
 

Table 1 Training time for Q, Table-based Dyna-Q and Dyna-QPC 
Method Training Time 

Q-learning Unable to meet conditions 

Table-based Dyna-Q 32193 seconds  8.9 hours 

Dyna-QPC 18618 seconds  5.2 hours (41% faster than Table-based Dyna-Q ) 
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4.4 The Experiment 
The experimental system comprises a differential-wheeled mobile robot, called 

UBot, which is equipped with a gyro, a notebook computer, and a Cricket indoor posi-
tioning system, as illustrated in Fig. 14. The Dyna-QPC agent was implemented and used 
to control the Ubot. The gyro provides the system with the robot orientation. The Cricket 
system gives the robot planar coordinates in the working space. Cricket is an indoor loca-
tion system and provides accurate location information between 1 cm and 3 cm [18]. 

Fig. 14 Experiment system architecture 

Fig. 15 Experiment workspace alignment and installation 
 
The most common way to use Cricket is to deploy actively transmitting beacons on 

the walls and/or the ceiling around the workspace, and then attach listeners to host de-
vices whose location needs to be monitored. Hence, the Cricket listener is mounted on 
the mobile robot and the Cricket beacons are deployed on the walls of the workspace. Fig. 
15 displays the deployment of the Cricket beacons and the experimental workspace in-
stallation and alignment. There were some differences between the simulated and the 
experimental workspace as tabulated in Table 2. 

In our experiment,  = 0.1 was set. State, s = {x, y, θ, IRs}, was encoded to be {3-bit, 
3-bit, 4-bit, 3-bit} which meant that there were 8192 possible states in the state space.  
and  were the same as in the simulation. The CMAC used 16 memory tilings to store the 
related one-sixteenth output.  
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4.5 Discussion of Experimental Results 
The experiment consisted of 5 training sets, each of which has 20 training episodes. 

A training episode was terminated under one of two conditions: either the robot reached 
the goal or the robot exceeded 200 steps. The average number of steps taken by the robot 
during each training episode was used to calculate the average for each training set. 
Fig.16 presents the experimental results in that the sampling interval was set to 0.192 
seconds. The total time required for the agent to learn an optimal policy was 1.12 hours 
or 2019 steps. Following this initial training period, the agent was able to navigate the 
robot from any starting position in the workspace to the goal in about 50 steps or 1.6 
minutes. Some snapshots of one of the training episodes are presented in Fig. 17. 

 
Table 2 Differences between simulation and experimental conditions 

 
 
 
 
 
 
 
 

Fig. 16 Experimental results using Dyna-QPC 

5. CONCLUSION 

The paper has developed a rapid learning algorithm, Dyna-QPC, to overcome the 
difficulty caused by the original Q-learning algorithm, which could not train the robot to 
reach its goal within an acceptable time limit. In Dyna-QPC, the CMAC technique has 
been adopted as a model approximator. CMAC takes as its input a state-action pair, (s, a), 
and outputs a successive state-reward pair, (s’, r), and a predecessor state-action pair, (s, 
a). The search control function uses the prioritized sweeping technique to retrieve rele-
vant state-action pairs. The Dyna-QPC agent retrieves these influential simulated expe-
riences and performs the planning update during the time period between agent direct RL 

  Simulation Experiment 

Workspace 8m x 8m 4.3m x 3.2m 

Robot Pioneer (simulation) Ubot 

IR sensor 100 cm 30 cm 

Coordinate GPS Cricket 

Angle GPS Gyro 

State 262,144 8192 



 

 

15

 

update. The simulation and experiment results demonstrate the performance of our de-
sign is superior in terms of learning time when compared to both the original Q-learning 
method and the Table-based Dyna-Q method.  
 
 
 
 
 
 
 
 
 

(a) (b) 
 
 
 
 
 
 

 
 

(c)                   (d) 
Fig. 17 Snapshots of one episode (a) start, (b) one-third of the episode, (c) two-thirds 

through the episode, (d) end. 
 

It is worth noting that by incorporating the CMAC into the Dyna-QPC agent, two 
problems can be solved. Firstly there is a computational cost down advantage and sec-
ondly we can recognize and resolve cyclic paths, as described in sub-section 3.2. One 
limitation must be addressed before the proposed method can be applied to real-world 
tasks is that the sensory data describing the robot’s state should be reliable. However, the 
Cricket system can provide accurate robot position information only when the robot is 
stationary. The more the robot is moving around, the less accurate the position data of the 
robot is obtained from Cricket. This retards the motion of the robot and seriously jeop-
ardizes the goal of reducing learning time. The agent has to wait for stable position data 
to be received from Cricket before it can transmit the next action command to the robot. 

Nevertheless, the experimental results of the Dyna-QPC agent, as shown in Fig. 16, 
pay homage to the efficacy of our design. The agent took about 1.12 hours of training, 
and after that it was able to guide the robot to the goal within 1.6 minutes from any start-
ing location in the experiment workspace. The reduced learning time is further supported 
by the simulation results and demonstrates that the Dyna-QPC agent can significantly 
shorten the distance between the lab experiment and real-world application. 
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