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Both physical disk failure and logical errors may cause data loss for enterprise ap-

plications. It is imperative to adequately detect anomalous events and identify malicious 

activity that would affect Cloud users' data assets. It is therefore becoming increasingly 

important for RAID-based storage systems to be able to track data changing of any 

point-in-time and to provide Continuous Data Protection (CDP). We propose a novel hy-

brid RAID6 architecture, referred to as, HR6TAP, which is able to provide block level 

data changing information for detection and subsequent analysis of incidents and to re-

cover data from both arbitrary two concurrent disk failures and logical errors. We devel-

oped three flavors of HR6TAP, that is, HR6TAP-RL/SL/ML, which have their own 

characteristics. Extensive trace-driven evaluations by using DBT-2 and file system 

benchmarks demonstrate that the proposed HR6TAP scheme outperforms existing 

HDD-based or SSD-based RAID6 in terms of performance, energy efficiency, failure 

recovery ability and reliability. 

 

Keywords: Redundant arrays of independent disks, solid state drive, hard disk drive, 

performance evaluation, reliability analysis  

1. INTRODUCTION 

With the rapid development of technology, more and more prominent difference in 

performance between the CPU and Hard Disk Drive (HDD), the HDD-based storage 

system performance has gradually become the performance bottleneck of the whole sys-

tem. HDD capacity is currently in the growth rate of 60%, but the HDD seek time, rota-

tional latency and other performance parameters are only in the growth rate of 10% per 

year [1]. Now, in the market, the fastest HDD average seek time is 2 ms to 4 ms. For a 

random access application, a 4 ms seek time HDD at most can only handle 250 requests 

per second, while the ordinary CPU can handle billions of instructions per second. This 

imbalance has a serious impact on system performance and makes the underlying pro-

cessor wait for a long time, thus affecting the overall response time. In addition, address-

ing the I/O performance bottlenecks is not only for improving the performance of the 

system but also is very important to improve the system’s energy efficiency. Compared 

with HDD which suffers high latency of random accesses due to slow mechanical posi-

tioning nature, Solid State Drive (SSD) is based on semiconductor flash memory chips 

and provides much higher random read performance and lower power consumption than 
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HDD. 

By using multiple disks to form a larger logical disk device, RAID (Redundant Ar-

ray of Independent Disks) [2] technology takes advantage of parallel I/O and redundancy 

to improve system performance, reliability and capacity of disk storage system. Intro-

ducing SSD into RAID architecture is likely promising to improve performance of ran-

dom accesses and build high performance, highly reliable storage system. However, for 

SSD, random write is indeed a critical problem to both performance and lifetime, which 

restricts SSDs’ widespread acceptance in datacenters [3]. Also, flash memory periodi-

cally conducts garbage collection which affects foreground user accesses [4]. Finally, 

flash memory lifetime is limited [5], [6], [7]. 

Today, data is becoming core asset for enterprise business. As in any Cloud service 

integration, the CSP (Cloud Service Provider) will need to determine the appropriate 

logging required to adequately detect anomalous events and identify malicious activity 

that would affect customer data. Both physical disk failure and logical errors such as 

software error, user abuse and virus attacks may result in data lose or unavailable. In ad-

dition, these failures become normal rather than the exception in large scale datacenter. It 

is therefore becoming increasingly important for disk array (e.g. RAID 6) to be able to 

adequately reflect data changing and to recover data to any point-in-time when physical 

failure or logical error occurs. 

Traditionally, logs access statistics system (hereinafter referred to as the log system) 

collects quantifiable data and reports the process of operations (here refers specifically to 

write operations) in many ways, such as, access logs, error logs, audit logs, and perfor-

mance logs. By analyzing the log system, people can extract the users’ operations for 

data and easily analyze the currently operating behaviors. Most of log systems work at 

application level in current enterprise application environments. But in the actual opera-

tion of the process, Cloud users (e.g. datacenter resource manager, especially data man-

ager) hope to see some of the characteristics of the block level. So CSPs require provid-

ing some flexibility, applicable to block level log system for user reference. 

Although, RAID can tolerate one or more hard disk error (RAID 4/5/6), RAID does 

not support for undo/redo operation. If storage system is attacked by virus, or if people 

have written data by mistake, storage system require to use undo operation to gradually 

come back to an earlier storage state, and resume from there. Redo operation allows sys-

tem to reapply the write that have been undone. Continuous Data Protection (CDP) [8] 

continuously captures the history of block level writes to storage, thereby allowing the 

storage state to be potentially reverted to any previous point-in-time. Because RAID is 

only able to recover from physical disk failure to the time point when the disk fails, we 

are motivated to combine RAID and CDP functions in an integrated SSD and HDD hy-

brid disk array for providing enhanced performance, energy saving, fault tolerance and 

undo/redo operations for storage system. 

In this paper, we propose an architecture referred to as HR6TAP: a novel Hybrid 

RAID6 architecture providing Tracking to Any Point-in-time, specifically for enterprise 

applications. HR6TAP consists of two functional modules of RAID6 and CDP. Several 

SSDs and part of two HDDs form RAID6 where the data disks are SSDs and the parity 

disks are HDDs. Other HDDs are organized as JBOD (Just a Bunch Of Disks) region and 

used as CDP region in which only one HDD is active to receive sequential block-log 

writes with time stamp. The free space of the parity disks is used as logging disks (re-



 

  

ferred to as logging region) of whole system to absorb writes and extend lifetime for SSD. 

The content of the logging region is also synchronously recorded to the active disk of 

CDP region, and will be used to recover from parity disks failure. 

HR6TAP stores both data blocks and time-stamped block-logs of data blocks and is 

able to track or recover data quickly to any point-in-time by tracing back the history of 

block-logs. Leveraging hybrid management of SSDs and HDDs, proposed HR6TAP effi-

ciently improves performance, availability and reliability with low power consumption 

because most read requests are serviced by SSDs and write requests are conducted in a 

sequential way on HDDs. 

We have also implemented a full-fledged prototype of HR6TAP module at the block 

device level and carried out extensive performance measurements by using DBT-2 run-

ning on MySQL and PostgreSQL databases, and file system benchmarks running on 

Windows and Linux systems. This is one of the significant contributions of this paper as 

it demonstrates a working prototype system. Our experiments conclusively demonstrate 

that HR6TAP not only significantly outperforms either HDD-based or SSD-based 

RAID6 with copy-on-write (COW) snapshot, but also tracks data changing and recovers 

data to any point-in-time very quickly upon a failure. 

This paper makes the following specific significant contributions: 

 We propose a new RAID architecture, HR6TAP, which makes full use of respective 

advantages of SSDs and HDDs (HDDs are used as parity disks, logging and CDP disks, 

SSDs are used as data disks of RAID6) to effectively exploit the high sequential-write 

performance and no finite number of writes of HDDs, and random-read performance 

and energy efficiency of SSDs. 

 We implement a complete working prototype of HR6TAP in the Linux software RAID 

system. From an architecture perspective, HR6TAP is complementary to RAID in the 

sense that HR6TAP protects data both in the dimension along an array of physical 

SSDs/HDDs and in the dimension along the time sequence. 

 We conduct comprehensive experiments on our prototype implementation to evaluate 

the HR6TAP performance. The results conclusively demonstrate that HR6TAP im-

proves the energy efficiency, reliability and performance significantly. At the same time, 

HR6TAP is shown to provide tracking data changing and timely recovery to any 

point-in-time. 

The rest of this paper is organized as follows. Background and other related work 

are presented in Section 2. We describe the architecture and design of HR6TAP in Sec-

tion 3. We present the performance evaluations in Section 4. And we conclude this paper 

in Section 5. 

 

 

2. BACKGROUND AND OTHER RELATED WORK 

Unlike mechanical HDDs, SSDs are made of silicon NAND flash chips and have no 

mechanical moving parts. SSDs promise to address the technical issues which legacy 

HDD based storage devices have suffered from, such as, energy consumption, acoustics, 

bandwidth, IOPS (Input/Output Operations Per Second) [9]. SSD-based RAID is more 



 

  

cost-efficient than PCIE SSD in terms of capacity per dollar and bandwidth per dollar [5]. 

Despite SSD’s high energy efficiency and high random-read performance [10], there are 

some unusual limitations of SSDs. For example, for RAID levels that offer parity redun-

dancy, the parity update operations for small writes exacerbate the flash wear-out prob-

lem due to the additional and concentrated erase-before-write operations that occur in the 

parity blocks [11, 6]. The poor performance of small writes to SSD will aggravate the 

write performance for the parity-based disk arrays. Thus, the overall I/O performance and 

reliability of the SSD-based RAID will be affected [12]. 

Replacing a HDD with a SSD is the single most effective way to improve applica-

tion launch performance [13]. Also, in datacenters, storage subsystems are a major con-

tributor to the power consumption. For a typical datacenter, the HDD-based storage sys-

tem can consume 27% of the total energy and this fraction tends to increase rapidly as 

storage requirements rise by 60% annually [14]. The burst and clustering characteristics 

of the I/O workload make people to reconsider the designing of the storage systems [15]. 

Idle time slots have been exploited to improve performance, reliability, or energy effi-

ciency of storage systems [16]. 

By using a HDD as a write cache for an SSD, Gokul Soundararajan et al. [17] pro-

posed a hybrid storage device. The hybrid design reduces writes to the SSD while retain-

ing its excellent performance by maintaining a log-structured HDD cache and migrating 

cached data periodically. Our HR6TAP is also a hybrid SSD/HDD storage system but 

targets at disk array not a single SSD. Through write-regulation and fragmentation bust-

ing mechanisms, HybridStore [18] provided capacity planning technique and improved 

performance/lifetime during episodes of deviations from expected workloads. By moni-

toring I/O access patterns at runtime, Hystor [19] manages both SSDs and HDDs and 

achieves a performance improvement. HybridStor and Hystor are orthogonal and com-

plementary to our work and can be easily embedded in it to further improve the reliabil-

ity and performance of enterprise-level storage systems. Yang et al. proposed a new hy-

brid storage architecture based on data-delta pairs to improve I/O performance [20]. In 

the iTransformer [21] work, the authors used SSD to improve disk scheduling for 

high-performance I/O. Unlike the aforementioned methods, the design of HR6TAP is 

based on the RAID architecture. Therefore our solution does not require high speed 

computation of CPUs, nor does it seek to use the SSD as buffer. Instead, it logs the data 

in HDD for the live request streams dispatched to the RAID6. For I/O-intensive work-

loads, the approach taken by HR6TAP allows the hybrid RAID6 to be used more 

cost-effectively. 

The RAID6 architecture provides very high reliability and is playing an increasingly 

important role in modern storage systems. However, its high write penalty, because of 

the double-parity-update overheads upon each write operation, has been a persistent per-

formance bottleneck of the RAID6 systems. As discussed in the previous paragraphs, a 

logging architecture is effectively and fully tapped to optimize the performance and en-

ergy efficiency of storage systems. Also, synchronous small writes play a critical role in 

the reliability and availability of file systems and applications that use them to safely log 

recent state modifications and quickly recover from failures [22]. Jin et al. [23] proposed 

a log-assisted RAID6 architecture, called RAID6L, to boost the write performance of the 

RAID6 systems. RAID6L integrates a log disk into the traditional RAID6 architecture, 

and alleviates its write penalty by simplifying the processing steps to service a write re-



 

  

quest. Different from RAID6L, HR6TAP does not require a dedicated disk used as a log 

disk, moreover, HR6TAP-ML provides a mirrored logging region to avoid log-data loss. 

Using the logging technique to optimize RAID performance has been well studied. 

Parity Logging [24] logs the parity updates to overcome the small-write problem of 

RAID5. Menon [25] proposed exploiting this notion to improve RAID5 performance for 

write requests by turning logically random write requests to physically sequential ones. 

Logging RAID [26] bundles small writes into large RAID5 stripes using a small 

non-volatile memory buffer, thus solving the small-write problem of RAID5. Parity Log-

ging and Logging RAID are based on the RAID5 architecture. GRAID [27] and RoLo 

(rotated logging) [15] combine RAID10 and the logging technique to spin down about 

half of the disks in the normal mode to improve energy efficiency. Our work is closely 

related to HPDA [12]. The difference between them is that HPDA focuses on RAID4 

system and requires a dedicated log disk and part space of the log disk is wasted. More-

over, HPDA cannot provide CDP function. Our proposed HR6TAP also focuses on 

evaluating the new CDP features. 

Storing important data with CSPs comes with serious security risks, which may 

happen due to bugs, crashes, operator errors, or misconfigurations. Furthermore, mali-

cious security breaches can be much harder to detect or more damaging than accidental 

ones [28]. With the rapid advances in Cloud computing coupled with the maturity of 

RAID technology, data damage and data loss caused by human errors, virus attacks, 

software defects, power failures, or site failures have become more dominant [29]. Cur-

rent RAID architecture cannot protect data from these kinds of failures because damaged 

data are not limited to one or two disks. Backups and snapshots techniques protecting 

data from the above failures are mainly at stated intervals. These techniques usually take 

a long time to recover data [30]. In addition, data between backups are vulnerable to data 

loss [29]. 

So, in any enterprise applications, the CSP will need to determine the appropriate 

logging required to adequately detect anomalous events and identify malicious activity 

that would affect customer data. Currently, in datacenter, there are many log types in 

operation system level or application level, such as error logs, audit logs, and perfor-

mance logs. However, the existing logging information is not sufficient, additional log 

sources, e.g. block level I/O operations, have to be collected. So the dynamic (block level) 

data changing should be adequately reflected in the logged information. Moreover, the 

logged information should be consistent and complete. Because inconsistent source log-

ging information will be failure to synchronize clocks of operations in block level. 

Moreover, if a user gets the incomplete log information which is recorded by setting 

timestamp, it is impossible to accurately interpret the collected data during analysis. 

As an advanced form of data protection, CDP technology has become the focus of 

attention of the storage industry and various products are available [31, 32], as far as we 

know, there is no such an SSD and HDD-based RAID with CDP support available as a 

product. There has been some research concerned with implementing CDP [33, 29, 34, 

35, 36], but to the best of our knowledge, HR6TAP is the first system by integrating CDP 

function into an SSD- and HDD-based hybrid RAID. 

Laden et al. [37] proposed four architectures for supporting CDP at hard- ware level. 

TRAP-array proposed by Yang et al. [29] examined every-write block based CDP with a 

focus on reducing space overhead. And TRAP-array stores the compressed result of the 



 

  

XOR of each block with its previous version, instead of storing the block data. For 

TRAP-array, however, write sizes should match well with parity block sizes. If the block 

size for parity computation is too large or too small, the system would have to perform 

more parity computations and disk I/Os than necessary, resulting in longer recovery time 

and higher overhead. In addition, in TRAP-array, a bit error in the parity log could po-

tentially break the entire log chain. But the result is promising and the ideas presented in 

TRAP-array can be considered complementary to our work. 

Finally, this paper extends from the preliminary studies conducted in our two pre-

vious conference publications [38, 39]. A preliminary design of the architecture (Section 

3) was presented in our MSST’12 paper [38]. But HRAID6ML [38] did not incorporate 

CDP into the architecture. Moreover, two different architectures for logging region were 

provided and evaluated in HR6TAP. Besides more comprehensive experiments, we also 

discuss the scalability and reliability of the proposed system in details in this paper, and 

verify the feasibility of the proposed architecture in large scale system. This has not been 

done in the previous conference paper. Part of the CDP design was discussed in our 

CLUSTER’12 paper [39]. However, HerpRap [39] focuses on RAID4 architecture. 

HR6TAP considers the enterprise application and workload characteristics. The small 

write data in HR6TAP is temporarily and sequentially stored in the log HDDs and CDP 

HDDs. The data in log HDDs will be reclaimed back to the SSDs during the lightly 

loaded or idle periods of the system. CDP is a process that lets systems continuously 

capture and track data modifications and stores changes independent of the primary data, 

enabling recovery from specific points in the past [37]. Therefore, HR6TAP transparent-

ly improves the performance of the storage systems to the end users. Moreover, HR6TAP 

can track data changing in block level and recover data to any point-in-time very quickly 

upon a failure. 

3. HR6TAP ARCHITECTURE AND DESIGN 

In this section, we first present the architecture of HR6TAP. Then, we discuss and 

analyze the details of our proposed design and implementation. 

 

3.1. HR6TAP architecture 

 

Fig. 1 shows the architecture overview of the proposed HR6TAP that consists of 

two functional modules of RAID6 and CDP. Several SSDs and part of two HDDs form 

RAID6 where the data disks are SSDs and the parity disks are HDDs. Other HDDs are 

organized as a JBOD array and used as CDP region in which only one HDD is active to 

save energy. Since the capacity of HDD is usually much larger than SSD, the free space 

of the parity disks is used as logging region of whole system to absorb writes. The con-

tent of the logging region is also synchronously written to the active disk in the CDP re-

gion. Note that writing to the logging region is fast because data is written to the logging 

region in sequential way. Rewrite or update is also logged sequentially instead of over-

writing the old data. Since serving read requests does not involve the parity disks, the 

contention of the disk head between the parity blocks and log blocks in the parity disks is 

avoided. 
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Figure 1. HR6TAP architecture overview 

 

HR6TAP has six key functional modules: Administration Interface, Monitor, Data 

Reclaimer, CDP manager, Data Restore, and Data Distributor. Functions of each of the 

modules are briefly described below: 

Administration Interface module provides an interface for system administrators to 

configure the HR6TAP parameters. Monitor module is responsible for monitoring the I/O 

accesses of applications, identifying the random write accesses and computing the I/O 

intensity. Data Distributor module schedules the I/O request accordingly to either RAID6 

region, logging region or JBOD region. Data reclaimer is in charge of reclaiming the 

written data from the logging region to the RAID6 region. CDP manager manages the 

CDP region. Data Restore module supports a typical recovery process upon an outage 

that results in data loss (no more than two disk failures) or data damage while earlier data 

is available in CDP disks. An undo/redo process is also provided by the Data Restore 

module using the block-logs in CDP region. 

 

3.2. HR6TAP-RL/SL/ML 

 

Based on the above architecture, three flavors of HR6TAP are proposed in this pa-

per, named the HR6TAP with Rotated Logging (HR6TAP-RL), the HR6TAP with Single 

Logging (HR6TAP-SL) and the HR6TAP with Mirrored Logging (HR6TAP-ML) for 

respective specific application scenarios (as illustrated in Fig. 2). The three flavors are 

derived based on certain observations and characteristics such as, performance, ener-

gy-effective, reliability: (i) Because the claiming process of HR6TAP is triggered once 

the occupancy level of the logging region reaches a predefined threshold value (e.g., 80%) 

and this claiming process affect the HR6TAP performance, in HR6TAP-RL, larger log-

ging space can reduce the claiming process frequency. (ii) For some applications, it is not 

necessary to keep two parity disks ACTIVE/IDLE all the time, thus HR6TAP provides 

an energy-effective mode HR6TAP-SL. (iii) HR6TAP-ML provides provide higher reli-



 

  

ability by writing three copies for each new data block. 

(a) (b) (c)

on-duty Standbyon-duty off-duty on-duty on-duty

 
Figure 2. Illustration of three types of logging region of HR6TAP. (a) Rotated logging, (b) 

Single logging, (c) Mirrored logging. 

 

3.2.1. HR6TAP-RL 

 

As illustrated in Fig. 3(a), in HR6TAP-RL, the logging region is organized as the 

rotated logging in the free space of two parity HDDs. Only one parity disk serves as 

on-duty log disk, while off-duty mirrored region (in another parity disk) can be spun 

down to save energy. Other HDDs are organized as JBOD region and the size of the 

JBOD region is decided by the administrator. Both the storage space of rotated logging 

region and the storage space of JBOD region are organized using circular links. Specially, 

the total space of logging region is equal to or larger than the disk space of any HDD in 

the JBOD region. This policy can guarantee the data loss in the JBOD region as little as 

possible when the active disk fails for the HR6TAP-RL scheme. 

Free storage space Logs with two copies

History logs

(a) (b)

(c) (d)

Disk failure

Recovered from

rotated logging 

region

Recovered from

sliding logging 

region 

Rotated 

logging 

region

Sliding 

logging

region

JBOD region

 
Figure 3. Illustration of logging region and CDP region (consisting of JBOD region) of 

HR6TAP-RL. 

In the JBOD region, there are three kinds of regions: the CDP region, the history log 

region and the sliding logging region (for logs which are also recorded in rotated logging 

region of RAID6 region). It may be noted that the sliding logging region is synchronous-

ly “sliding” in the CDP region. If the CDP region is full, the system will overwrite the 

history log region to recycle using the CDP region. This method can keep the continuity 

of unused and used CDP region. So, the ‘sliding’ part in the CDP region just likes a mir-



 

  

rored space of rotated logging region, as illustrated in Fig. 3(b). Fig. 3(c) and Fig. 3(d) 

give examples: the rotated logging region can be recovered from the mirrored ‘sliding’ 

region, and vice versa. 

 

3.2.2. HR6TAP-SL 

 

For some real-world applications, such as Web applications and search applications, 

there are no or very few write requests. So it may be not necessary to keep two HDDs in 

the logging region all the time (on-duty mode). We propose HR6TAP-SL to set only one 

parity disk Active/Idle, and spin down other parity disk to the low-power Standby state. 

When the logging space has been filled up, reclaiming process is triggered. Since only 

the on-duty HDD is set to Active/Idle for write requests, there is no need for reclaiming 

process to be triggered during the logging period. This single logging scheme without the 

advantages of HR6TAP-ML and proactive reclamation of logging space can still be very 

useful. 

 

3.2.3. HR6TAP-ML 

 

Because the reliability of HR6TAP-RL and HR6TAP-SL is slightly lower than that 

of a RAID6 system, HR6TAP-ML is proposed to provide higher reliability by designat-

ing the mirrored logging pairs as the on-duty logger at a time and writing three copies for 

each write data block: One copy is written to the corresponding location in the active 

disk of CDP region, and the other two copies are written to the two disks in the mirrored 

logging region that serves as the on-duty loggers, respectively. Note that both the parity 

disks are set to the Active/Idle state to guarantee that all the write requests are serviced 

without the latency caused by the disk’s state switching from Standby to Active/Idle. The 

disk spin-up latency, which is often more than ten seconds [15], is unacceptable for most 

applications. 

 

3.3. Metadata management 

 

We have implemented a HR6TAP prototype in the Linux software RAID frame-

work as an independent module. We mainly modify the handle_stripe6 function in orig-

inal RAID6 module and add the hash list structure. The main data structure in HR6TAP 

is the block-log list (blk_log_list) that contains a number of entries. Because of its critical 

importance in processing the reclaiming operation, the recovering operation (from disk 

failure), and the CDP operation (timely recovery to any point-in-time or undo function), 

the blk_log_list must be kept in an NVRAM to avoid data loss in case of power failure. 

HR6TAP only needs to maintain one hash entry per request rather than per disk sector. 

The entry size of blk_log_list is calculated using Eq. (1). 

  
       

       
                           (1) 

where N is the number of bytes per hash entry, Sizelog is the total log size, and Sizereq is 

the request size. For example, with an average request size of 4KB, the space required by 

the blk_log_list entries is about 10GB for 2TB storage. 

The server cannot maintain such a huge structure in memory, making it necessary to 



 

  

store part of the blk_log_list entries in HDDs where in-disk index-lookup operations can 

become a potential performance bottleneck in the CDP-based systems. Since HR6TAP 

attempts to improve I/O efficiency of RAID6 system, it keeps part of the entries of 

blk_log_list in RAM for the logging region storage. Other entries are kept in disk. For 

example, with a 2GB logging region size and 4KB average request size, the total 

blk_log_list size is only around 10MB. Moreover, the extra memory space can be further 

reduced by periodically reclaiming the write data from the logging region back to RAID6 

region during system idle periods. 

 

3.4. Process flow of read/write request 

 

In HR6TAP, besides the read and write requests coming from the upper layers, there 

is one internal reclaiming process that migrates the data blocks from the logging region 

to the RAID6 region to maintain data consistency. 

When receiving a read request, the Monitor first checks whether there is an entry 

corresponding to the request in the block-log list (blk_log_list). If yes, the data is read 

from the logging region. If it partially hits the blk_log_list, the Data Distributor splits the 

request into two requests and issues them to the RAID6 region and the logging region 

respectively. After the two requests complete, the data are combined and returned to the 

upper level. Otherwise, the request will be processed by the RAID6 region and served 

exclusively by the SSDs. 

Upon receiving a write request, the Monitor first determines whether the request is 

sequential with its prior requests. If yes, the Monitor merges the request with its prior 

requests and the Data Distributor directs the write data to the logging region part of the 

parity disks and the active disk in CDP region respectively. At the same time, a new 

block-log entry of the request should be added into the block-log list. If the request is 

random, the data will be written to the logging region and the active disk in CDP region. 

And a new block-log entry of the request will be created according to the request and 

inserted into the block-log list. 

An additional operation in HR6TAP is the reclaiming operation that reclaims the 

write data from the logging region back to the RAID6 region. The reclaiming operation 

is usually executed during system idle periods determined by the Monitor based on the 

I/O intensity. On the other hand, when the logging region is full, the logging region can-

not continue to absorb the write requests and the write data must also be reclaimed. 

 

3.5. Recovery from disk failure and tracking 

 

Disk failures can occur either in the SDDs or in the HDDs. 

(i) If one parity disk fail, the Data Reclaimer is triggered to reclaim the write data 

from the mirrored logs (in the logging region for HR6TAP-ML) or from the “sliding log-

ging region” (in the CDP region for HR6TAP-RL or HR6TAP-SL) to the RAID6 region 

according to the block-log list. After the reclaim process completes, the free space of 

newly added parity HDD and part of other parity HDD (in the logging region) are com-

bined again to act as a new logging region. 

(ii) If two parity disks fail, the reclaiming operation that reclaims the write data 

from the “sliding logging region” of CDP region back to the data disks according to the 



 

  

block-log list (as illustrated in Fig. 3(c)). Then the new two parity disks can be directly 

reconstructed by the data disks, since all the data disks are complete. During recovery, all 

write requests are directed to the logging region by the Data Distributor and read re-

quests are serviced as usual. 

(iii) If two SSDs (data disks) fail, in this case, each parity stripe in the RAID6 region 

loses two data blocks. For each failed data block, if it has an entry in the block-log list, 

its current value can be directly copied from the logging region. On the other hand, if the 

failed data block does not have an entry in the block-log list, it must not have been up-

dated. For each of the surviving data block in the parity stripe, its original value can be 

read out from the parity disks. Since the parity stripe is originally in the consistent state, 

the original value of the failed data block can be re-computed by the original value of all 

the surviving data blocks and the parity blocks through the RAID6 parity algorithm. 

(iv) If a SSD (data disk) and a parity disk (HDD) fail, each parity stripe loses one 

data block and one parity block. If the failed data block has an entry, it can be directly 

recovered from the mirrored logs in the logging region for HR6TAP-ML or from the 

“sliding logging region” (in the CDP region for HR6TAP-RL or HR6TAP-SL) to the 

RAID6 region according to the block-log list. Otherwise, it can be recovered through the 

RAID6 recovery algorithm. After the failed data blocks are recovered, HR6TAP starts 

the parity re-synchronization operations, and the RAID6 region returns to the consistent 

state. 

(v) If the active HDD (in CDP region) fails, the system actives one of the standby 

HDDs (in CDP region), and a new HDD replaces the failed HDD. Part of logs can be 

recovered from the logging region and part of the oldest history logs would be lost if the 

system is overwriting the before failed HDD, e.g. Fig. 3(d) for HR6TAP-RL, or all the 

lost logs can be recovered from the logging region, for example, in Fig. 3(b) for 

HR6TAP-RL. Otherwise, for HR6TAP-SL or HR6TAP-ML, part of the newest history 

logs would be lost except the logs in the logging region. The Monitor resets the corre-

sponding parameters about the CDP region and updates the block-log list. 

(vi) Tracking process: RPO (Recovery Point Objective) and RTO (Recovery Time 

Objective) [30], [40] are used as two key metrics in system performance evaluation. RPO 

computes the maximum acceptable loss at the time of disruption. RPO may be looked as 

that the enterprise can tolerate the maximum data loss amount. For the traditional data 

backup, usually backups are done once a day, usually in the evening. If an error occurs at 

the end of the day, the day data were missing, in which case, the RPO is 24 hours. RTO 

computes the maximum acceptable length of time to recover data after a disruption. 

For a given RPO, trpo, Data Recover retrieves the block-log to find the timestamp, 

Tts, such that Tts ≤ trpo, for every data block that have been changed. Data Recover ob-

tains the data block as it was at time trpo for each block. Then, these data blocks are stored 

in-place in RAID6 region and the recovery process completes. It should be noted that the 

tracking process begins with the newest data and traces back the block-logs to imply un-

do function while redo function begins with a previous data and traces forward the 

block-logs. With the undo operation, the RTO increases as RPO increases because the 

farther we trace back in the block-logs, the longer time it takes to recover data. 

 

3.6. Scalability and reliability 

 



 

  

The unique features of the HR6TAP architecture alleviate performance bottleneck 

because the peak bandwidth of parity disks can be interleaved with the I/O workloads by 

exploiting short idle time slots and sequentially writing the logging region. The perfor-

mance bottleneck imposed by random write can be significantly alleviated. Also, 

HR6TAP eliminate the single point of failure: There are 2 copies (HR6TAP-RL/SL) or 3 

copies (HR6TAP-ML) of data in the logging region and CDP region of HR6TAP. Our 

scheme can immediately select the standby part as the new on-duty part for 

HR6TAP-RL/SL (the mirrored logging scheme, HR6TAP-ML, has two on-duty parts). 

For CDP scheme, another standby disk in the CDP region can be immediately selected as 

the new active disk to replace a failing or failed disk to guarantee a non-interrupted log-

ging service. So the single point of failure is eliminated. 

For the SSD-based RAID6 region, due to the flash wear-out problem of the parity 

update operation, the value of failure rate is doubled with respect to the basic reliability 

value of SSD (without frequent parity update operation). For the write penalty in 

SSD-based RAID6, the 2×penalty is estimated on average. Basically, 80% accesses are 

small size and the small write requests to SSDs have the “write amplification” phenom-

enon which can cause much larger penalty. The proposed strategy of logging write data 

and combining write request (in the logging region) reduces the writes to SSDs. To esti-

mate the reliability of our proposed HR6TAP, we adopt the mean time to data loss 

(MTTDL) metric that is widely used in the reliability analysis of storage systems. To the 

best of our knowledge, there is no single commonly acceptable MTTDL in the industry 

for storage systems. What most people accept is that the higher the MTTDL, the higher 

the reliability of the storage system. Thus, when we design a reliable storage system, we 

should pursue the MTTDL as higher as possible [41, 12]. Our system model consists of a 

disk array with independent failure processes for all disks. When a disk fails, a repair 

process is immediately initiated for the disk. We assume that HDD failures, HDD repair, 

SSD failures and SSD repair processes are independent events following an exponential 

distribution of rate A, a, B and b, respectively. 

Fig. 4 shows the state transition diagram for an HR6TAP-RL consisting of 3 SSDs 

and 5 HDDs: 

 State ○0  represents the normal state of the disk array when its three SSDs and five 

HDDs disks are all operational. 

 A failure of any data disk (SSD) of the HR6TAP-RL would bring the disk array to state 

○1 . 

 The failure of a second data disk would bring the HR6TAP-RL to state ○2 . 

 A failure of any parity disk (HDD) would bring the HR6TAP-RL to state ○3  (at this 

time, the log fails, if CDP also fails there would result in data loss). 

 The failures of two parity disks would bring the HR6TAP-RL to state ○4  (at this time, 

the log fails, if CDP also fails there would result in data loss). 

 The failures of a data disk and a parity disks would bring the HR6TAP-RL to state ○5  

(at this time, the log fails, if CDP also fails there would result in data loss). 

 A failure of CDP HDD would bring the HR6TAP-RL to state ○6  (at this time, if both 

parity HDDs fail there would result in data loss). 

 The failure of a data disk and a CDP HDD would bring the HR6TAP-RL to state ○7  

(at this time, if both parity HDDs fail there would result in data loss). 

 The failure of two data disks and a CDP HDD would bring the HR6TAP-RL to state ○8  



 

  

(at this time, if both parity HDDs fail there would result in data loss). 
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Figure 4. State-transition probability diagram for an HR6TAP-RL consisting of 3 SSDs 

and 5 HDDs (two parity HDDs and three CDP HDDs). 

 

The repair transition brings the disk array back from state ○8  to state ○7  and ○6 , 

then from state ○6  to state ○0 , or from state ○8  to state ○2  and ○1 , then to state ○0 , 

or from state ○5  to state ○1 , then to state ○0 , or from state ○5  to state ○3 , then to state 

○0 , or from state ○4  to state ○3 , then to state ○0 . 

The Kolmogorov system of differential equations describing the behavior of this 

HR6TAP-RL is expressed in Eq.(2). 
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where pi(t) is the probability that the disk array is in state ○i  with the initial condition 

p0(0) = 1 and pi(0) = 0 for i   0. 

The Laplace transformation of Eq.(2) is Eq.(3). 
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Observing that the mean time to data loss (MTTDL) of the disk array is given by 

[41]: 

        
 
                               (4) 

Fig. 5 plots MTTDLs as a function of MTTR (mean time to repair) for the different 

disk array architectures. The failure rate A and B are assumed to be one failure every 

200,000 hours and 50,000 hours [12], respectively. Disk repair times are expressed in 

days and MTTDLs are expressed in years. From Fig. 5, we can see that MTTDL of 

HR6TAP-ML scheme is the best. However, Fig. 5 shows that HDD-based RAID6 

(RAID6-H for short) scheme is better than both HR6TAP-RL and HR6TAP-SL. This 

result is quite obvious because: The failures of active parity disk and active CDP disk 

result in data loss for both HR6TAP-RL and HR6TAP-SL, and RAID6-H provides fault 

tolerance of two HDDs failures. As the disk repair time increases, HR6TAP-ML con-

sistently outperforms all the RAID6-H, HR6TAP-RL and HR6TAP-SL schemes in terms 

of MTTDL. As the total number of disks increases, we observe similar comparative re-

sults among these schemes. 
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Figure 5. Mean times to data loss achieved by different schemes. Note that a higher 

MTTDL indicates a higher reliability. RAID6-H indicates the HDD-based RAID6 disk 

array. 

 



 

  

4. PERFORMANCE EVALUATIONS 

This section first presents the evaluation methodology that we use to quantitatively 

evaluate the performance of HR6TAP prototype compared to SSD- or HDD-based 

RAID6. Our objective here is to evaluate the following main parameters: data transfer 

rate, average response time, monetary cost, energy efficiency, and CDP performance 

impacts on applications. 

 

4.1. Experimental setup and methodology 

 

We have implemented a HR6TAP prototype in the Linux software RAID frame-

work as an independent module. To examine our work, we implemented a copy-on-write 

(COW) snapshot for SSD- and HDD-based RAID6 region respectively (Note that the 

snapshot region consists of HDDs for both schemes). The performance of a volume 

which has a single snapshot on it is examined and the COW option is compared. 

The performance evaluation is conducted on a platform of server-class hardware 

with an Intel Xeon 3.0GHz processor and 1GB DDR memory. In the system, there is a 

Marvell SATA controller card to house 8 SATA disks, including both SSDs and HDDs. 

The SSD module is the OCZ Core Series V2 120GB SSD and the HDD module is the 

WD2500YD 250GB SATA disk. A separate IDE disk is used to house the operating sys-

tem (Linux kernel 2.6.21.1) and other software (MD, mdadm and RAIDmeter [47]). The 

experimental setup is shown in Table 1. The traces and benchmarks used in our experi-

ments are obtained from the Storage Performance Council [46] and OSDL (Open Source 

Development Labs) [45] respectively. The two financial traces were collected from 

OLTP (online transaction processing) applications running at a large financial institution, 

as shown in Table 1. Performance evaluation uses the RAIDmeter [47] that is a 

block-level trace replay software capable of replaying traces and evaluating the I/O re-

sponse time of the storage device. 

Table 1. Experimental setup & trace characteristics. 

Machine Intel Xeon 3.0GHz, 1GB RAM 

OS Linux 2.6.21.1; Windows XP Professional SP2 

Databases MySQL 5.0 for Microsoft Windows 

PostgreSQL 7.4 for Linux 

iSCSI UNH iSCSI Initiator/Target 1.7 [42] 

Microsoft iSCSI Initiator 2.08 [43] 

Disk driver OCZ Core Series V2 120GB SSD 

Active Power = 2W 

Idle Power = 0.5W 

WD2500YD SATA 250GB HDD 

Active Power = 8.5W 

Idle Power = 7.25W 

Standby Power = 1.1W 

Benchmark IOmeter Version 2006.07.27 [44] 

DBT-2 for MySQL/PostgreSQL [45] 

Traces OLTP Application I/O [46] 

Trace 

Characteristics 

Financial1.spc: 

Read Ratio = 32.8% 



 

  

Average Request Size = 6.2KB 

Average IOPS = 69 

Financial2.spc: 

Read Ratio = 82.4% 

Average Request Size = 2.2KB 

Average IOPS = 125 

Trace replay RAIDmeter [47] 

 

DBT-2 [45] is an OLTP transactional performance test. It simulates a wholesale 

parts supplier where several workers access a database, update customer information and 

check on parts inventories. DBT-2 is a fair usage implementation of the TPC’s TPC-C 

[48] Benchmark specification. The DBT2 benchmark can be used as a good indicator in 

regards to the expected performance of any application that performs fairly simple trans-

actions and executes these transactions in a repetitive fashion. These transactions perform 

the basic operations on databases such as inserts, deletes, updates and so on. At the block 

storage level, these transactions will generate reads and writes that will change data 

blocks on disks. We simulate a typical OLTP application that performs transactions with 

around 15 to 30 SQL statements per transaction within five distinct transaction types. 

The installation of the database including all tables takes totally 3GB storage. 

 

4.2. Throughput 

 

 

(a) Random write (b) Sequential write

(c) Random read (d) Sequential read
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Figure 6. Throughput with respect to different workloads. 

 

Firstly, we conducted an experiment on HR6TAP and RAID6 architectures with 

COW snapshot using IOmeter [44] in different workloads. Different RAID6 architectures 

adopt the same RAID6 volume capacity with a stripe unit size of 64KB. There are eight 

sets of points corresponding to the eight different request sizes. Each set contains five 



 

  

points corresponding to the throughput of request data for HDD-based RAID6 with 

COW snapshot (referred to as “RAID6-H-COW”), SSD-based RAID6 with COW snap-

shot (referred to as “RAID6-S-COW”), HR6TAP-RL, HR6TAP-SL and HR6TAP-ML 

respectively. 

In Fig. 6, for the random write requests, the performance of HR6TAP is the best. 

The performance of RAID6-S-COW is better than that of RAID6-H-COW. This phe-

nomenon indicates that the random write performance of HDD is very poor. Our logging 

mechanism not only improves the random write performance but also improves the se-

quential write performance. For read access, in most cases, the performance of HR6TAP 

is better than that of RAID6-H-COW, especially for random read access. This is because 

SSDs process the random read requests more quickly without any mechanical delay 

overhead. 

In Fig. 6(a), for the random write requests, HR6TAP-RL, HR6TAP-SL and 

HR6TAP-ML are better than RAID6-H-COW and RAID6-S-COW by (2528.77%, 

627.08%), (2430.87%, 600.01%) and (2626.72%, 654.17%) on average, respectively. For 

above three parenthesized pairs, in each parenthesized pair, the first value is over 

RAID6-H-COW and the second value is over RAID6-S-COW. The performance of 

RAID6-S-COW is worse due to the read-modify-write operations. Since the random 

writes are converted to the sequential writes in the logging region, the performance of the 

random writes of HR6TAP is much higher than the other two strategies. 

In Fig. 6(b), for the sequential write requests, HR6TAP-RL, HR6TAP-SL and 

HR6TAP-ML are better than RAID6-H-COW by 82.53%, 75.73% and 89.33% on aver-

age, respectively, also, better than RAID6-S-COW by 127.63%, 119.15% and 136.11% 

on average, respectively. So, for sequential write, there is little performance advantage of 

RAID6-S-COW over RAID6-H-COW. In Fig. 6(b), there has a particular case: 

RAID6-S-COW outperforms RAID6-H-COW for the request size smaller than 16KB, 

but the result is the opposite for the request size larger than 64KB. The reason is the per-

formance of RAID6-S-COW is limited by the small write performance including in the 

larger write request. In Fig. 6(b), a larger sequential write request is a mix of full stripe 

write request and small write request. For example, for a 8-disk RAID6-S-COW (7 SSDs 

compose a 7-disk RAID6 and one HDD is used as CDP region), 384KB request is split 

into a full stripe write request (320KB) and a small write request (64KB). That is, each 

large write (larger than 320KB) is divided into some full stripe write requests and one 

small write request. 

For the random read requests, the read performance of RAID6-S-COW is compara-

ble or outperforms that of HR6TAP, and both RAID6-S-COW and HR6TAP outperform 

RAID6-H-COW, as shown in Fig. 6(c). In Fig. 6(d), for the sequential read requests, the 

performance of RAID6-H-COW, RAID6-S-COW and HR6TAP schemes are comparable. 

As shown in Fig. 6 (b) and Fig. 6 (d), there is the little superiority of RAID6-S-COW 

over RAID6-H-COW under sequential access patterns. However, the random read per-

formance of RAID6-S-COW is significantly better than that of RAID6-H-COW. 

 

4.3. Average response time 

 

We conduct the second experiment on HR6TAP, RAID6-H-COW and 

RAID6-S-COW with the same capacity and stripe unit size (64KB) driven by the two 



 

  

financial traces. Fig. 7 shows the results of playback performance for the real-world ap-

plication load. The figure shows that the I/O response time of HR6TAP is the shortest, 

and its effect is more obvious. This is because most of the financial workloads are ran-

dom and the request size is about 4KB. SSDs can be very good to deal with these read 

requests. Moreover, for random small size requests, through the logging buffer, the sys-

tem performance is improved significantly. In contrast, the performance of 

RAID6-H-COW and RAID6-S-COW is relatively poor. In particular, for Financial2.spc 

RAID6-S-COW performance is worse than the performance of RAID6-H-COW. The 

reason is that many small requests of Financial2.spc is in between 512Byte and 4KB. 

The minimum read and write unit of the SSD for the page is typically 4KB. For the small 

size requests, the system needs to send a read request and merges the written data, and 

then writes to media in a page unit. These operations of first read then merge writes 

greatly increase the number of I/Os and cannot be executed in parallel, so the response 

time of RAID6-S-COW is worse. 

(a) Normal mode (b) Degraded mode
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Figure 7. Comparison of average response time driven by the two OLTP financial traces. 

 

Fig. 7(a) shows the performance results in the normal mode. We can see that 

HR6TAP performs the best. In terms of average response time, HR6TAP-RL, 

HR6TAP-SL and HR6TAP-ML outperform RAID6-H-COW by a factor of up to (13.24, 

13.03), (12.26, 11.79) and (15.76, 15.28) respectively under the two traces, and outper-

forms RAID6-S-COW by a factor of up to (3.97, 13.79), (3.68, 12.46) and (4.73, 16.15) 

respectively under the two traces (for above six parenthesized pairs, in each parenthe-

sized pair, the first value is for Financial1 and the second value is for Financial2 ). The 

reason is that for the OLTP workloads, the I/O requests are usually random and small. 

SSDs are more effective in serving these types of requests than HDDs. For 

RAID6-S-COW, the access latency for random small write requests is very long, as 

shown in Fig. 7(a). In particular, since most requests of Financial2.spc are smaller than 

the size of a flash page, these write requests incur substantial “erase-before-write” opera-

tions for SSDs, thus adversely impacting performance. 

To see how effectively HR6TAP handles disk failure recovery, we also conducted 

experiments on the recovery process of different disk arrays. Fig. 7(b) shows the average 

response time during recovery for the three disk array strategies driven by the two finan-

cial traces. Similar to the normal mode, HR6TAP significantly performs the best in terms 

of average response time. As shown in Fig. 7(b), HR6TAP-RL, HR6TAP-SL and 

HR6TAP-ML are shorter than RAID6-H-COW by: (96.64%, 98.59%), (96.53%, 98.51%) 

and (96.74%, 98.62%) respectively under the two traces. HR6TAP-RL, HR6TAP-SL and 

HR6TAP-ML are shorter than RAID6-S-COWby: (73.94%, 93.75%), (73.1%, 93.38%) 



 

  

and (74.78%, 93.86%) respectively under the two traces. The response time of HR6TAP 

is significantly better than others. There are three reasons: (i) The reconstruction I/Os and 

user I/Os compete for disk resources, thus increasing user response time. In HR6TAP, 

the logging region absorbs all write requests during reconstruction which significantly 

alleviates the contentions between the user I/Os and reconstruction I/Os, thus reducing 

user response time simultaneously. (ii) In RAID6-S-COW, the performance effect of 

write request is more strongly than that of read request. SSDs (data disks) in HR6TAP 

can better handle the read requests by redirecting the write requests to the logging region. 

(iii) MD module of Linux-2.6.21.1 kernel is more biased in favor of the reconstruction 

process, so an amount of user I/Os are blocked, I/O response time is lengthened for 

RAID6-H-COW and RAID6-S-COW. 

 

4.4. Performance, cost and energy 

 

Also, we quantify the comparison of performance/cost and performance/power for 

the different schemes. For the current generation of flash-based SSDs, the cost of SSD is 

typically about $0.8 per GB, while HDD cost about 5 to 5.5 cents per gigabyte [49]. So, 

for SSD, the cost/GB is about 15 times than that of HDD. 
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Figure 8. Comparison of performance/cost (IOPS/$) with respect to different random 

write/read workloads. 

 

Fig. 8 shows the ratio of performance to price (IOPS/$) with respect to different 

workloads. The ratio of performance to price of HR6TAP-RL/SL/ML and 

RAID6-H-COW is comparable and all are better than that of RAID6-S-COW. As the 

request size increases, the IOPS performance of both HR6TAP and RAID6-S-COW 

schemes declines sharply as shown in Fig. 8(b). Compared with the RAID6-S-COW, 

HR6TAP decreases the cost when the capacity is the same, particularly clear as shown in 

Fig. 8(a). 
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Figure 9. Comparison of performance/power (IOPS/Watt) with respect to random 

write/read workloads. 

 

During the IOmeter evaluation, we drove these disks to saturation all the time. We 

compare the IOPS/Watt measure for power consumption for the transactions. Table 1 

shows the disk energy consumption in the different states and also gives the correspond-

ing price based on per-request. The results are shown in Fig. 9. Fig. 9 shows that the en-

ergy efficiency of HR6TAP-RL/SL/ML exceeds RAID6-S-COW for random write 

workloads, but is inferior to RAID6-S-COW for random read workloads. This result is 

consistent with previous experimental results as shown in Fig. 6 due to the significant 

performance difference between the random write and random read. Due to the larger 

performance advantage for random write workloads, HR6TAP can rectify the power 

consumed by the three HDDs (two parity disks and one active CDP disk, note that 

HR6TAP-ML underperforms HR6TAP-RL and HR6TAP-SL). So the energy efficiency 

of HR6TAP is better than RAID6-S-COW for random write accesses (Fig. 9(a)). How-

ever, the energy efficiency of both HR6TAP and RAID6-S-COW outshines that of 

RAID6-H-COW due to the higher energy consumption and lower random read perfor-

mance of HDDs. 

 

4.5. CDP performance 

 

To evaluate the CDP performance, we carried out experiments to recover data to 

different time points in the past. We run DBT-2 benchmark on MySQL database installed 

on HR6TAP for sufficiently long time (We also repeated the experiment for PostgreSQL). 

As a result of the benchmark run, both RAID6 region and CDP region (JBOD region) of 

HR6TAP storage were filled with data. We then implemented recoveries for each chosen 

time point in the past. We have made 40 recovery tests and all of them have been able to 

recover correctly. 



 

  

 
Figure 10. The relationship between RPO and RTO with regard to data recovery to dif-

ferent time points in the past. 

 

Fig. 10 shows RTO as functions of RPO for RAID6-H-COW, RAID6-S-COW and 

HR6TAP-RL/SL/ML respectively. The performance of HR6TAP-RL, HR6TAP-SL and 

HR6TAP-ML is similar to each other but much better than the RAID6H-COW scheme. 

With the tracking process, RTO increases as RPO increases. The reason is that the farther 

we trace back in the block-logs, the longer time it takes to recover data. The evaluation 

results would be just the opposite if we were to recover data. RTO depends on the 

amount of block-logs traversed during the recovery process. To illustrate this further, we 

plot RTO as functions of the amount of block-logs while doing recovery as shown in Fig. 

11. The recovery time varies between a few seconds to about 20 minutes for the different 

data sizes recovered. Fig. 11 shows a crossing-over between HR6TAP-RL/SL/ML and 

RAID6-S where the latter has shorter RTO when the amount of block logs is less than 

about 1GB and then leads to higher RTO afterwards. The reason is the performance of 

RAID6-S-COW is limited by the small write performance. 

 

 
Figure 11. The relationship between RTO and the amount of block-logs. 



 

  

 

During our experiments we observed that HR6TAP scheme almost always gives the 

shortest recovery time, as shown in Fig. 10. This result can be mainly attributed to the 

fact that most disk requests in our experiments are random writes (to RAID6 region) and 

the size of most of these writes is smaller than 64KB. At the same time, for HR6TAP, the 

block-logs are sequentially read from CDP region. As a result, the performance of the 

HR6TAP is best in these schemes. 

5. CONCLUSION 

With the fast technical improvement, SSD is becoming an important part of the 

RAID to significantly improve performance and energy efficiency. However, due to its 

relatively high price and low capacity, a major system research issue to address is on how 

to make SSD play its most effective role in a high-performance RAID in cost- and per-

formance-effective ways. In this study, we have presented a new RAID architecture that 

is capable of providing timely tracking and recovery to any point-in-time for user data 

stored in the SSDs+HDDs hybrid RAID, referred to as HR6TAP. We have implemented 

a prototype of HR6TAP in the Linux software RAID framework as an independent mod-

ule. We design three flavors of HR6TAP, i.e., HR6TAP-RL/SL/ML, for specific applica-

tion scenarios. File systems such as ext2 and NTFS, and databases such as MySQL, 

PostgreSQL, have been installed on the prototype implementation. Standard benchmarks 

including DBT-2 and IOmeter are used to test the performance of HR6TAP. Through 

comprehensive experiments and analysis, we have demonstrated improvements in terms 

of storage energy efficiency, reliability and performance. Recovery operations have also 

been performed about 40 times to show the quick recovery time of HR6TAP. Our evalu-

ations have also shown that HR6TAP has little negative impact on the application and 

has the ability to track data changing and provide continuous data protection. 
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41. J. F. P áris, A. Amer, D. D. E. Long, “Using storage class memories to increase the 

reliability of two-dimensional RAID arrays,” in: Proc. of 17th Annual Meeting of the 

IEEE International Symposium on Modeling, Analysis, and Simulation of Computer 

and Telecommunication Systems (MASCOTS), 2009, pp. 1-8. 

42.  iSCSI reference implementation (2012). URL http://unh-iscsi.sourceforge.net 

43. Microsoft iSCSI software initiator version 2.08 (2012). URL 

http://www.microsoft.com/download/en/details.aspx?id=18986 

44. IOmeter (2012). URL http://sourceforge.net/projects/iometer 

45. Database Test 2 (DBT-2), OLTP transactional performance test (2012). URL 

http://osdldbt.sourceforge.net/ 

46. OLTP Application I/O, UMass Trace Repository (2012). URL 

http://traces.cs.umass.edu/index.php/Storage/Storage 

47. L. Tian, D. Feng, H. Jiang, K. Zhou, L. Zeng, J. Chen, Z.Wang, Z. Song, “PRO: A 

popularity-based multi-threaded reconstruction optimization for RAID structured 

storage systems,” in: Proc. of 5th USENIX Conference on File and Storage Tech-

nologies (FAST), 2007. 

48. TPC Benchmark C Standard Specification (2012). URL http://tpc.org/tpcc/ 

49. Joel Hruska, “Storage Price watch: HDDs back to pre-flood prices, SSDs grow as 

$/GB holds steady,” http://www.extremetech.com/computing/153879-storage- 

pricewatch-hdds-back-to-pre-flood-prices-ssds-grow-as-gb-holds-steady, April 19, 

2013 

 

 

 

 

 



 

  

Lingfang Zeng (曾令仿) received his B.S. in applied 

computer from Huazhong University of Science and Technol-

ogy (HUST), Wuhan, China in 2000, M.S. in applied computer 

from China University of Geoscience, China in 2003 and PhD 

in computer architecture, from HUST in 2006. He was Re-

search Fellow for four years in Department of Electrical and 

Computer Engineering, National University of Singapore, Sin-

gapore, during 2007-2008 and 2010-2013. He is currently with 

Wuhan National Lab for Optoelectronics, and School of Com-

puter, HUST, as an associate professor. He publishes more than 

40 papers in major journals and conferences, including ACM 

Transactions on Storage, IEEE Transactions on Magnetics, 

Multimedia tools and applications, FAST, SC, MSST and CLUSTER, and serves for 

multiple international journals and conferences. He is a member of IEEE. 

 

Chao Jin (金超) received the BE degree in computer 

science and technology, and PhD degree in computer archi-

tecture, in 2006 and 2011 respectively, from Huazhong Uni-

versity of Science and Technology, China. He is currently 

with the Data Storage Institute, Agency for Science, Technol-

ogy and Research (A*STAR), Singapore, as a Research Sci-

entist. His research interests include RAID-structured storage 

systems, erasure codes, file systems, non-volatile memory and 

cloud storage systems. He has several publications in major 

international conferences such as ICS and MSST. He is a member of the USENIX. 

 

Bharadwaj Veeravalli, Senior Member, IEEE & 

IEEE-CS, received his BSc in Physics, from MDU-Kam 

Uiversity, India (1987), Master's in Electrical Communication 

Engineering from Indian Institute of Science, Bangalore, In-

dia(1991) & PhD from Department of Aerospace Engineering, 

Indian Institute of Science, Bangalore, India(1994). He was a 

post-doctoral fellow in the Department of Computer Science, 

Concordia University, Montreal, Canada ('94–'96). He is cur-

rently a tenured Associate Professor with the Department of 

Electrical and Computer Engineering, in NUS, Singapore. His 

main stream research interests include, Scheduling problems 

in Multiprocessor & Embedded systems, Cloud/Cluster/Grid 

computing, Large-scale workloads handling/scheduling in Parallel and Distributed sys-

tems, Hi-Performance Algorithms for Selected Problem domains in Bioinformatics & 

Computational Biology, Green Storage, and Multimedia computing. He is one of the 

earliest researchers in the field of divisible load theory (DLT). He has published over 70 

papers in high-quality International Journals and over 60 papers in peer reviewed Inter-

national Conferences. He had successfully secured several externally funded projects. He 

has co-authored three research monographs in the areas of PDS, Distributed Data-

bases(competitive algorithms), and Networked Multimedia Systems, in the years 1996, 

2003, and 2005, respectively. He was a Visiting Professor with Dept of CS, HUST, Wu-



 

  

han, China PR until 2008. Recently he was invited to deliver a keynote speech in The 5th 

IEEE International Conference on Bio-inspired Computing: Theory & Applications, 

September 2010, Changsha, China, and in The 6th Workshop on Hi-Performance Com-

puting (HPC), UPM, Department of Mathematics, Malaysia, October 2010. He had 

served in several Internation Conferences He had guest edited a special issue on Cluster/ 

Grid Computing for IJCA, USA journal in 2004. He is currently serving the Editorial 

Board of IEEE Transactions on Computers, IEEE Transactions on SMC-A, Multimedia 

Tool & Applications (MTAP) Journal and Cluster Computing, as an Associate Editor. 

Bharadwaj Veeravall is academic profile, professional activities, main stream and pe-

ripheral research interests, research projects and collaborations, most recent list of publi-

cations, can be found via: http://cnds.ece.edu.sg/elebv. 

 

Dan Feng (冯丹) received her B.E, M.E. and Ph.D. de-

grees in Computer Science and Technology from Huazhong 

University of Science and Technology (HUST), China, in 1991, 

1994 and 1997 respectively. She is a professor and vice dean of 

the School of Computer, HUST. Her research interests include 

computer architecture, massive storage systems and parallel 

file systems. She has over 80 publications in journals and in-

ternational conferences, including FAST, ICDCS, HPDC, SC, 

ICS and ICPP. Dr. Feng is a member of IEEE and a member of 

ACM. 

 

 


