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Users are often not good at formulating queries that express their information needs. 

Since user queries are usually very short, it’s helpful if relevant terms could be suggested. 
However, huge amount of query logs are usually needed to give useful suggestions. To 
improve query formulation and retrieval effectiveness in the absence of query logs, we 
propose to construct query context knowledge bases for relevant term suggestion based 
on pseudo relevance feedback from Web resources. Given a query, frequently 
co-occurring terms are first obtained from various search results such as blogs, news, 
and keyterms, and term candidates are extracted. Then, the contextual relevance of can-
didate terms is estimated by mutual information and Web n-gram language model. Fi-
nally, top-ranked terms of higher correlation with the query are selected. Experimental 
results show a high percentage of the most relevant terms can be suggested for sin-
gle-word popular queries in top ranks.    
 
Keywords: query context, term suggestion, pseudo relevance feedback, mutual infor-
mation, search result mining, Web n-gram model.  
 
 

1. INTRODUCTION 
 

With the proliferation of Web search engine technologies, users can easily access 
huge amounts of Web resources in various types. To find relevant information, the most 
common way is a search-based information access that returns search-result pages given 
any user query. However, it’s often not easy for users to formulate queries that can exact-
ly express their information needs. First, user queries are usually very short according to 
previous studies in English and Chinese [13, 14]. Multiple results with diverse meanings 
can be returned. Second, users might not even know exactly what they really want. For 
informational and navigational needs in Web search, users simply look for more related 
information that might be interesting. Suggestions from general Web users with similar 
interests might be helpful. Thus, term suggestion has become an important research topic 
in the field of Web search.  
 

Most of the existing general Web search engines such as Google, Yahoo, and Bing 
can receive huge amount of global user feedbacks from users worldwide. These feed-
backs are usually stored in the form of query logs, which includes information such as 
query sessions and clickthrough streams. To provide valuable query suggestions such as 
Google Autocomplete1 (originally named Google Suggest) and Yahoo Related Sugges-

                                                 
1 http://support.google.com/websearch/bin/answer.py?hl=en&answer=106230 

mailto:jhwang@csie.ntut.edu.tw
http://support.google.com/websearch/bin/answer.py?hl=en&answer=106230


JENQ-HAUR WANG AND MENG-HAN SHIH 

 

210 

 

tions2, it’s typical to analyze related queries and the corresponding click streams. How-
ever, in small companies or non-profit organizations, user query logs might not be availa-
ble. First, query logs are not easy to maintain since it takes continuous efforts and costs in 
storage and analysis. This might not be affordable in small organizations. Second, for 
query logs to be useful, the scale has to be large enough in terms of the number of users, 
the number of queries, and the number of topic domains. Query logs for one specific do-
main might not be applicable to other domains. Without query logs, search results could 
contain very diverse meanings in a long list. Given very short user queries, users have to 
spend more time browsing through these items before finding relevant and interesting 
results. Thus, it’s a challenge to provide useful relevant term suggestion in the absence of 
query logs.  

 In addition to query logs, there are other alternative resources that might help in dis-
tinguishing the several possible meanings of query terms, for example, linguistic resources 
such as lexicons, and general resources such as the Web. Linguistic resources are usually 
more specific about the target language, while the Web consists of huge amount of contents 
generated by media and users around the world. Our goal is to improve query formulation 
and retrieval effectiveness by mining potential relevant terms surrounding the query from 
Web resources. For example, search-result snippets or search engine results pages (SERPs) 
might be a good choice given fast responses from most commercial Web search engines. 
Another possible source might be the co-occurring terms of query terms in various types of 
Web documents such as blog entries, news articles, and Web pages. Many studies found that 
the terms that frequently co-occur with the query terms are often related to the query [1]. 
Different types of Web resources could present various characteristics in contents. To utilize 
these general resources in term suggestion, there are several issues. First, given a particular 
type of Web resource, how to find the relations between query terms and the surrounding 
contexts? Second, given contextual relations of query terms in various resources, how to 
combine the similarity estimation to give a single coherent result list?  

To address these issues, query expansion techniques [16] are typically used to pro-
vide more related terms to the initial query. For example, synonyms in a thesaurus can 
provide good source of expansion terms. Global analysis can be done by grouping syno-
nyms and related terms in a thesaurus either manually or automatically. It’s also possible 
to do query expansion by local analysis within the result sets of initial user query. Rele-
vance feedbacks usually require users to provide direct feedbacks on which items he/she 
thinks relevant and to expand simple short queries. Since users are often unwilling to give 
explicit feedback, pseudo relevance feedback (PRF) can also be used, which automati-
cally regard the top-ranked initial search-results as relevant and derive the possible ex-
pansion terms. However, with the diverse meanings of short queries, the problem of topic 
drift [11] might occur when we cannot distinguish between several possible user needs 
inherent in the initial query. To avoid such a problem, we further utilize query contexts in 
Web documents, which usually bring significant improvements in retrieval effectiveness 
[1]. Given the huge volume of diverse Web contents as the source for feasible contexts in 
which query terms might appear, our goal is to estimate the relevance of the candidate 
terms based on the co-occurrence of query terms and the candidate terms in the context of 

                                                 
2 http://developer.yahoo.com/search/web/V1/relatedSuggestion.html 
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Web documents and search-result pages. 
In this paper, we propose to construct query context knowledge bases for relevant 

term suggestion from Web resources. Given a user query, search-result snippets are first 
fetched via search APIs and stored in Cassandra3, an open source distributed database, 
which will also be used as the corpus for contextual relevance analysis. Then, term can-
didates are extracted and ranked by term frequency. To analyze the Web contexts of que-
ry terms, we apply statistical methods such as mutual information and Web n-gram lan-
guage model on the co-occurrences of candidate terms with the query terms in the context 
of various Web documents and search-result pages. Finally, top-ranked terms with higher 
degree of correlation with the query are suggested to the user. Experimental results show 
that a high percentage of the most relevant terms could be suggested for single-word 
popular queries in top ranks. Specifically, a NDCG@5 of 0.848 can be obtained for the 
test queries. According to our observations, Web bigrams are most helpful in mining rel-
evant terms for general user needs. Further investigation is needed to verify the usefulness 
of our approach in larger scales. 

2. RELATED WORK 

There are several methods that can be used to help users formulate better queries in 
order to retrieve more relevant search results. Query expansion [17] or query reformula-
tion has been extensively studied including global and local methods. For example, global 
analysis examines word occurrences in a corpus with a thesaurus or lexicon such as 
WordNet4. The thesaurus can be manually maintained or automatically generated by ex-
ploiting word co-occurrence or grammatical relations. Spelling correction tries to find the 
most probable combinations of characters with the minimum edit distance with the mis-
spelled word. On the other hand, local analysis modifies a query according to its initial 
search results. For example, relevance feedback obtains judgments of relevance or non-
relevance directly from the user. A typical algorithm such as Rocchio [12] tries to find the 
optimal query given the relevance and nonrelevance judgments. However, since users are 
usually reluctant to provide direct feedback, pseudo relevance feedback (PRF) avoids 
user interaction by automatically assuming that initial search results also contain relevant 
information from which query terms can be modified. For example, Karimzadehgan and 
Zhai [9] proposed a statistical translation model based on mutual information for im-
proving retrieval performance. It can be combined with PRF to further improve retrieval 
accuracy. Cao et al. [6] found many of the expansion terms in conventional approaches 
are indeed unrelated to the query. They proposed a supervised learning method for term 
classification to predict the usefulness of expansion terms. But the drawback of PRF is 
that if initial results contain much noise or diverse contents, the query will gradually 
“drift” to a totally different set of terms from the initial query. To avoid such issues, que-
ry reduction [2, 10] techniques have been proposed to break long queries into sub-queries 
and to select only the most important sub-queries that avoids extraneous terms. Huang et 

                                                 
3http://cassandra.apache.org/ 
4http://wordnet.princeton.edu/ 
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al. [8] and Wang et al. [16] explore Web scale language models for query processing 
tasks such as query bracketing and long query segmentation. Many studies found that 
co-occurring terms are often related to the query [1]. Context around query (or query 
context) usually reflects the user’s domain of interest, which could help to improve re-
trieval effectiveness. Since the Web contains huge amount of diverse resources that pro-
vide dynamic query contexts, our goal is to utilize Web query contexts for relevant term 
suggestion. 

In real Web search engines, term suggestion is an important technique to provide 
relevant terms for users. Query autocompletion [3] can be provided that immediately 
suggests users with possible complete terms as soon as users are typing. Other features 
such as related search can provide helpful hints to users with the most popular related 
terms given partial query terms. Query suggestions can help users formulate good queries 
especially for difficult topics in specific domains. Most query suggestion methods utilize 
query logs to suggest queries for the Web or institutions with a large user base. For en-
terprise or personalized retrieval systems, it’s important to give suggestions without query 
logs [4]. They proposed a document-centric probabilistic model to generate suggestions. 
They focus more on realtime suggestion of different possible query candidates to the user 
as soon as she starts typing.  

In this paper, we focus on the practical issues of utilizing various types of Web re-
sources and suggesting relevant terms in the absence of query logs. Given initial query, 
we use pseudo relevance feedback from different Web resources to extract a list of can-
didate expansion terms. Then, we further apply co-occurrence analysis in Web contexts 
including mutual information and Web n-gram language model for selecting the most 
relevant candidate terms as the suggested list. 

 
3. THE PROPOSED APPROACH 

 
In our proposed approach, there are three major components: Web query context 

extraction, contextual relevance estimation, and term selection. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 1. System architecture of the proposed approach. 
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In the Web query context extraction module, we utilize various sources of search 
results including blog, news, and keyterms. In particular, we extract search results with 
existing open Web APIs: Yahoo BOSS API5 for keyterms and news search, and Google 
Blog search API6 for blog search. Since there has been stricter limitation on the number 
of queries per day for free access to most APIs, we have to accumulate the search results 
in a database. To facilitate efficient processing of huge amount of various types of Web 
search results, we adopt Cassandra distributed database as our major storage for Web 
query context knowledge bases. Candidate terms are extracted and the corresponding 
statistics such as term frequency and document frequency are stored as query contexts. It 
facilitates easier support of data collection from multiple Web resources. It’s also easier 
to port to other platforms. 

Since the terms mentioned more often usually imply their importance, in the contex-
tual relevance estimation module, we first accumulate conventional TF (Term Frequency) 
and TF-IDF (Term Frequency-Inverse Document Frequency) weights to select more in-
formative terms. To further estimate the relative importance among these candidate terms, 
we calculate their contextual weights based on the co-occurrences [6] of expansion terms 
and query terms. Considering the possible occurrences of query terms in the Web docu-
ments and various search results, we combine weights from both sources in a linear com-
bination. Finally, in the term selection module, term candidates are ranked by the contex-
tual weights and the top-k terms are suggested to the user. Each component will be de-
scribed in the following sections. 

 
3.1 Web query context extraction  
 

The query context is the possible distribution of terms surrounding a given query. 
It’s helpful to learn more related information about the query. The idea of query expan-
sion is to find more detailed information that is related to the query terms in semantic 
features. Specifically, given a query q, we try to extract the set of terms E(q)={e1,…,en} 
from the Web resources. Instead of simply searching Web pages in which the query oc-
curs, we extract three types of Web search results: keyterms, news, and blog as the query 
context. Each type of resource provides different contexts which might exhibit quite dif-
ferent characteristics from Web pages. For example, keyterms are extracted and identified 
from the major Web pages by search engines such as Yahoo! BOSS API based on term 
frequency and contextual information in the index. News articles are usually written by 
journalists with special expertise and wordings in the corresponding domains, while blog 
posts are easily generated by general users which are more informal and casual in writing 
style. In order to provide suitable Web context knowledge bases, these search results are 
first preprocessed by applying stopword removal. Since various number of search results 
could be returned from different resources, considering the efficiency and limitation of 
Web APIs, we do not include all search results. Instead, conventional TF and TF-IDF 
weighting schemes are used in relevance weight accumulation to filter out terms with 
lower informativeness. Then, we only keep the top-j results of the candidate terms in 

                                                 
5http://developer.yahoo.com/search/boss/ 
6http://code.google.com/apis/blogsearch/v1/ 
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query contexts. Specifically, relevance weights for each candidate term ei can be calcu-
lated by the following formula: 
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where tfeidj is the term frequency of term ei in document dj, and N is the total number of 
documents. The idea is to accumulate term frequencies in all documents. The more often 
a term occurs in documents, the higher weight it gets. Similarly, for TF-IDF weight ac-
cumulation, if a term occurs in too many documents, the weight will be reduced since 
common terms might not be discriminative enough.  

 
3.2 Contextual relevance estimation  
 

Frequent co-occurrences of two or more terms are a useful hint for their possible re-
lations in a document. For example, in Web pages and new articles, two terms might be 
written in the same page if they are related to the same event or topic. The reason is that: 
the terms frequently co-occurred with the query terms are often related to the query [1]. 
Given a query q, and a candidate expansion term ei, we want to analyze the 
co-occurrences of q and ei in different data sources. In this paper, we check their 
co-occurrences in various search results and Web pages, respectively. 
 
3.2.1 Term co-occurrence in search results  
 

Here we take the three different sets of search results: blog, news, keyterms as the 
corpus for co-occurrence analysis. Then, contextual scores are calculated based on accu-
mulated frequencies of the co-occurrences in each type of search-results, that is: 
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where C(q, ei|D) denotes the frequency of co-occurrences between q and ei in document 
D. To get an estimate of these co-occurrence frequencies, we utilize open Web APIs to 
retrieve the sets of search results for keyterms, news, and blog, as SKeyterm, SNews, and SBlog, 
respectively. The number of search results for each type of resource might be restricted 
due to the limitation of Web APIs. Then, co-occurrence frequencies from each type of 
search results can be counted and the total contextual score in search results can be esti-
mated by their sum. 
 
3.2.2 Term co-occurrences in Web pages  
 

It’s infeasible to check every page for co-occurrence analysis since there are too 
many pages on the Web. Thus, in this paper, we utilize the statistics estimation returned 
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from Web search engines. Based on these statistics, we calculate two estimates for Web 
co-occurrences: mutual information and Web n-gram language model as described in the 
following subsections.   

 
Mutual information. In calculating Web co-occurrences, we first model the rela-

tions between query q and expansion term ei by mutual information. It’s commonly used 
to measure the mutual dependency of two events X and Y as follows: 

 ∑∑ 
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where p(x,y) is the joint probability distribution function of X and Y, and p(x) and p(y) 
are the probability distribution functions of X and Y, respectively. In our estimation for 
Web co-occurrences of query term q and expansion term ei, we use maximum likelihood 
estimates (MLE) of probabilities and modify Eq.(4) into the following equation: 
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where f(q, ei) is the frequency of co-occurrences for q and ei, f(q) is the frequency of q, 
and f(ei) is the frequency of ei, N is the maximum number of co-occurrences in data col-
lection. 

Since we cannot obtain the exact counts of the individual frequencies f(q), f(ei), and 
f(q,ei) in Web pages, we use Bing search API7 to get an estimated number of search re-
sults. For example, “H1N1 flu” returns an estimate of 28,200 results, while “H1N1” and 
“flu” have 1,780,000 and 18,500,000 estimated results, respectively. Since we focus on 
the co-occurrences of terms in Web documents, we adopt the document-oriented ap-
proach in co-occurrence estimates [15]. Thus, the maximum co-occurrences N is assumed 
to be the total number of Web documents. The reason for using this API is that there’s no 
limitation on the number of requests as in Yahoo and Google APIs. Higher mutual infor-
mation score indicates more relevance between q and ei. 
 

Web n-gram language model. Although we can obtain the number of search results 
from Web search engines, it’s only a rough estimate. Thanks to the availability of open 
corpus for Web n-grams, such as Google Web n-gram corpus8, and Microsoft Web 
n-gram service9, we can further estimate the frequencies of each n-gram and their 
co-occurrences in all Web pages indexed by Google or Microsoft. They are real-world 
Web scale data which are dynamically updated by major search engines. In this paper, we 
only utilize word bigrams for calculating the co-occurrence probabilities of word bigrams 

                                                 
7http://msdn.microsoft.com/en-us/library/dd251056.aspx 
8http://www.ldc.upenn.edu/Catalog/CatalogEntry.jsp?catalogId=LDC2006T13 
9http://research.microsoft.com/web-ngram 
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depending on the order of words in bigrams. To predict the co-occurrence of terms q and 
ei, we check the probabilities of term ei appearing before or after query term q as P(ei, q) 
and P(q, ei), respectively by: 

 )|()(),( iii eqPePqeP =         (6) 

 )|()(),( qePqPeqP ii =         (7) 

In Web n-gram language model, the order of term occurrences might have different 
impacts on the co-occurrence probability. For example, the query term “H1N1” and can-
didate expansion term “flu”, the corresponding scores of “H1N1 flu” and “flu H1N1” as 
returned by Microsoft Web n-gram service are 5.6078 and 6.6407, respectively. Then, we 
take the maximum of the two to represent the maximum likelihood score of bigram 
co-occurrences as in Eq. (8): 
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3.3 Top- k term selection  
 

After calculating the co-occurrences in search results and Web pages, we integrate 
the total contextual weight in a linear combination as follows: 
 

 ),(*)1(),(*),( iSRiWebiTotal eqCeqCeqC αα −+=         (9) 

 
where CWeb indicates the score for co-occurrence in the Web pages including CMI and 
CBigram, while CSR denotes the score for the search results, and α is the weight of Web 
pages in the range of 0-1. Since we want to address the relative effects of Web pages and 
search results, CWeb and CSR are normalized to the range of 0-1 using min-max normaliza-
tion. 

After the total contextual weights for each candidate term ei is calculated, we simply 
select the top-k terms with the highest scores as our final suggestion list. In our experi-
ments, we will check the effects of the number of suggested items k on the performance. 

4. EXPERIMENTS  

To verify the performance of our proposed approach, we collected 146 test queries 
in English from the sources including Google Zeitgeist 200910, and The Global Language 
Monitor 2000-200911. These are popular queries based on the statistics from search en-
gines as shown in the Appendix. For each test query, we obtained the top-50 Yahoo key-
terms, top-50 Yahoo news abstracts, and top-50 Google blog abstracts, respectively. 

                                                 
10http://www.google.com/zeitgeist2009  
11http://www.languagemonitor.com/top_word_lists/top-words-of-the-decade-2000-2009/ 
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During the experimental period from Jan. 12, 2011 to Mar. 5, 2011, a total of 23,868 
documents were collected. As a preprocessing step, stopwords were removed. Then, we 
extracted the contexts of each query term by using the top-j terms ranked according to 
accumulated TF or TF-IDF weights from each of the three resources. Finally, we calcu-
lated the contextual weights by mutual information and Web n-gram language model, and 
then selected the top-k suggested terms. The data processing steps are shown in Fig. 2. 

 
 
 
 
 
 
 
 
 
 
 

 

Fig. 2. The data processing steps for top-k term suggestion from three types of Web resources. 

To judge the relevance of suggested terms, we use the related search features of 
modern Web search engines, including: Yahoo Related Search, Google Suggestion, and 
Bing Related Search, to retrieve query results as the ground truth since they reflect the 
information needs of general Web users. First, each search engine might contain different 
coverage based on what they have indexed. Second, different types of resources could 
return various results which help improve the diversity of suggested terms. Finally, these 
features are not directly available for general users. Our proposed method provides a 
convenient tool to integrate these resources.  

We checked the performance using standard metrics of precision, recall, and 
F-measure. To further evaluate the performance of ranking in term suggestion, we also 
utilized Mean Reciprocal Rank (MRR), and Normalized Discounted Cumulative Gain 
(NDCG) to check the overall performance. Specifically, given a set of queries Q, the 
Mean Reciprocal Rank (MRR) is used to calculate the average ranking for all queries in 
Q as follows: 
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where rq is the rank of the query q. On the other hand, the Normalized Discounted Cu-
mulative Gain (NDCG) at rank p is defined as follows: 
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where IDCGp is the ideal DCG where all relevant terms are ranked perfectly in the high-
est ranks of the ground truth. 
 
 
4.1 Effects of Web query context extraction 
 

Since we utilized three different types of search results to extract query contexts, we 
first observed the differences in term distributions as shown in Table 1. 

Table 1. The top-10 co-occurring terms extracted from blog, news, and keyterms  
(for test query “iPhone“) 

Co-occurring 

Terms 
blog news keyterms 

1 iPhone iPhone iPhone 

2 Verizon Verizon Apple 

3 Apple AT&T AT&T 

4 network network Verizon 

5 AT&T Wireless iPad 

6 bit Tuesday Apple iPhone 

7 tomorrow announced iOS 

8 expected device iPod 

9 news February apps 

10 Verizon’s Verizon’s store 
 

As shown in Table 1, we can see some difference in the distributions of co-occurring 
terms by three types of search results. The top co-occurring terms extracted from blog, 
news, and keyterms are similar: “iPhone”, “Verizon”, “Apple”, and “AT&T”, which gen-
erally talk about the announcement of iPhone releases from major telecommunication 
companies Verizon and AT&T and their differences. However, in news articles, the terms 
“Tuesday”, “February”, “announced” were mentioned to indicate the time and events, 
while the blog posts contain more casual terms such as “bit”, “news”, “expected”, and 
“tomorrow”. The keyterms from search engines are mostly the major companies (“Apple”, 
“AT&T”, “Verizon”), related products (“iPhone”, “iPad”, “iPod”), and other related items 
(“apps”, “iOS”, “store”). This example shows the possibility of utilizing various search 
results to obtain more different aspects of the query. 

Since query contexts are extracted based on TF and TF-IDF weight accumulations, 
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we further observed the differences of top co-occurring terms selected by TF and TF-IDF 
as shown in Table 2. 

Table 2. The top-10 co-occurring terms selected by TF and TF-IDF weights  
(for test query “iPhone“) 

Co-occurring 

Terms 
TF TF-IDF 

1 video video 

2 apples apples 

3 news news 

4 ipod gaming 

5 twitter windows 

6 download people 

7 phones touch 

8 apple magazine 

9 mobile mobile 

10 store store 
 

As shown in Table 2, we can see different distributions of terms by TF and TF-IDF 
weights. Using TF, we can discover more related aspects of iPhones such as “download”, 
“phones”, “iPod”; while with TF-IDF, the terms “gaming”, “windows”, “people” and 
“magazine” occurred more often. We will further evaluate the effects of different 
weighting schemes on the retrieval performance in the following sections. 
 
4.2 Effects of co-occurrence analysis using Web bigrams  

   
To evaluate the effects of co-occurrence analysis on retrieval performance, we first 

checked the effects of Web n-gram model using TF/bigrams when j is fixed at 20 as 
shown in Fig. 3. 
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Fig. 3. Performance of top-k suggested terms using TF/bigrams (for k=5,10,15, when j=20). 

As shown in Fig. 3, the precision decreases while the recall increases as k increases. 
That is, as the system suggests more terms, more noises can also be introduced as well as 
relevant results. Next, we checked the effects of different number of terms j on the per-
formance when k is fixed at 10. 

 

 
Fig. 4.  Performance of top-k suggested terms using TF/bigrams (for j=20,30,40, when k=10). 

As shown in Fig. 4, the precision and recall were not improved as the number of 
context terms j increases. This shows that most of the relevant terms can be obtained from 
top-20 search results, and increasing the number of search results does not improve the 
coverage of relevant terms. More search results are likely to introduce more noises that 
might be off topic to the original query. Thus, we will only use top-20 search-results from 
each resource type in the remaining experiments. Next, we evaluated the effects of 
TF-IDF/bigrams on the performance. 
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Fig. 5. Performance of top-k suggested terms using TF-IDF/bigrams (for k=5,10,15). 

 
As shown in Fig. 5, the performance of top-k suggested terms using TF-IDF weights 

is inferior to TF weights. There are two reasons for this. First, high IDF values usually 
imply higher term specificity, which can be used to distinguish rare terms. But rare terms 
might not be helpful to the more popular Web contexts contributed by general users on 
the Web. They might further diversify the term distribution from that of the general Web. 
Second, since we already exclude the stopwords in the preprocessing step, the IDF in-
formation does not contribute more to the filtering of common terms. This shows that 
simple term frequency statistics is helpful to keep relevant terms within Web query con-
texts. In the remaining experiments, we will only use TF weights for query context ex-
traction. 

 
4.3 Effects of co-occurrence analysis using mutual information 
  

Next, we checked the effects of mutual information for co-occurrence analysis as 
shown in Fig. 6. 
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Fig. 6. Performance of top-k suggested terms using TF/mutual information (for k=5,10,15) 
 
As shown in Fig. 6, we can see a slight decrease in precision, and an increase in re-

call as the value of k increases. Comparing with Fig. 4, the performance using Web bi-
grams is significantly better than mutual information. This is due to the following. First, 
Web bigrams are real-world large-scale statistics which can accurately reflect what gen-
eral Web users care about. Second, mutual information might not be stable enough for 
low-frequency terms. Also, the amount of information does not necessarily indicate the 
relevance between terms. The rough estimates from search engines might also introduce 
noises to the calculation. This result shows the effectiveness of Web n-gram language 
model in co-occurrence analysis. Thus, for the remaining experiments, we will use Web 
bigrams instead of mutual information for Web occurrence analysis.  
 
4.4 Effects of co-occurrence analysis in search results  
 

To test the performance of co-occurrence analysis in various search results, we 
checked the effects of different weights α on the performance as shown in Fig. 7. 

 
Fig. 7. Performance of term suggestion with different weights α (for k=10). 

As shown in Fig. 7, as the value of α increases from 0 to 1, the retrieval effective-
ness in terms of precision, recall, and F-measure also increases until the point α=0.87, in 
which the best performance of 43.2% can be obtained. Since the weight α indicates the 
relative importance for CWeb, when α=0, it’s degenerated to the case of query expansion 
by pure local analysis. On the other hand, when α=1, it’s degenerated to the case of query 
expansion by pure Web n-grams. The best performance cannot be achieved in this case 
due to the lack of various types of diverse contents in addition to Web pages. From this 
experimental result, we can observe that Web n-gram model has more contribution to 
contextual relevance estimation than pure search results. Web bigrams can better reflect 
the possible related terms for general Web users. With this setting of total contextual rel-
evance score, we tested the performance of term suggestion as in Fig. 8.  
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Fig. 8. Performance of top-k suggested terms using TF/bigrams+search results (for k=5,10,15, 

α=0.87). 

As shown in Fig. 8, the performance slightly improves with the integration of search 
results and Web bigrams for contextual relevance estimation. Although Web bigrams 
have more influence on the performance than search results, this result shows the poten-
tial of using various kinds of search results to improve the coverage of suggested terms.  
Thus, this setting is used for the remaining experiments. 

 
4.5 Overall system performance of term suggestion 

 
To test the overall system performance of term suggestion, we first evaluated the 

average precision at n, for different weights of α when n=5, 10, 15. 

Table 3. Average precision@n for different weights (for n=5,10,15) 

 AvgP@5 AvgP@10 AvgP@15 

CBigram (α=1) 0.541 0.425 0.360 

CBigram+ CSR (α=0.87) 0.550 0.436 0.360 

CBigram+ CSR (α=0.5) 0.457 0.385 0.327 
 

As shown in Table 3, the combination of Web bigrams and search results with 
α=0.87 gives the best performance of AvgP@5 of 0.55, an improvement of 2.6% over 
using Web bigrams only. 

To explore the reasons for only slight improvement on the average precision, we 
further observed the suggested terms in more details. After detailed inspection of terms 
suggested by the system, we can see many suggested terms were marked as non-relevant, 
which actually have similar meanings as the ground truth. For example, given a test query 
“H1N1”, the suggested terms include “H1N1 vaccine” and “H1N1 vaccination” which 
should be the same if we applied stemming. Another test query of “iPhone” gives sug-
gested terms such as “iPhone app” and “iPhone apps”. This shows more potential im-
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provement if we combine the stemmed forms of suggested terms into one normalized 
form. For example, P@10 for the query “H1N1” was improved from 0.6 to 0.667 for 
CBigram, and from 0.8 to 0.89 for CBigram+CSR. 

When we evaluate the overall performance of ranking in suggested terms with MRR, 
by using the previous setting of j=20, α=0.87, an MRR of 0.863 can be obtained for the 
146 test queries. This implies that most of the relevant terms can be suggested in the top 
two ranks among the results as shown in an example query in Table 4. More example 
results can be found in the Appendix. 

 

Table 4. The suggested terms by the proposed method considering synonyms  
(for test query “H1N1“) 

Suggested Terms Score  

H1N1 flu 0.643 

H1N1 vaccine* 0.609 

H1N1 influenza 0.602 

H1N1 swine 0.600 

H1N1 virus 0.580 

Pandemic H1N1 0.572 

H1N1 vaccination* 0.535 

H1N1 news 0.518 

cdc H1N1 0.513 

H1N1 death 0.511 
 
Since the suggested terms are typically presented to users in a ranked list, higher 

ranked terms are usually more valuable than lower ranked terms. Thus, we further 
checked the performance in terms of the Normalized Discounted Cumulative Gain 
(NDCG) as in Table 5: 

Table 5. The performance in terms of NDCG@n for test queries 

 NDCG@5 NDCG@10 NDCG@15 

CBigram+CSR 0.848 0.806 0.791 
 
As shown in Table 5, an NDCG@5 of 0.848 can be obtained using the combination 

of Web bigrams and search results (with α=0.87). This shows great potential of our pro-
posed approach for term suggestion in the absence of query logs. As we observed the 
experimental results, out of the 146 test queries, only three cannot give useful term sug-
gestion, including: “photos”, “river”, “calculator”. The most important reason is that: 
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these queries are too general in sense, which have diverse meanings in various topics. To 
deal with such cases, linguistic resources including thesaurus and lexicons such as 
WordNet [5, 7] should be useful to distinguish among the various word senses. Further 
investigation is needed to verify the effectiveness in larger scales. 

5. DISCUSSIONS 

As shown in our experimental results, we obtain the following observations: 

• Term frequency (TF weight accumulation, as shown in Eq.(1)) is helpful in selecting 
candidate terms for query context extraction from Web resources such as news, blog, 
and keyterms. With stopword removal, taking document frequency into account (with 
TFIDF weigh accumulation, as shown in Eq.(2)) did not improve the performance. Se-
lecting rare terms did not help to suggest terms for general Web popular queries. 

• Web n-gram language model is useful for contextual relevance estimation with popular 
queries. Specifically, Web bigrams are helpful in selecting more relevant terms for sin-
gle-word popular queries. 

• Combining various types of search results in co-occurrence analysis can slightly im-
prove the performance. On the one hand, mutual information couldn’t provide useful 
clues on relevance among terms. On the other hand, the performance when applying 
query expansion by local analysis using search-results only is not comparable to using 
Web bigrams only. But adding a portion of diverse search results could slightly im-
prove the diversity of related contents and thus the retrieval effectiveness. 

• Considering the ranking in term suggestion, we can observe a good performance for 
single-word popular queries in terms of MRR (0.863) and NDCG@5 (0.848) with 
suitable weights. This shows great improvement given limited information and possible 
diverse meanings for single-word queries. Further investigation is needed to verify the 
effectiveness of our proposed approach in general multi-word queries. 

• The primary limitation of the proposed approach is the cost and availability of Web 
APIs. During our experimental period, some of the APIs were undergoing significant 
revisions or restructuring. At the time of this writing, most of the Web APIs from 
Google and Yahoo are switched to charged services. This could bring issues of costs if 
we want to implement the system for more practical uses. However, our Cassan-
dra-based distributed database can facilitate efficient caching of necessary estimates 
from search engines as long as there’s limited free access available from Web APIs. 

With the preliminary experimental results, we can demonstrate the usefulness of 
Web-based query expansion and contextual filtering for relevant term suggestion. More 
investigation is needed to verify the effectiveness in larger scales. 

 

6. CONCLUSIONS 

In this paper, we have proposed to construct Web query context knowledge bases for 
relevant term suggestion based on pseudo relevance feedback from Web resources. 
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Without query logs, we deployed several Web resources such as keyterms, blogs, and 
news search results to exploit the potential query contexts. Then, contextual relevance 
estimation methods for co-occurrence analysis such as mutual information and Web 
n-gram model were used to identify the most relevant terms. Our experimental results 
show a good performance for single-word popular queries in terms of MRR and NDCG. 
Combining term selection with TF weight accumulation and co-occurrence analysis with 
Web bigrams can achieve better performance. Further investigation is needed to verify 
the effectiveness of our proposed approach in larger scales. 
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Appendix 

We collected the list of 146 test queries from Google Zeitgeist 2009 and The Global 
Language Monitor 2000-2009. These are single-word queries which are considered pop-
ular as follows: 
 
Obama, H1N1, Twitter, Embedded, Climate, Financial, iPhone, iPod, Jackson, Bolly-
wood, Olympics, 3D, Market, spyware, Korea, Sony, xbox, LCD, car, diabetes, canon, 
yahoo, download, cnn, news, flickr, sports, videos, flowers, bbc, movies, free, music, 
cats, games, lyrics, search, myspace, firefox, oil, nba, shower, computer, software, data, 
expert, science, skype, travel, dell, christmas, wii, ebay, ikea, toyota, weather, horoscope, 
funny, apple, mlb, ps3, health, pictures, disney, microsoft, yoga, chat, tools, baseball, 
golf, photos, legal, msn, newspapers, youtube, api, world, online, DVD, jobs, love, 
school, shoes, blog, windows, clothing, london, radio, digital, weather, song, vista, flash, 
psp, system, food, toys, media, email, linux, professional, fashion, laptop, GPS, river, 
project, paper, social, pizza, building, hiv, unemployment, eiffel, haiti, calculator, 
cheesecake, diy, diet, agriculture, volcano, tower, moon, bluetooth, kinect, keyboard, hp, 
addicting, medical, thesaurus, fax, USB, dream, jeans, faith, asset, recession, GDP, ac-
counting, corporation, inflation, investment, security, fiduciary, GNP, Facebook, iPad. 
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In the following table, we showed more example results of term suggestion. 

 

Table A1. The suggested terms by the proposed method  
(for test query “iPhone“) 

Suggested Terms Score  

iPhone ipod 0.691 

apple iPhone 0.662 

iPhone app* 0.657 

iPhone apps* 0.641 

iPhone games 0.617 

iPhone iPad 0.614 

iPhone news 0.604 

android iPhone 0.591 

mobile iPhone 0.59 

iPhone users 0.588 
 
As shown in Table A1, the items marked by asterisks (*) can be regarded as relevant 

if synonyms are taken into consideration. 
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