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ABSTRACT
As broadband Internet access has become ubiquitously available,
the thin client technology is now widely adopted. Unfortunately,
the old saying “the same knife cuts bread and fingers” applies to the
thin client technology perfectly. While it makes people’s life eas-
ier, malicious attackers are ever happier. Once an attacker compro-
mises a victim’s computer and installs a remote-controllable back-
door on it, the attacker can do virtually anything the victim can
do on his own computer. As far as we know, there are no general
solutions for detecting whether a system is remotely controlled or
not.

In this paper, we propose Physical Presence Verification (PPV),
a test to ensure a system is controlled by a local user. If an ap-
plication is considered critical, it can invoke a PPV test to ensure
the user is locally present and prevent an attacker from performing
mission-critical actions and accessing private information remotely.
Our user studies indicate that PPV tests are effective, reliable, and
adoptable in real life. We also discuss potential attacks to PPV tests
and our countermeasures.

1. INTRODUCTION
As broadband Internet access has become ubiquitously available,

the thin client technology (also known as remote desktop, remote
control, and screen sharing) is now widely adopted by not only
tech-savvy users, but also regular users. The thin client technology1

is popular because it enables a user to control a remote computer
via graphic user interfaces as if he is sitting by the computer. The
common uses of such technology include, but not limited to the
following scenarios:

• Remote work: Employees use their office computers via
thin clients from any place, which enables the so-called hot-
desking or road-warrior working environments.
• Remote system diagnosis and administration: Technicians

log into users’ computers to help them maintain operating

1The thin client technology comprises hardware and software solu-
tions. Without loss of generality, our experiments in this paper are
based on software solutions, but they can be applied to hardware
solutions as well.

systems, diagnose technical problems, and install/upgrade
applications.
• Distance learning: Lecturers and students co-share a remote

desktop session, where lectures illustrate and students watch.

Unfortunately, the old saying “the same knife cuts bread and fin-
gers” applies to the thin client technology in that the technology
does not come without cost. While it makes people’s life easier,
malicious attackers are ever happier since it is also a powerful tool
to better “utilize” innocent users’ computers. More specifically,
once an attacker compromises a victim’s computer and installs a
remote-controllable backdoor on it, the attacker can do virtually
anything the victim can do on his own computer. Compared with
traditional, special-purpose backdoors, remote-controllable back-
doors are more versatile and more suitable for on-demand and in-
teractive attacks. We list some malicious uses of thin client tech-
nologies as follows:

• Remote monitoring and intervention: Attackers can re-
motely monitor a victim’s computer screen in real time and
even intervene the victim’s actions whenever they like. This
obviously makes a serious privacy infringement to the vic-
tim.
• Accessing stored information in applications: Private data

may be stored in proprietary or even encrypted form by ap-
plications, e.g., mail clients and diary software. With remote
control, malicious attackers can access such sensitive data by
using the applications as if they were genuine owners.
• Accessing password-protected resources: For the sake of

convenience, many users store passwords for accessing se-
cured Internet or Samba resources. Once a user’s computer
is remotely controlled, attackers can easily access secured
resources, where the associated passwords are kept by appli-
cations without bothering brute-force password guessing or
similar attacks.
• Identity theft: An attacker may post inappropriate messages

on forums or make Internet purchases before the HTTP cook-
ies associated to the web services expire. Furthermore, if the
victim stores credentials to web services, his identity can be
used to do virtually anything, and the matter becomes much
worse if the stored credentials are associated to a banking
service.
• Breaching license restriction: Some software adopts a li-

cense model that limits the number of hosts that can simul-
taneously execute the software. However, such limit can be
easily broken by running the software on a server and using
the software via a thin client.

The security and privacy threats due to malicious uses of thin
clients are even worse if we consider that major platforms on smart



phones, such as Google Android2, Apple iOS3, and Microsoft Win-
dows Mobile4, all support thin client technologies. As trojans and
worms for smart phones are not news today, it can be anticipated
that soon malicious attackers would be able to remotely control in-
nocent users’ mobile phones, and the consequence would be disas-
trous. For example, a remote-controlled mobile phone can be used
to collect the owner’s private information (contacts, call history,
and messages), send text message spams, and make international
calls behind the scene.

Considering the above potential threats, we see a strong demand
for a mechanism that can detect whether a host is being remotely
controlled. Since there are virtually infinite ways to implement thin
clients, it is not practical to detect thin clients based on signature-
based approaches, such as checking whether a VNC [16] server
process is running. Furthermore, thin clients are mostly designed to
run transparently and independently from applications being con-
trolled; thus, an application has no way to determine whether it-
self is controlled by a local or a remote user5, except for certain
implementation-specific solutions6 [9]. Moreover, if a host is likely
remotely controlled, it is equally likely compromised. Therefore,
we cannot rely on any system-level information, such as CPU uti-
lization and network bandwidth usage, to detect the use of thin
client software based on its activity. To the best of our knowledge,
there are no general solutions for detecting whether a system is
remotely controlled or not.

In this paper, we propose Physical Presence Verification (PPV),
a test to ensure that a system is controlled by a local user. The
idea is like CAPTCHA [1] tests. While CAPTCHA tests aim to
ensure the presence of a person, PPV tests aim to ensure the “phys-
ical” presence of a person by the computer. Similar to CAPTCHA
tests, PPV tests can be invoked on-demand. If an application is
considered critical, it can invoke a PPV test to ensure that the user
is locally present and prevent remote use. With PPV tests, we can
safely prevent an attacker from performing mission-critical actions,
such as making bank transactions, and accessing private informa-
tion, even if the system is remotely controlled by the attacker.

The remainder of this paper is organized as follows. We investi-
gate the performance and the limit of five popular thin client imple-
mentations in Section 2. In Section 3, we present the Physical Pres-
ence Verification (PPV) scheme that can detect if a host is remotely
controlled. In Section 4, we evaluate the effectiveness, reliabil-
ity, and usability of PPV tests via user studies. We discuss PPV’s
security models and potential attacks and corresponding counter-
measures in Section 5. Finally, we review the related literature in
Section 6 and draw our conclusion in Section 7.

2. THE LIMIT OF THIN CLIENTS
Ideally, a thin client implementation faithfully mirrors the lo-

cal screen to the remote screen in real time. However, in practice,
the real-time screen mirroring mechanism has an intrinsic perfor-
mance limitation because the bandwidth between the local and the
remote hosts is highly restricted compared with the local display
bandwidth. For example, PCI Expression 2.0 [14], a commonly
used expansion bus standard for video cards, supports 64 Gbps

2http://code.google.com/p/android-vnc/
3http://www.realvnc.com/products/ios/index.html
4http://www.jaylee.org/rc/
5Here we define remote users as those whose terminals are con-
nected to a system via one or multiple LAN and WAN; furthermore,
a user is considered a local user if he is not a remote user.
6For example, a Windows application can detect whether it is run-
ning in a Remote Desktop Session by checking the SESSION-
NAME environment variable.

communication bandwidth, while the current broadband Internet
access bandwidth is mostly lower than 100 Mbps [7]. Therefore,
thin client implementations commonly adopt either or both the fol-
lowing strategies to resolve the local and network bandwidth dis-
crepancy:

1. Temporal quality degradation: This strategy reduces band-
width usage by aggregating screen updates and therefore de-
lays or even skips screen updates on the remote host.

2. Graphical quality degradation: This strategy reduces band-
width usage by discarding graphical details and delivers de-
graded graphics to the remote host.

In this section, we conduct a measurement study to understand
the performance limit of thin clients. When the workload, i.e., how
fast the screen is changed and how significantly the changes are,
of a thin client increases, the bandwidth usage will inevitably in-
crease and eventually reach the network bandwidth limit. In this
case, a thin client implementation may 1) voluntarily decrease its
bandwidth usage, 2) rely on the underlying data transmission mech-
anism, e.g., TCP, to adjust its data rate, or 3) send out data pack-
ets regardless of the available bandwidth. In any case, the tempo-
ral and/or graphical quality of the screen updates delivered to the
remote host will be degraded due to information loss. Our experi-
ments are designed to investigate under what situation and in which
way the delivered screen quality of a thin client will be degraded.

2.1 Thin Client Selection
Many modern operating systems now come with built-in thin

client solutions, such as the Remote Desktop Services on Microsoft
Windows 2000 and later versions, and XFree86 (with remote ses-
sions) on various UNIX distributions. In addition, there are dozens
of public-domain thin client implementations7 available for down-
load. According to a survey8 by Lifehacker.com in 2008 that in-
volved nearly 8, 000 subjects, the most popular five thin clients are
LogMeIn (27%), Microsoft RDP (24%), UltraVNC (16%), Tight-
VNC (14%), and TeamViewer (9%). While LogMeIn received the
highest votes, the VNC family9 is probably the true winner since
its two variants, UltraVNC and TightVNC, received a total of 30%
votes, which we believe partly due to its cross-platform capability.
Although this survey is almost six years ago, the listed thin clients
are still popular today, according to a more recent report in 201310.

In this work, we evaluate the capability of the five thin client
implementations and verify the effectiveness of the proposed PPV
test based on them. Since the five thin clients collectively occupy
89% of the market, we believe that they well represent the ca-
pability of modern thin client implementations. Besides, due to
their popularity, we consider that their performance should be no
worse than other implementations, thus they serve as appropriate
verifiers for PPV tests as PPV tests are even more robust against
poor-performance thin clients.

2.2 Experiment Setup
We set up two clock-synchronized PCs (Intel Core2 Quad Q8400

2.66 GHz) with Microsoft Windows 7 in a Gigabit Ethernet LAN,

7http://en.wikipedia.org/wiki/Comparison of remote
desktop software
8http://lifehacker.com/5080121/five-best-remote-
desktop-tools
9http://en.wikipedia.org/wiki/Virtual Network
Computing

10http://www.webinky.com/top-6-best-free-remote-desktop-
software/



where one PC serves the local host and the other serves as the re-
mote host. We install the thin clients’ server software on the local
host and the client software on the remote host. The exact ver-
sions of the thin clients we use are LogMeIn 4.1, Microsoft Re-
mote Desktop (RDP) 7.1, UltraVNC 1.0.9.6.1, TightVNC 2.0.4,
and TeamViewer 6.0. Besides, we install dummynetWindows ver-
sion on the remote host to control the network quality between the
two hosts.

To investigate the performance limit of the thin clients, we re-
peatedly execute the following procedures under various configu-
rations:

1. Configure dummynet (on the remote host) to control packet
delay, packet loss rate, and network bandwidth.

2. Initiate a remote session from the remote host to the local
host.

3. Run a custom player program on the local host that dis-
plays 50 random images sequentially with specified time in-
tervals, and simultaneously record whatever shown on the
remote host (via a thin client) to a video clip (uncompressed
AVI format with 200 frame-per-second).

4. Analyze the recorded video clip and compute how many im-
ages (out of 50) are shown on the remote host and the display
latency of every image shown on the remote host.

5. Terminate the current remote session.

The main idea is that if we display images in a fast rate that
causes frequent screen updates, at a certain rate some screen up-
dates will be delayed or discarded by the thin clients or the net-
work. In such case, certain images would be never shown on the
remote host even they are correctly displayed on the local host, and,
for those images successfully shown on the remote host, the display
latency may be significant; that is, an image may show on the re-
mote host much later than the time it appears on the local host.

To identify whether an image displayed locally is shown on the
remote host, we draw four unique tags (100x60 pixels each on an
1024x768 image) at the four corners of each image and use the
cvMatchTemplate function in OpenCV to detect the presence of
the tags. We consider that an image is visible if all the four tags
are shown on a video frame from the recorded video clips. If an
image is detected displayed on the remote host, its display latency
is computed by subtracting the local display time from the time of
the first frame where the remotely displayed image is detected. The
50 images we use comprise scenic and portrait pictures randomly
selected from Flickr.com11.

2.3 Workload Design
In the experiments, we vary 3 workload parameters and 3 envi-

ronmental parameters one by one and analyze the performance of
the five thin clients. The workload parameters include:

1. Period: The time intervals between the display of successive
images. We use three period settings: 700 ms, 1000 ms, and
1300 ms.

2. Dimension: The size of images shown on the local host.
The image dimensions we use are 256x192, 512x384, and
1024x768. Note that the unique tag size is proportional to
image size, so the tag size is 25x15 on 256x192 images,
50x30 on 512x385 images, and so on.

3. Grid: To simulate frequent screen updates, we partition an
image into n non-overlapping squares and “paint” the image
using n successive, non-stopped, randomly-ordered paint op-
erations. The grid settings we use are 1, 10, 000 (100x100

11http://www.flickr.com

(a) (b)

(c) (d)

Figure 1: The drawing process of a challenge image with 1, 000
grids.

grids), and 40, 000 (200x200 grids). Figure 1 provides an
illustration how an image is gradually drawn with an 1000-
grid setting.

We also vary network round-trip time (0 ms, 100 ms, and 200
ms), packet loss rate (0%, 5%, and 10%), and network bandwidth
(5 Mbps, 10 Mbps, and 15 Mbps) to emulate real-life network
conditions. The three environmental factors are controlled by the
dummynet software on the remote host. Since we inspect the ef-
fect of one factor at a time, the other factors are set to their re-
spective default values unless otherwise specified: 1000 ms period,
1024x768 dimension, 1 grid (i.e., no partitioning), no network de-
lay, no packet loss, and no bandwidth restriction. In total, we have
5 thin client implementations, 6 parameters, and 3 settings for each
parameter, thus we have 90 configurations in total. For each config-
uration we repeat the procedure in Section 2.2 for 10 times; thus we
perform the procedure for a total of 900 times in our experiments.

2.4 Performance Limits Unveiled
We quantify the capability of thin clients against high workload

under various network conditions in terms of two metrics: 1) image
loss rate, i.e., the ratio of images not shown on the remote host, and
2) display latency, i.e., the time difference between the local and
remote display of an image. In addition, we find that our player
program running on the local host is slowed down by some thin
client implementations; thus, we also compute a “slowdown factor”
to quantify the extent of such phenomenon.

2.4.1 Effect of Workload Settings
We depict the effect of the six parameters on the performance

of the five thin clients in terms of the three metrics in Figure 2.
From the graph, we can see that TightVNC and UltraVNC are most
susceptible to high workloads and therefore generate high image
loss rates. The figure also indicates that, relatively, LogMeIn tends
to discard images when the displayed images are large and when
the number of grids is large.

With respect to remote display latencies, TightVNC and Ultra-
VNC generally lead to the longest latencies among the five imple-
mentations except for the 40, 000-grid scenario. In the scenario,
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Figure 2: The effect of workload and environmental parameters on the performance of the five thin client implementations.



Microsoft RDP causes the longest display latency. We find that
RDP’s long display latency comes from the fact that our player
program is significantly slowed down when it performed a large
number of paint operations. This implies that RDP intercepts ev-
ery paint operation in order to record the operation and replay it on
the remote host; therefore, when paint operations occur rapidly, the
interception mechanism slows down the local program. The graph
also indicates that LogMeIn adopts a similar but more lightweight
mechanism to replicate local paint operations on the remote side.

In sum, TightVNC and UltraVNC are more susceptible to high
workloads, while LogMeIn and RDP are especially sensitive to fre-
quent paint operations. Generally speaking, unless paint operations
occur in a high rate, RDP and TeamViewer perform the best in
terms of both image loss rate and display latency.

2.4.2 Effect of Network Settings
According to Figure 2, all the five implementations we select

show degraded performance when network quality is not “perfect.”
We can see that when the network round-trip time (RTT) is longer
than 100 ms and when the packet loss rate is higher than 5%, only
RDP can provide an image loss rate lower than 50%. Meanwhile,
when the network bandwidth is restricted to 15 Mbps, all the five
implementations have experienced 20% or higher image loss rates.
Network impairments also have significant impact on the remote
display latency on all the implementations. Interestingly, even RDP
is the only one implementation which causes significant program
slowdown, it is still able to achieve shorter display latencies than
others.

Generally, RDP is more robust to network impairments than oth-
ers even though it may slowdown the local program execution. The
rest four implementations are more susceptible to network delay,
packet loss, and bandwidth restriction under high workloads and
cause significant image losses and long display latencies.

3. PHYSICAL PRESENCE VERIFICATION:
A PROPOSAL

Having shown that the thin clients cannot faithfully mirror the
local desktop to the remote desktop in real time under high work-
loads, in this section, we propose Physical Presence Verification
(PPV) and describe how it works to detect whether a host is re-
motely controlled.

3.1 Design Rationale
The design rationale behind PPV is that, since thin clients cannot

mirror the local desktop to the remote side in real time under high
workloads, if we ask a user to answer questions based on what
he sees on the screen, the answer will be different depending on
whether he is watching the screen via a thin client.

As the rationale is simple, the rest questions would be

1. How to formulate questions that users can always easily an-
swer given the screen content they see?

2. How to generate workloads that are sufficiently high to sur-
pass the limit of thin clients?

In fact, the two questions are inter-connected. To generate high
workloads, the frequency and extent of screen updates need to be
substantial. However, humans would not be able to recognize things
if screen changes occur too fast. Therefore, we need to achieve a
balanced design while pursuing answers to the above questions.

3.2 Question Formulation
To make PPV tests robust, our questions for users are in the most

simple form, that is, a dichotomous choice. In a PPV test, we show

(a) (b)

(c) (d)

Figure 3: The drawing process of a challenge image with 1, 000
grids and 10, 000 flips.

n images sequentially on the screen, where m out of n images are
overlayed with an instruction to require users’ immediate feedback.
For brevity, we shall call the m images “challenge images.” Users
are instructed to give a feedback, i.e., press a specified key, im-
mediately whenever they see a challenge image. The question is
formulated in this way so that if a user respond fewer times than
expected or the responses are significantly delayed, it is likely that
the user is watching the screen via a thin client that cannot keep up
with the generated high workloads.

3.3 Workload Generation
According to Figure 2, the workloads generated using the period,

dimension, and grid settings are not sufficiently high to exceed the
capability of all the five thin clients. Although we can use shorter
periods to further increase the workload, users may be unable to
recognize the instructions in the challenge images if the display
time for each image is too short.

To further increase the workload on thin clients while maintain-
ing sufficient display time for each image, we adopt a random flips
approach to draw images. Originally, we use G paint operations to
draw an image with G grids. Now with the random flips approach,
F paint operations are required to draw an image with G grids and
F flips. To draw an image img, we first compute the number of flips
fi as an exponential random variable with mean F/G for each grid
gi (out of G grids). Then, we make F flips sequentially in a random
order. Each flip operation fills a grid by the the corresponding re-
gion of img if this is the last flip associated with the grid; otherwise,
it fills a random picture in the grid. The random flips approach en-
ables us to draw an image using much more paint operations while
maintaining a sufficiently long display time for each image. We il-
lustrate the drawing process of a challenge image with 1, 000 grids
and 10, 000 flips in Figure 3.

3.4 Response Delay Calibration
We determine whether a thin client is used based on users’ re-

sponse rate and response delay in a PPV test. As our image draw-
ing process is purposely made complicated to increase workloads,
even drawing a single image locally takes non-insignificant time.
Thus, we need to know when an image is completely drawn (after
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Figure 5: Users’ response rates and response delays from PPV tests with different workload configurations.
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Figure 4: The local image drawing time with different grid and
flip settings measured on our PC.

then users can recognize whether it is a challenge image) in order
to measure users’ response delay accurately.

Intuitively, we can simply record when an image drawing pro-
cess is finished during PPV tests, as all the paint operations are
performed by our player program. However, some thin client
implementations, such as RDP and LogMeIn, tend to slowdown
the execution of the player program (c.f. Section 2.4.1); thus we
cannot perform such measurements during PPV tests. Instead, we
need to measure local image drawing time only when we can con-
firm there is no intervention from thin clients. The measured local
image drawing time will then be used to compute users’ response
delay by

tresponse − tdraw − local drawing time,

where tresponse and tdraw correspond to the time a user makes a re-
sponse and the time the image drawing process starts, respectively.

The local image drawing time is highly dependent on the grid
and flip settings, and also dependent on the capability of computer
hardware, especially CPU and video card. To examine the effect
of the grid and flip settings, we plot measured local drawing time
given different combinations of grid (250–40, 000) and flip (250–
80, 000) settings in Figure 4. The graphs indicate that the drawing

time is strongly correlated with flip and also positively correlated
with grid and flip divided by grid. In practice, we can measure
local image drawing time (with specified grid and flip setting(s))
immediately after a computer boots and before any thin client has
an opportunity to take control of the computer. By so doing, we can
ensure that the image drawing process is performed locally without
intervention and that the measured drawing time is ready for later
calibration use.

3.5 Parameter Selection
We now have a total of 4 workload parameters, namely, pe-

riod, dimension, grid, and flip. We fix the dimension parameter
to 1024x768 hereafter as larger images generate higher workloads.
Meanwhile, we conduct a user study to investigate how the remain-
ing 3 parameters should be chosen for PPV tests. The reason we
do not vary network parameters is because those parameters are
not controllable when PPV tests are used in real life, so we pro-
vide the worst scenario (i.e., with perfect network conditions) in
our user study. Therefore, if the PPV tests work perfectly in the
user study, they would be even more robust in real life (i.e., with
worse network conditions) as PPV tests favor conditions that make
thin clients less competent.

We configure the player program to display 10 images sequen-
tially in a PPV test. Among the 10 images, 3 images are randomly
selected as the challenge images with a criterion that no two suc-
cessive images are both challenge images. The reason is that if
the interval of two challenge images is too short, users may not be
able to recognize and react correctly. We hire 10 subjects from our
campus to take PPV tests with different configurations. Our study
comprises a total of 13 configurations: 1) three period settings (500
ms, 1000 ms, and 1500 ms) with 5000 grids and 20000 flips; 2) five
grid settings (1000, 5000, 10000, 20000, and 30000) with 1000 ms
period and 30000 flips, 3) five flip settings (1000, 5000, 10000,
20000, and 30000) with 1000 ms period and 1000 grids.

In the study, each subject is asked to take 3 successive PPV tests



with 5-second breaks for each configuration on the local host and
via the five thin client implementations respectively. In total, each
subject participates in 13× 3× 6 = 234 PPV tests. We plot the sub-
jects’ response rate and response delay observed with each config-
uration in Figure 5, where a response is considered valid if and only
if the response is received within 2 seconds after a challenge image
is completely drawn12. Ideally each graph comprises 3 (tests) ×
10 (subjects) × 6 (local and 5 thin clients) = 180 samples; however,
the response delay is undefined if no responses are received. That is
why we cannot always see 180 samples in each graph. Since a PPV
test contains 3 challenge images out of 10 images, the response rate
must be one of 0, 0.33, 0.66, and 1.0. We purposely shift the x-axis
of the samples by a random amount to make all samples visible.
From the distribution of the samples in Figure 5, we can see that,
generally, shorter periods, fewer grids, and more flips cause lower
response rates and longer response delays. Meanwhile, almost all
the PPV tests performed locally generate perfect responses (i.e., re-
sponse rate 1.0) and short response delay (around 0.25 seconds) in
all the configurations.

According to the 10 subjects, even though they can manage to
respond correctly with a 500 ms period, the fast screen updates
demand full concentration and make them nervous. For this reason,
we consider a 1000 ms period a good compromise between thin
client workloads and user stress levels. Meanwhile, the grid and
flip settings are device-dependent and can only be decided on a
per-device basis. On one hand, we should choose a setting with
few grids and more flips. On another hand, we also need to ensure
the local image drawing time shorter than a period; otherwise, an
image will be replaced by the next image before it is completely
drawn. As a thumb of rule, any grid and flip setting that leads to
local image drawing time between (period/2, period) would be fine
for practical PPV tests.

3.6 Decision Flow
As shown in Figure 5, users’ response rates and response delays

from PPV tests are clearly distinct when the tests are performed on
a local host and when the tests are performed via any of the thin
clients. As our goal is to detect whether a PPV test is performed
locally or remotely, we consider the problem as a two-label super-
vised classification with two features, the users’ response rate and
response delay. As long as we obtain a dataset that comprises the
two features from local and various thin clients respectively, we can
train a model based on a supervised classification framework, such
as decision tree [15] and SVM [4]. After that, we can apply the
model to determine whether a computer is remotely controlled by
the user’s responses from a PPV test.

4. EVALUATION
In this section, we evaluate the reliability, effectiveness, and us-

ability of the proposed PPV tests based on user studies. We begin
by describing how the user studies are designed and conducted. We
then analyze the consistency of user responses in PPV tests and the
accuracy of the thin client detection scheme. We finally conclude
this section with a discussion on PPV’s usability issues.

4.1 Experiment Setup
We hire 15 subjects (9 males and 6 females) from our campus to

participate in our evaluation study. Please note that the 15 subjects

12The draw completion time of the images are measured in advance
rather than measured during PPV tests (Section 3.4) because the
player program may be slowed down by certain thin client imple-
mentations.
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Figure 6: Subjects’ response rates and response delays from
local and remote PPV tests via 5 thin clients respectively.

are independently hired and different from the 10 subjects from
the user study in Section 3.5. We define 5 successive PPV tests
with 5-second breaks as a round. Each subject is asked to partake
in 5 rounds with 30-second breaks on the local host and via each
thin client implementation respectively. In total, each subject takes
5 × 5 × 6 = 150 PPV tests.

According to Section 3.5, we choose period = 1000 ms for the
PPV tests. Besides, we choose grid = 1000 and flip = 30000 as
the corresponding local image drawing time on our PC is approxi-
mately 680 ms, which is considerably long while significantly shorter
than a period. The local and remote hosts are connected via a Gi-
gabit Ethernet switch with no cross traffic and no any network im-
pairment introduced (i.e., no artificial delay, loss, and bandwidth
restriction).

4.2 Consistency of User Responses
Figure 6 shows the aggregate response rates and response delays

from the PPV tests performed by 15 subjects. The graph clearly
shows that with a few exceptions, subjects in local PPV tests can
always respond when a challenge image shows up and the response
delays are consistently short (with mean 250 ms and standard de-
viation 85 ms). On the other hand, each thin client implementation
result in a distinct pattern how response rates and delays are clus-
tered. We can identify that TeamViewer performs the best in mir-
roring the local desktop to the remote host so that users’ responses
are most close to those from local PPV tests. Surprisingly, there
are almost none responses corresponding to RDP; further inspec-
tion indicates that it is because RDP significantly slowdowns the
player program (c.f. Section 2.4.1) and images are drawn later
than the scheduled time, thus users’ responses are much later than
expected even if the challenge images are not discarded. Over-
all, users’ response behavior generally supports our observation in
Section 2 that all of the thin client implementation fail to mirror
real-time graphics under high workloads.

We also inspect how each subject responds in PPV tests, as shown
in Figure 7. We observe that different subjects exhibit different re-
action behavior. While some subjects consistently respond to chal-
lenge images with certain latency (e.g., subjects 3, 7, 13), some
other subjects’ response delays may slightly vary from time to time
(e.g., subjects 1, 12, 14). In any case, all the subjects’ responses
locally are clearly discriminable from the responses performed via
thin clients. The results indicate that the design of PPV tests is
reliable so such tests can be taken by any untrained user and still
deliver reliable results.
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Figure 7: Individual subjects’ response rates and response delays from local and remote PPV tests via 5 thin clients respectively.

Table 1: The leave-one-out cross-validation results based on
SVM classification.

Participant Local PPV Tests
Precision / Recall

Remote PPV Tests
Precision / Recall

Subject 1 1.00 / 1.00 1.00 / 1.00
Subject 2 1.00 / 1.00 1.00 / 1.00
Subject 3 1.00 / 1.00 1.00 / 1.00
Subject 4 1.00 / 1.00 1.00 / 1.00
Subject 5 1.00 / 1.00 1.00 / 1.00
Subject 6 1.00 / 1.00 1.00 / 1.00
Subject 7 1.00 / 1.00 1.00 / 1.00
Subject 8 1.00 / 1.00 1.00 / 1.00
Subject 9 1.00 / 0.96 0.99 / 1.00
Subject 10 1.00 / 1.00 1.00 / 1.00
Subject 11 1.00 / 1.00 1.00 / 1.00
Subject 12 1.00 / 1.00 1.00 / 1.00
Subject 13 1.00 / 1.00 1.00 / 1.00
Subject 14 1.00 / 1.00 1.00 / 1.00
Subject 15 1.00 / 1.00 1.00 / 1.00

4.3 Detection Accuracy
We employ the support vector machine (SVM) [4] to classify

whether a PPV test is performed on a local host or via a thin client.
Each sample comprises the response rate and the average response
delay from a PPV test13. Each subject contributes 25 positive sam-
ples (from 25 locally performed PPV tests) and 125 negative sam-
ples (from 125 PPV tests performed via 5 thin clients). The SVM
classifier is implemented based on libsvm [2] with the default ra-
dial basis function as the kernel function. We use the leave-one-
out cross-validation approach to evaluate the classification perfor-
mance. Specifically, we train a SVM model based on the samples
from 14 (out of 15) subjects, and use the model to predict the sam-
ples from the remaining subject. The process is iterated 15 times
without duplications.

The cross validation results are summarized in Table 1. The pre-
cision and recall rates for each subject is the prediction result us-

13A sample is simply discarded if the response rate is zero and con-
sidered from remote PPV tests.

ing a model trained based on samples from the other 14 subjects.
We can see from the table that except very rare exceptions, all the
PPV responses from the subjects are correctly classified no matter
the PPV tests are performed locally or via thin clients. We con-
sider such rare exceptions for 1 out 15 participants are tolerable as
occasionally users may lose concentration and miss or delay a re-
sponse to a challenge image. Such errors, however, can be easily
compensated by re-taking a PPV test one more time. As a matter
of fact, this phenomenon happens everyday in password-based au-
thentication. Entering a password is error-prone, especially for a
complex password, if a user does not keep concentration while typ-
ing. However, such errors can be easily compensated by re-entering
the correct password in next attempts.

4.4 Usability Evaluation
In our user study, we also require each subject to fill in a post-

hoc questionnaire regarding the usability of PPV tests. We briefly
list the questions below and summarize the results in Figure 8:

1. Do you find PPV tests difficult?

2. Do you find PPV tests stressful?

3. Are your eyes fatigued after taking PPV tests?

4. Do you feel mentally fatigued after taking PPV tests?

5. Do you consider PPV tests more difficult than password in-
puts?

6. Do you consider PPV tests more difficult than CPATCHA
tests?

7. Are you willing to take PPV tests to confirm your computer
is not remotely controlled?

8. Are you willing to take 3 PPV tests in a row to confirm your
computer is not remotely controlled?
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Figure 8: Subject’s opinions on PPV’s usability.

The answers to Q1–Q6 are in the form of five scales: (1) Strongly
disagree, (2) Disagree, (3) Neutral, (4) Agree, (5) Strongly Agree,
while those to Q7–Q8 are dichotomous.

As shown in Figure 8, 85% of the subjects do not consider PPV
tests difficult (Q1); similarly, 85% do not consider PPV tests stress-
ful (Q2). Meanwhile, 93% of the subjects do not consider PPV tests
cause eye fatigue, while 85% do not consider PPV tests cause men-
tal fatigue. Furthermore, we ask the subjects to compare the diffi-
culty level of PPV tests v.s. password inputs and CAPTCHA tests.
The results indicate that around 80% of the subjects do not consider
PPV tests more difficult than password inputs and CAPTCHA tests.
Our final questions for the subjects are whether they are willing to
take PPV tests (1 time and 3 times respectively) if the tests can
ensure their computers are not remotely controlled. The answers
show that 80% of the subjects are willing to take PPV tests for
higher privacy safety, while 70% are willing to take 3 successive
PPV tests for even higher safeness.

5. SECURITY ANALYSIS
We propose PPV, Physical Presence Verification, based on a real-

istic scenario, that is, the host where PPV tests are performed might
have been compromised. That is the reason why we do not rely on
any system-level information, such as CPU utilization and network
bandwidth usage, to detect the use of thin clients, because such in-
formation can be easily forged once a system is compromised.

We acknowledge that once an attacker compromises the victim’s
computer, he can install malware and steal stored information on
the computer as he wants. PPV is not designed for stopping the
victim’s computer being compromised; however, it can used to stop
the victim’s computer being further used as a stepping stone for
other malicious activities, such as accessing an Internet banking
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Figure 9: The system model of PPV in different scenarios.

service (which limits connections from certain IP addresses) using
an existing cookie/connection, and breaching license restriction.

Because the local host may be compromised, the player pro-
gram may also be compromised and its results therefore cannot
be trusted. Thus, to deploy PPV into real-life use, we require a
separate, trusted server, denoted as the PPV server, to handle the
question formulation and response verification for PPV tests. Each
time a host requests a PPV test, the PPV server randomly gener-
ates image sequences and sends to the host via a secure channel. In
this case, the player program on the host is only responsible for
displaying image sequences and receiving users’ responses. Upon
receiving user responses, the player program reports to the PPV
server and forwards the server’s decision whether the host is re-
motely controlled to the host. The system model of PPV is illus-
trated in Figure 9.

In the following, we discuss a variety types of potential attacks
that malicious attackers may use to mislead PPV tests to make false
detections. The attacks can be classified into two categories, non-
intrusive attacks and intrusive attacks. Non-intrusive attacks are
those which do not modify the host being verified, while intrusive
attacks involve additional software installation or modification.

5.1 Naı̈ve Countermeasures—Random Response
The most naı̈ve attack to PPV tests is to give random responses.

Since we ask users to respond to m challenge images out of n im-
ages, the probability to correctly pick the challenge images by ran-
dom is 1

Cn
m

, which is 0.008 assuming n = 10 and m = 3. While the
attack success probability is already low, we can easily make ran-
dom guess attacks infeasible by randomizing n and m in each PPV
test. For example, we can ask a user to respond to 2 out of 8 images
in one test, and ask him to respond to 4 out of 12 in another. This
(n, m) randomization does not bring any negative effect if a user
is taking PPV tests seriously, but will hugely increase the probing
space of random guesses and virtually render this attack infeasible.

5.2 Modern Thin Client Technology
Some recent thin client implementations have been developed

using a totally different approach, video encoding, to handle graph-
ics mirroring between hosts. That is, the approach simply treats the
local desktop as a live video source and delivers the local graphics
to remote hosts using live video streaming technologies [5]. Ex-
amples include Splashtop Remote Desktop [18] and OnLive Desk-
top [13].

Even though streaming-based thin clients claim real-time desk-
top streaming, this approach may incur longer latency in interactive
use because local graphics need to be compressed by a video en-
coder, such as H.264, before being transmitted to the remote host.



For example, according to [3], the real-time game screen (in the
720p resolution) encoding and decoding takes around 100 ms. Be-
sides, streaming-based thin clients require much more computa-
tion power on the local host compared with the “traditional” thin
client implementations. Therefore, we consider the adoption of
streaming-based thin clients is not only unable to attack PPV tests,
but also deteriorate the situation as these thin clients tend to incur
longer response latencies.

5.3 Automated Solution Provisioning

Image Analysis
An attacker may try to compromise PPV tests by running a pro-
gram that automatically recognizes challenge images and make re-
sponses in real time. Since the program is running on the local
host, it can capture and analyze the displayed images without delay
or degradation even though the host is remotely controlled at the
same time.

We prevent this type of countermeasures by annotating challenge
images using CAPTCHA, which is theoretically unable to be auto-
matically recognized by programs [1]. As shown in Figure 3, the
“Press” text on a challenge image is easily recognizable by humans,
but not recognizable by programs. Based on the well-developed
CAPTCHA technology, every time we generate a challenge im-
age, we can change the color, font, size, distortion, and noise of
the instruction text. In addition, we can use different text and put
the instruction at different locations on the image. We believe the
high-dimensional variation space would make the automated image
analysis approach infeasible.

Test Delegation
Experiences have told us that malicious attackers may outsource
CAPTCHA tests [11] to Internet crowd. For example, kolotibablo.com
and antigate.com are two service providers where one can crowd-
source security tests such as CAPTCHA to Internet workers with
low wages. Fortunately, PPV tests are completely immune to the
crowdsourcing model because PPV tests are based on the fact that
local graphics cannot be faithfully mirrored to other hosts in real
time. To make an Internet worker able to take a PPV test, a thin
client session is required. Consequently, the worker would not be
able to pass the test since the local graphics is streamed to his desk-
top via a thin client.

5.4 Sophisticated Hacking
Attackers may attempt to hack the player program to obtain

when challenge images will be displayed and automatically make
responses at correct timings. We can easily render this approach
worthless by preparing the image sequence on the PPV server and
make the player program a simple, dumb image displayer. At-
tackers can hack the player program anyway, but there is no in-
formation about the timings of challenge images. All they can find
are simply image sequences that are not automatically analyzable
(Section 5.3) and thus unhelpful to compromise PPV tests.

The player program can also be modified so that it will always
report that no thin clients are used regardless of the PPV server’s
decision. To cope with this attack, we can design the player pro-
gram as a thin application. In this way, every time a PPV test is in-
voked, a variation of the player program is dynamically generated
by the PPV server and downloaded to the local host for executing
the PPV test. Every variant of the thin player program can be ob-
fuscated and encrypted using different seeds so it is difficult, if not
impossible, to hack the program (either automatically or manually)
within a few seconds.

Another possible attack is to intercept time-related system calls
such as gettimeofday() to shorten the response delays sent back
to the PPV server as if the delays are from local PPV tests. Even if
response delays are short, such attacks would be completely useless
if a challenge image is discarded by the thin client. Assuming that
an attacker is using a thin client which never discards images, the
timing attack is still very difficult because attackers need to know
how much delay caused by thin client use should be subtracted in
order to mimic a local response delay. The delay due to thin clients
varies according to numerous factors, including the thin client im-
plementation, network quality, workload settings (e.g., grid and
flip), and so on. If a fake response delay is too long, we still con-
sider it is from a remote host; on the contrary, we can easily detect
a fake response delay if it is too short or even earlier than the dis-
play starting time of a challenge image. Repeated PPV tests would
be required in order to figure out how to subtract delays correctly;
however, repeated tests will certainly reveal the intention of attacks
and can be easily detected.

6. RELATED WORK
As far as we know, this work is the first proposal of general so-

lutions for detecting whether a host is remotely controlled or not.
Nevertheless, we briefly review previous studies on thin client per-
formance as follows.

In [10,12], the authors proposed a slow-motion benchmarking to
evaluate the performance of several thin client implementations on
tasks such as web browsing and video playing. The amount of data
transferred and the time for completing a task are used as perfor-
mance metrics. In [19], Tolia et al. focused on the user-perceived
latency when using applications through thin client technologies.
They investigated the response time of operations in several appli-
cations on a VNC server under various network conditions. More
recently, Schlosser et al. [17] quantified the performance of two thin
client implementations, Windows Remote Desktop Protocol (RDP)
and the Citrix Presentation Server, and compared the overhead from
the perspective of bandwidth utilization. They concluded that Cit-
rix should be preferred in a LAN while RDP is more suitable in
wide area networks. Different from the above works that mainly
evaluated the performance of thin client technologies in low-motion
scenario, Deboosere et al. [6] further considered two high-motion
scenarios: video playing and 3D-game playing. Their experiment
results demonstrated that the thin clients they tested need to be im-
proved to offer satisfying multimedia experience.

The security concerns related to thin clients are also discussed in
the literature. For example, In [9], the authors proposed a proxy-
based architecture to execute security audit for the remote use of the
servers. Their approach, however, is platform-dependent, and sup-
ports only RDP, VNC, and X-window. In addition, the essay [20]
discusses the common misconception that “thin client is a secu-
rity silver bullet”. The authors argue that vulnerabilities in thin-
client devices are as prevalent as in any other networked computers,
and IT management stuff tend to overlook the risks related to thin
clients because of their more simplified design. Furthermore, [8]
discusses several possible risks associated with thin clients, such
as cross-contamination of malware and intervention of attacks be-
tween clients and servers. We consider this paper complements the
previous researches by posing the last line of the defense—in case
a victim’s computer is compromised, we should protect the com-
puter from being used for accessing important Internet services in
any case; this is exactly what we propose PPV.

7. CONCLUDING REMARKS



In this paper, we have shown the intrinsic performance limits of
thin clients due to the much narrower network bandwidth compared
with the local display bandwidth. Based on the intrinsic limits,
we have proposed Physical Presence Verification (PPV) to ensure
that a system is not remotely controlled before a user is going to
perform any critical operations or access sensitive information. We
have also conducted user studies and verified that PPV tests are
not only effective and robust in detecting remote use, but also user-
friendly as most of our subjects express willingness to take the tests
to prevent privacy infringement. We hope that PPV tests can serve
the purpose in helping Internet users defending malicious attackers
from breaching their secured assets and private information.
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