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This paper proposes a unified probabilistic framework for real-time depth map 
fusion. By modeling the depth imaging process as a random experiment, the depth 
map fusion is converted into probability density function (pdf) estimation. The depth 
fusion problem is decoupled into four parts: the fusion space, the influence term, the 
visibility term and the confidence term. We combine these four terms in a unified 
probabilistic framework, and apply the framework in two cases to evaluate the per-
formance. In the first case, multiple stereo vision cameras are used to acquire multiple 
depth map streams from multiple viewpoints simultaneously in real time. In the sec-
ond case, two cameras and a Kinect are combined to provide two depth map streams. 
In both cases, strategies for each part of the framework are presented to perform re-
al-time depth fusion. Experimental results show that the proposed framework is 
promising for real-time depth map fusion. 
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1. INTRODUCTION 
 

Depth map fusion has been extensively studied in both the multi-view stereo 
(MVS) and the structure from motion (SFM) areas in the last two decades. A number 
of fusion methods have been focused on either the modeling of a single object with 
high accuracy (in MVS) [1,2,3,4,5,6,7,8,9] or the high quality reconstruction of static 
scene from a video sequence (in SFM) [10,11,12]. As a variety of depth cameras 
spring up, some researchers also focus on the fusion of the depth maps obtained from 
different device types [13,14,15]. Most of the aforementioned methods are time con-
suming and are usually performed offline. Nowadays, as the needs for real-time appli-
cations increase, several depth map fusion methods and systems featuring real-time 
performance arise [16,17,18,19,20,21]. This paper will focus on the real-time depth 
map fusion.  

In MVS, multiple cameras are used, and the position and orientation of each 
camera are registered by calibration [22,23]. Then a depth map is computed for each 
camera and the depth maps acquired from multiple views are fused to obtain a global 
surface model. Some methods [1,2,3,4] use an approximate bounding box or volume 
containing the object to perform the fusion, which was originally developed for merg-
ing laser range scans. We call this type of methods volumetric depth map fusion. Alt-
hough essentially well suited for parallelization, real-time applications based on volu-
metric depth map fusion methods are barely witnessed, which is probably because that 
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it needs to acquire depth maps from multiple viewpoints simultaneously in real time. 
Our previous work [24,25,26] introduced a real-time system with multiple stereo vi-
sion cameras for 3D recovery of large-scale dynamic scenes and discussed the depth 
map fusion strategy in such a system.  

In SFM, a moving camera is typically used to get a video sequence of the scene, and 
the pose of the camera is tracked by means like Iterative Closest Point [27,28]. Then the 
depth maps are fused in a similar way as in the MVS. But in SFM, each frame of the 
captured video can be seen as a viewpoint, thus one can get very densely distributed 
views, which is not proper and sometimes impossible for MVS to place the cameras so 
densely. Usually a central view in the cluster of closely located viewpoints is selected as 
the reference view, and the depth maps of the neighboring views are then rendered to the 
reference view to perform the fusion [16,17,18]. We call this type of methods view-
point-based depth map fusion, and there are several real-time implementations for this 
type of methods. Kinect Fusion [20,21] gives a novel GPU implementation of the volu-
metric method to fuse depth maps acquired from a moving Kinect in real time. 

Some researchers focus on the fusion of the depth maps obtained from different 
types of devices. There are many types of depth cameras (e.g. stereo vision camera, 
time of flight sensor, structured light based camera), and the Microsoft Kinect is prob-
ably the most popular one. Different depth cameras have both advantages and disad-
vantages and can be complementary to each other. To fuse the depth information, most 
of the methods use global optimization to yield remarkable improvement on depth map 
quality, but the time constraint is not considered.  

Among the depth map fusion methods described above, only a few have real-time 
implementations. We category the real-time fusion methods into two classes: volumet-
ric methods and viewpoint-based methods. Although the two types of methods are 
designed for different application areas, they share some common characteristics. In 
this paper, we focus on real-time depth map fusion, and attempt to seek the essence of 
these methods from a probabilistic perspective. By modeling the depth imaging pro-
cess as a random experiment, we propose a probabilistic framework for real-time depth 
map fusion, which consists of the fusion space, the influence term, the visibility term 
and the confidence term. The strategies for each part of the framework can be designed 
independently. We adapt the framework in two cases to test the performance. In the 
first case, multiple stereo vision cameras are applied to acquire depth map streams 
from multiple viewpoints simultaneously in real time. In the second case, two cameras 
and a Kinect are combined to provide two depth map streams. In both cases, strategies 
for each part of the framework are presented to perform real-time depth fusion. Ex-
perimental results show that the proposed framework is promising for real-time depth 
map fusion. 

The rest of paper is organized as follows: Section 2 describes the framework and 
analyzes how the existing methods implicitly apply the framework; Section 3 adapts 
the proposed framework to the fusion of multiple stereo vision cameras; Section 4 
adapts the proposed framework to the fusion of Kinect and stereo; Section 5 shows the 
experimental results and Section 6 concludes the paper. 

2. FRAMEWORK 
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2.1 Overview 
 

We treat the depth map fusion as probability density function estimation problem 
by modeling the depth imaging process as a random experiment. As illustrated in Fig.1 
(a), the random experiment can be described as follows: place the depth camera at a 
random position and orientation (denoted as viewpoint V), select a line of sight from 
the optical center of the camera, and get the depth measure d of the scene point that the 
line of sight passes through. With a calibrated camera, the position of the point in 3D 
space X can be easily computed from its depth d. X is the random variable of the ex-
periment (to be precise, X is represented by a three-dimensional random vector). This 
whole experiment will generate a very large sample space because the depth camera 
can be placed anywhere and oriented in any direction. In our task, we only care for the 
space that contains the scene to be reconstructed. Therefore we introduce the fusion 
space S to limit the scope of the point's position. This can either be considered as a 
conditional probability that reduces the sample space, or be treated as a part of the ex-
periment description. Furthermore, as we have introduced, no depth camera is perfect 
for all situations, so the detected depth may be incorrect or inaccurate. We denote the 
confidence of X given the depth camera as C, which is depicted as the deviation be-
tween X and the actual scene point in Fig.1 (a). 

 
Fig.1 (a) The depth imaging process is modeled as a random experiment. (b) Network 
representation of the decomposition of the joint probability P(X,C,V,S) . Arrows rep-
resent statistical dependencies between variables. 

 
Considering above description, the probability to estimate is P(X |C,V,S) , rep-

resenting the likelihood of observed point X given a correctly working (C) depth cam-
era located at viewpoint V. According to Bayes' formula 

P(X |C,V,S) = P(X,C,V,S)
P(C,V,S)

                           (1) 

where P(C,V,S) can be treated as a scale factor that guarantees P(X |C,V,S)  is be-
tween 0 and 1, and will be ignored in our task. So it is the joint probability 
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P(X,C,V,S)  that should be estimated. Again, Bayes' formula is applied and 
P(X,C,V,S)  can be decoupled as 

P(X,C,V,S) = P(S)P(X | S)P(V | X,S)P(C | X,V,S)           (2) 
where P(S) is regarded as a constant, P(X | S)  is the likelihood of point X being 
observed, P(V | X,S)  reveals the likelihood that point X is visible from view V (re-
ferred to as the visibility), and P(C | X,V,S)  measures how well the depth camera 
works when ranging X from view V (i.e. the confidence of point X). A network repre-
sentation of the joint probability decomposition is shown in Fig.1 (b). 

Without loss of generality, we assume the input of the model is a set of n depth 
maps acquired from n viewpoints denoted by { Di}i=1...n with each depth map having 
pi  pixels. Di ( x)  is the corresponding depth value of pixel x  from viewpoint i. 

Pixel x  and the depth Di ( x)  determine a point Xi ( x)  in 3D space. The point 
cloud { Xi ( x)}i=1...n  can then be regarded as an independent and identically distributed 
(i.i.d.) sample of the 3D scene, and will be used for probability density function esti-

mation. The sample size (i.e. the number of observations) is m = pii=1

n
∑  

Since it is almost impossible to give a parametric formula of the pdf, we use ker-
nel density estimation (also referred to as the Parzen window method), which is a 
technique of non-parametric statistics, to estimate the pdf. Once P(X |C,V,S)  is es-
timated, the fused depth map can then be computed by selecting the position with the 
highest probability for each pixel. The following sections will discuss each part of the 
model in detail. 

 
2.2 Fusion Space S 
 

Fusion space S contains the scene to be reconstructed, and is typically discretized 
into voxels to form a voxel space as shown in Fig.2 (a) and Fig.2 (b). From the view of 
probability theory, S is a reduced sample space that contains all the possible outcomes 
of the random trial, and each voxel is a Parzen window with specified size v when 
performing kernel density estimation. For volumetric methods, which use an approxi-
mate volume containing the object to perform fusion as Fig.2 (a) shows, the concept of 
sample space is intuitive. For viewpoint-based approaches, a central view is usually 
picked as the reference view, and the depth maps acquired from the neighboring 
viewpoints are reprojected and fused in the reference view. Although not clearly noted 
in the literature, there does exist such a 3D space used for fusion. As Fig.2 (b) shows, 
it is the view frustum of the reference camera, which is a truncated section of a 
pyramid viewed from the optical center of the camera. 
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Fig.2 Examples of fusion space and illustrations for influence types. (a) Volume as 
fusion space. (b) Camera's view frustum as fusion space. (c)-(e) Three types of influ-
ence. A red dot represents one observed 3D point Xi ( x)  and the blue line represents 
the line of sight. The gray levels of the voxels reveal the strength of the influence from 
point Xi ( x) . The darker the color is, the greater the voxel is affected by the point. 
 
2.3 Influence term P(X | S)  

 
P(X | S)  is the likelihood that point X can be observed, which is a typical case to 

apply kernel density estimation. The basic idea is simple: the more times a point is 
observed, the higher probability this point will have, suggesting that we can get a 
rough estimation just by counting. In practice, we estimate the probability by: 

P(X | S) = 1
mv

K
X − Xj

h
"

#
$

%

&
'

j=1

m

∑                        (3) 

where m is the sample size, v is the voxel size, K represents the kernel function, re-
vealing the contribution of the observed point Xj to the probability estimation of point 
X, which can also be interpreted as the influence of Xj  to its neighbors (the reason 
why we call P(X | S)  influence term), and h reflects the strength of the influence (re-
ferred to as the kernel bandwidth).  

By analyzing the real-time fusion methods mentioned before, we find that these 
methods implicitly apply different forms of kernel functions to perform estimation. For 
volumetric method [1] that has a real-time implementation in [20], the sum of the 
weighted signed distances is used to encode the likelihood, which is not a standard 
probability expression, but essentially plays a similar role (takes the highest probability 
at zero-crossing). As illustrated in Fig.2 (c), method [1] considers the influence of the 
observed point Xj  only along the line of sight and the probabilities of the points lo-
cated out of the line are not affected by the observation. In addition, the influence de-
creases linearly as the distance between X and Xj  increases, which can be expressed 
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as a linear kernel 

     K(u) = 2− 4 |u |        |u1 |≤1/ 2, |u2 |= 0. |u3 |= 0
0                     otherwise                        

#
$
%

&%
            (4) 

where u = (u1,u2,u3)  is a 3D vector, and u1  is the component along the line of sight. 
For viewpoint-based method [18], the influence of the observation spreads in all direc-
tions as shown in Fig.2 (d) and essentially apply a Gaussian kernel 

K(u) = 1
2π

e−u
2 /2                         (5) 

There is even method [16] that limits the scope of influence just in the voxel that 
contains the observed point as illustrated in Fig.2 (e), and the corresponding kernel is 

K(u) = 1    |ui |≤1/ 2  i =1...3
0     otherwise              

"
#
$

%$
                    (6) 

For all the kernels applied above, u = (X − Xj ) / h , and h is set empirically. As we 
will see, this paper applies a kernel with variable bandwidth, which is reasonable espe-
cially when the distance between the viewpoints is large. 

 
2.4 Visibility term P(V | X,S)  
 

P(V | X,S)  is the likelihood that point X is visible from view V, which can be 
modeled by multi-view geometry. Traditional 3D reconstruction methods [29] typical-
ly model visibility to specify which views to consider when evaluating pho-
to-consistency measures especially when there exists a large distribution of viewpoints. 
This paper introduces visibility as part of the joint probability decomposition, which 
plays a similar role to determine whether a point is occluded by other points along the 
line of sight from view V. 

 
2.5 Confidence term P(C | X,V,S)  
 

P(C | X,V,S)  indicates how well the depth camera works when ranging point X 
from view V, implying that range data quality is not only related to the ranging tech-
nology, but also related to the scene condition and the visibility, which is coincident 
with the real situation. For example, in stereo vision camera, window-based corre-
spondence tends to recover inaccurate depth in textureless regions, while a point from 
texturing surface can be ranged well. As for Kinect, textureless area like a white wall 
is not considered as an issue, but a scene exposed in strong sunlight can be a trouble. 
Most of the before mentioned methods have taken these factors into account more or 
less when evaluating the confidence. In [1], the confidence is measured by the dot 
product between the 3D point normal and the viewing direction. In [18], the confi-
dence term is measured by color similarity. In [16], a stability score that reflects the 
balance between the two types of visibility violations is regarded as the confidence 
term. 

Several real-time fusion methods essentially fall into such a four-part paradigm, 
suggesting a framework suited for real-time depth map fusion. On one hand, the 
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framework is amenable to parallel computing, since the probability estimation of each 
voxel can be performed independently and processed in the same pass. On the other 
hand, the strategies for each part of the framework can be designed independently, 
offering much more flexibilities to adapt the framework to different types of scenarios. 
We adapt the proposed framework to two cases to evaluate the performance. The first 
case is real-time fusion of multiple stereo vision cameras, and the second case is re-
al-time fusion of Kinect and stereo. 

3. REAL-TIME FUSION OF MULTIPLE STEREO VISION CAMERAS 

We build a system consisted of six stereo vision cameras, which can acquire color 
images combined with corresponding depth maps 30 frames per second simultaneously 
from multiple views with embedded processing. Refer to [25] for more details on the 
multiple stereo vision cameras system. The problem can be expressed as: given depth 
map streams acquired from multiple sparsely distributed viewpoints simultaneously, 
how to perform the depth map fusion in real time. In this section, we will apply the 
framework to the case of multiple stereo vision cameras and propose our strategies for 
each part of the framework. 

 
3.1 Fusion space S 
 

To be flexible, we introduce a virtual camera navigating around the scene, and the 
view frustum of the virtual camera is applied as the fusion space. The virtual viewpoint 
is denoted by view r. 

 
3.2 Influence term P(X | S)  
 

Before discussing the influence term, we first analyze the projection between 
sparsely distributed views (i.e. wide baselines). As illustrated in Fig.3 (a), when pro-
jecting the 3D points instantiated from the depth map of view 1 to view 2, evenly dis-
tributed results can hardly be obtained due to distant locations and varied orientations 
of the two views. In the first case, multiple points (point 1, 2 and 3) from view 1 will 
project to the same pixel of view 2. This has not been fully considered in most view-
point-based fusion methods for SFM, where the probability estimation is accumulated 
over the pixels in the rendered depth maps, implying that only the nearest point to the 
reference view is used for estimation. By doing this, other points' contribution is not 
taken into account and the observed information is not fully utilized. Furthermore, if a 
mismatching point happens to project to the same pixel and is much closer as Fig.3 (a) 
shows (the red line), this method will fail. So we use the original point cloud as the 
sample to estimate the pdf and the geometric visibility will be specially considered. In 
the second case, points located as neighbors in view 1 (point 4 and 5) are projected to 
pixels no longer adjacent to each other in view 2, leading to gaps in the resulting depth 
map. In this case, we can obtain the depth of the pixels in the gap areas by reprojecting 
the depth map from view 1 in a sub-pixel manner as shown in Fig.3 (a) (the blue lines). 
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Fig.3 (a) Projection from view 1 to view 2. (b) The red curve is the estimated distribu-
tion of P(x | S)based on the 6 observed points instantiated from view 1 (including the 
mismatching one) and x represents the pixel of view 2 as illustrated in (a). The blue 
curves are the 6 individual kernels with 4 of them superposing each other at x=4. The 
red dashed curve is P(x | S)  after normalization. 
 

As described above, gaps are prone to be generated due to wide-baseline config-
uration, which can be compensated by projecting the depth map in a sub-pixel manner. 
In other words, the values of gap pixels can be obtained by the surrounding pixels' 
depth values. As a result, we consider the influence of the observed point Xi ( x)  not 
only along the line of sight in the virtual viewpoint, but also spread across the planes 
perpendicular to the line of sight to effect the neighboring pixels. The point X in the 
fusion space can then be represented by (x,Dr (x))  where Dr (x)  is the corre-
sponding depth value of pixel x in the virtual view r, and the influence term can be 
decoupled as 

P(X | S) = P(x | S)P(Dr (x) | S)                    (7) 
We will estimate P(x | S)  and P(Dr (x) | S) separately. 

For P(x | S) , the closer pixel x is to x ' , the higher P(x | S)  should get. This 
can be appropriately expressed with a Gaussian kernel. As we have analyzed the first 
case in Fig.3 (a), multiple points can project to the same pixel. Here the number of the 
points is denoted by k. It is not quite reasonable if we simply sum the contribution over 
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all the k points. Therefore, we cut each point's contribution to the pdf into k parts, and 
use all the k points to affect the pdf as a whole. Gargallo and Sturm [30] have dis-
cussed a similar problem, but their idea is applied as a geometric mean of probabilities 
and is used for estimating per-pixel color likelihood. 

Furthermore, we observe an interesting phenomenon in Fig.3 (a). That is, if more 
points are projecting to the same pixel, it usually implies a dramatic change of depth. 
So the influence of the projected pixel x '  of point Xi ( x)  to the nearby pixel x 
should be suppressed. On the contrary, small number of points often reveals a flat sur-
face, and the influence of the projected pixel to neighboring pixels should be enhanced. 
This simple observation inspires us to refine the Gaussian kernel by adjusting σ  
which essentially reflects the strength of the influence. In other words, the Gaussian 
kernel is assigned a variable bandwidth. According to above observation, we make σ  
inversely proportional to k. So the kernel used to estimate P(x | S)  can be expressed 
as 

K(x) ~ 1
k

exp −
|| x = x ' ||2

2σ x
2

!

"
#

$

%
&   σ x ∝

1
k

                      (8) 

Fig.3 (b) shows the estimated distribution of P(x | S)  based on the observed 
point Xi ( x)  from view 1 projected to view 2 as illustrated in Fig.3 (a). From the 
shapes of the blue curves, we can clearly see the variation of the kernel bandwidth. 

Unlike K(x) , the kernel used to estimate P(Dr (x) | S)  is not variable and can 
be expressed as 

K(Dr (x)) ~ exp −
||Dr (x)− dr ( Xi ( x)) ||2

2σ d
2

"

#
$

%

&
'               (9) 

where dr ( Xi ( x))  denotes the depth of point Xi ( x)  relative to view r, which is usu-
ally different from Di ( x) . In particular, dr ( Xi ( x)) = Di ( x)  if i = r . 

 
3.3 Visibility term P(V | X,S)  
 

The influence term makes sense only when point X is visible. P(V | X,S)  
measures the visibility of point X seen from view V. We assume that if a point X is 
near the actual point seen by x, it suggests a high probability that X is visible. Since the 
actual depth of pixel x is what we are in pursuit, a pre-estimation is given here, which 
is achieved by computing the mathematical expectation E(x)  of the depth of the 
points that project to the same pixel x. P(V | X,S)  can then be given by 

P(V | X,S) ~ exp −
|| dr ( Xi ( x))−E(x) ||2

2σ v
2

"

#
$

%

&
'                  (10) 

 
3.4 Confidence term P(C | X,V,S)  
 

Since the confidence information is not available from the depth camera, we 
evaluate the confidence term based on the depth map. We employ the continuity as-
sumption, which means that the points with geometric similarity should have similar 
depth, as the confidence of the depth. Then the confidence term can be expressed as 
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P(C | X,V,S) =
| Di ( x)− Di (x ') |x '∈Ni (x )

∑
Card(Ni ( x))

$

%

&
&

'

(

)
)

−1

                    (11) 

where Ni (x)  is the neighboring area of pixel x . 
 

3.5 Implementation 
 
When concerning the implementation of the proposed algorithm, some modifica-

tions are introduced to reduce the algorithm complexity. Computing the second term in 
Equation (7), P(Dr (x) | S) , requires the probability of all possible depths (discretized 
to several disparity levels) for each pixel to be estimated. The depth value with the 
highest probability is then picked as the fused depth. Assuming a depth map consisting 
of l pixels with each pixel having d disparity levels, the complexity of the algorithm is 
O(nl2d) . The algorithm is implemented on GPU and can be paralleled at pixel level. 
The time complexity of each pixel is O(nld) . Even for ordinary VGA resolution with 
few disparity levels (like 32 levels), ld is still a big number. For real-time depth map 
fusion, we simplify the computation as follows. 

We only use the samples that fall into the neighboring areas of the pixel to be es-
timated. This will reduce the complexity from ld to l 'd , where l’ is the number of 
pixels within the area and is much smaller than l. 

Note that the collection of the depth values from the sample points in the neigh-
boring area of the estimated pixel is usually a small subset of the whole disparity levels 
(denoted as Q), we don't have to go through all the disparities. We treat Q as a collec-
tion of observed samples of the pixel's depth value, and each depth's probability can be 
computed by P(x | S) ⋅P(V | X,S) ⋅P(C | X,V,S) . The mathematical expectation of the 
pixel's depth value is then computed as the fused depth. Thus we transform the original 
method, which requires picking the highest probability after pdf estimation, to a prob-
lem of mathematical expectation computation. This will further reduce the complexity 
from l 'd  to l ' . 

In summary, the algorithm complexity can be reduced from an order of O(nl2d)  
to O(nl ') , which offers the possibility for real-time performance. 

4. REAL-TIME FUSION OF KINECT AND STEREO 

In this section, we apply the framework to the case of real-time Kinect and stereo 
fusion and propose our strategies for each part of the framework. Kinect[31] is a phys-
ical device with depth sensing technology, a built-in color camera, an infrared (IR) 
emitter, and a microphone array, enabling it to obtain precise depth map and color im-
age simultaneously. For the fusion space, the influence term and the visibility term, we 
adopt the same strategies as in multiple stereo vision cameras. To model the difference 
between Kinect and the stereo vision camera, we take the depth imaging characteristics 
of these devices into account and introduce a strategy to estimate the confidence term. 

The system used in the experiments includes a Kinect and two cameras, providing 
one depth map stream and two color image streams for stereo matching. A fast GPU 
implementation of NCC based stereo matching is introduced, and the two cameras can 

peimt
Highlight
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be treated as a stereo vision camera. 
Kinect and stereo vision camera employ different technique for ranging, and it is 

hard to establish a unified measure for the confidence term. We have considered the 
visibility based stability score proposed in [16], which is device independent. But since 
only two depth cameras are applied in our situation, the evidences to support the sta-
bility are insufficient. As an alternative, we introduce different criteria for each device 
and empirically tune the weights. 

For stereo vision camera, NCC (i.e. normalized cross correlation) is used as the 
matching cost, which seems a good indicator for confidence. We adopt the strategy 
used in [16], where the matching cost is assumed to be perturbed by Gaussian noise. 
The confidence is expressed as 

P(C | X,V,S) = e−(NCC (x,d )−NCC (x,d0 ))
2 /σ c

2

d≠d0

∑
$

%
&&

'

(
))

−1

              (12) 

where NCC(x,d) is the matching cost for depth d at pixel x, and d0  is the depth with 
the lowest cost. 

For Kinect, it is difficult for us to model the confidence term by analyzing the 
ranging process without knowing the technical details. Therefore, we intend to exploit 
some phenomenon that relates to the confidence estimation. We start with the depth 
map quality that can be visually observed when using Kinect in different environments. 
Generally speaking, for indoor environments without too much strong sunlight, Kinect 
can work pretty well. Most of the depth data on the map is accurate, and the regions 
out of range or interfered by the light are typically not presented (set to zero). But as 
the sunlight grows stronger, more regions are interfered and the corresponding depth 
data becomes unavailable. If the remaining data is guaranteed to be qualified, then we 
can just set all the available depth data a relatively high confidence. However, we find 
that the depth values available on the depth map may be erroneous, which can be 
clearly observed from Fig.6 (d2), where the color is used to encode depth information 
(light yellow means near while dark red represents far). By comparing the two depth 
maps projected to the virtual view as shown in Fig.6 (d1) and Fig.6 (d2), we notice that 
most of the depth values from the stereo vision camera (especially the values with high 
confidence) are coincident with the actual scene, which inspires us to infer the confi-
dence of Kinect by comparing the two depth maps. Our strategy is, the depth value 
from Kinect should be assigned a low confidence if it varies considerably with corre-
sponding depth value of high confidence from the stereo vision camera. The resulting 
confidence map is shown in Fig.6 (c2) where lower gray level (i.e. darker) suggests 
lower confidence. 

5. EXPERIEMTS 

5.1 Depth map fusion for multiple stereo vision cameras 
 

We present experiments with the multiple stereo vision cameras system for two 
application scenarios where there exist multiple moving objects in a large-scale scene. 
The computer used in the experiments is equipped with an Intel 2.9GHz Dual-Xeon 
CPU (X5570), 8GB main memory and a NVIDIA Quadro FX 4800 graphics card. 
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The first scenario contains multiple people who are walking around. A certain 
moment of the scene is shown in Figure 4, and the images from three neighboring 
cameras of the six are presented. In the rendered views of the fusion results, the color 
is assigned to encode depth information: light yellow points are near the virtual camera 
whereas dark red ones are far away. On one hand, the fusion results are improved sig-
nificantly compared with the original depth map. On the other hand, as the virtual 
camera moves far away, more observed points will project to the same pixel of the 
virtual view, and Equation (8) can further prevent over-smoothing effect by limiting 
the scope of influence. On the contrary, as the virtual camera moves near to the scene, 
the projection of the points will be so sparse that the influence should be enhanced 
with Equation (8). 

The second scenario is playing basketball, and four slices picked from the scene 
sequence are shown in Figure 5. Compared with Figure 4, the quality improvement of 
the depth maps after fusion can be observed more clearly: most of the outliers have 
been effectively filtered, and the depth maps look more continuous and smoother than 
the original ones, which is primarily due to the Gaussian smoothing. While some local 
areas are still imperfect, the overall quality of the depth map has been improved sig-
nificantly after fusion (the readers are recommended to zoom in Figure 5 to see the 
details). 

The algorithm is implemented and run on GPU. The execution time to get one 
frame of fusion results is approximately 25ms. Since the pipeline has not been well 
optimized, there is still much room for further enhancement. 
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Fig. 4 Scene of multiple people walking around. Row (a) and row (b) show the color 
images and the corresponding depth maps from three neighboring views. Row (c) and 
row (d) show several rendered views of the fusion results from a virtual camera mov-
ing forwards. 
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Fig.5 Image sequence from the scene of playing basketball. Row (a), (d), (g), (j) are 
the color images captured from six viewpoints, row (b), (e), (h), (k) are the corre-
sponding depth maps, and row (c), (f), (i), (l) are the depth maps after fusion. The vir-
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tual camera here is actually located at the same position with each depth camera re-
spectively. 

 
5.2 Depth map fusion for Kinect and stereo 
 

Since the synchronization of the Kinect and the stereo vision camera has not been 
addressed in this paper, the video streams are currently recorded and aligned offline. 
The aligned results are then fed into a real-time fusion process implemented on GPU. 

We present three experiments to evaluate the potential benefits of the fusion 
methods. The first two experiments (''Pooh'' and ''Warrior'') demonstrate that the stereo 
vision camera can compensate for Kinect. The scenes in these two experiments are 
selected to have strong sunlight, resulting in poor depth imaging from Kinect. The 
third experiment (''Face'') shows that Kinect can support the stereo vision camera when 
working properly. 

The experiment ''Pooh'' is shown in Fig.6. Fig.6 (a1) and Fig.6 (a2) show a room 
partially exposed in direct sunlight, which is quite common even for indoor environ-
ments. Kinect does not work well in such a situation as Fig.6 (d2) shows: part of the 
table is gone, and the remaining part presents zonal distributed depth, which is appar-
ently wrong. With the guidance of the information from the stereo vision camera, we 
can assign most of the erroneous regions with low confidence as shown in Fig.6 (c2). 
The two depth maps are then fused in the virtual view. Column (3) of Fig.6 shows the 
fusion results from four different virtual viewpoints. The overall quality of the depth 
maps after fusion has been improved significantly compared with the original ones 
either from Kinect or from the stereo vision camera. 

The experiment ''Warrior'' is shown in Fig.7. Compared with the experiment 
''Pooh'', the sunlight in this experiment is weaker, resulting in a more complete depth 
map obtained from Kinect. But still, the depth map suffers from erroneous ranging. 
Although some outliers are not well filtered especially on the curtain area, the quality 
improvement after fusion is still significant. Actually, the curtain area cannot be well 
ranged even by the stereo vision camera since it tends to be textureless. 

The experiment ''Face'' is shown in Fig.8. Unlike previous two experiments, the 
depth map is properly obtained from Kinect as shown in Fig.8 (a4). The virtual view is 
set just where the stereo vision camera is. Since there is no conclusion on how to bal-
ance between stereo and Kinect, we experimentally try some weights and give the cor-
responding fusion results in row (b) of Fig.8. We can see that as the weight of Kinect 
increases, most of the erroneous depths recovered by stereo vision fade out, resulting 
in depth maps with improved quality. Row (c) and row (d) demonstrate the fusion re-
sults of dynamically changing face expressions. Although the face variation is not 
dramatic, we can still grasp the essence of most changes from the fused depth maps. 

In summary, the experiments demonstrate that Kinect and the stereo vision cam-
era can be complementary to each other and our method is promising for the fusion of 
Kinect and stereo. More importantly, the execution time to get one frame of fusion 
result is approximately 20ms, which makes real-time fusion of Kinect and stereo pos-
sible. 
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Fig.6 Experiment of ''Pooh''. Column (1) shows stereo vision camera related data: (a1) 
is the color image, (b1) is the depth map computed by NCC based stereo matching, (c1) 
is the corresponding confidence map, and (d1) projects the depth map to the virtual 
view. Column (2) shows Kinect related data: (a2) is the color image, (b2) is the depth 
map obtained from Kinect, (c2) is the corresponding confidence map, and (d2) projects 
the depth map to the virtual view. Column (3) presents the fusion results from four 
virtual views. In particular, (b3) sets the virtual view just where Kinect is. 
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Fig.7 Experiment of ''Warrior''. Row (a) shows the color images with corresponding 
depth maps from the stereo vision camera and Kinect respectively. (b1) is the confi-
dence map of Kinect. (b2) projects the depth map from Kinect to the virtual view. (b3) 
projects the depth map from the stereo vision camera to the virtual view. (b4) presents 
the fusion result. 
 

 
Fig.8 Experiment of ''Face''. Row (a) shows the color images with corresponding depth 
maps from the stereo vision camera and Kinect respectively. Row (b) presents the fu-
sion results as the weight of Kinect's confidence increases. Row (c) and row (d) are 
picked from the ``Face'' sequence, presenting the fused depth maps of continuous var-
ying face expressions, and the depth map color has been adjusted for better visualiza-
tion. The virtual viewpoint is set just where the stereo vision camera is. 
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7. CONCLUSIONS 

In this paper, we present a probabilistic framework for real-time depth map fusion, 
which consists of fusion space, influence term, visibility term and confidence term. 
The framework is then adapted to real-time depth map fusion for multiple stereo vision 
cameras, and Kinect and stereo. Experimental results demonstrate the effectiveness of 
the method. 
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